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Abstract state spaces take advantage of the fact that some compo-

Use of a high-level modeling representation, such as nents of a model (called submodels) interact in a limited
stochastic Petri nets, frequently results in a very large stateway with other submodels, so that the state-transition-rate
space. In this paper, we propose new methods that can tol-matrix of the model is a function of Kronecker operators
erate such large state spaces and that do not require an@n the state-transition-rate matrix of the submodels. Solu-
special structure in the model. First, we develop methods tion methods for stochastic automata networks [18] are an
that generate rows and columns of the state transition-rate-€xample of this type of method.
matrix on-the-fly, eliminating the need to explicitly store More recently, there has been work on superposed gen-
the matrix at all. Next, we introduce a new iterative so- eralized stochastic Petri nets (SGSPNs), which are essen-
lution method, called modified adaptive Gauss-Seidel, thattially independent submodels that may be joined by syn-
exhibits locality in its use of data from the state transition- chronizing on a timed transition. This class seems to be
rate-matrix. This permits the caching of portions of the more promising as a less restrictive modeling technique.
matrix, hence reducing the solution time. Finally, we de- First introduced in [7], solutions for SGSPNs were re-
velop a new memory- and computationally-efficient tech- stricted by the so-called product space (the product of the
nique for Gauss-Seidel-based solvers that avoids the neegubmodels’ state spaces), which could be much larger than
for generating rows ofl in order to solvedz = b. Taken the set of tangible reachable states. Kemper, in [10, 11], de-
together, these new results show that one can solve veryvised a method to operate on the tangible space, rather than
large SPN, GSPN, SRN, and SAN models without any spe- the product space, by providing a mapping from product

cial structure. space to the tangible reachable space. Ciardo and Tilgner
. [6] built on Kemper's work by removing some of the im-
1 Introduction posed restrictions, e.g., by allowing synchronizing transi-

Problems of scalability in models and the resulting tions to be immediate.
state-space explosion are daunting. The traditional ap- We believe that there are three substantial restrictions
proach of generating a state-level model from a high-level with current SGSPN techniques. First, all known meth-
specification, such as stochastic Petri nets, typically resultsods based on Kronecker operators require models to have
in very large state spaces for practical models. Such prob-a structure such that there are partially independent compo-
lems are further compounded with even higher-level for- nents with limited interaction between them. While Ciardo
malisms, such as stochastic Petri nets with tokens that haveand Tilgner relax these requirements significantly, many
attributes. This problem is often called the “largeness prob- models still do not exhibit the structure required to use
lem,” and is a major impediment to accurately modeling these methods.
large and complex systems. Second, the sum of the state spaces’ sizes of the com-

There have been numerous attempts to address theponent models must be smaller than the size of state space
largeness problem, resulting in techniques that produce ei-of the combined model for Kronecker-based methods to be
ther exact or approximate results. The exact approachesadvantageous. This requires the submodels to be approxi-
tend to fall into two general categories: those that at- mately the same size.
tempt to reduce the state-space size (e.g., methods based Third, Kronecker-based methods have generally been
on stochastic well-formed nets [3] or reduced base model limited to the Power or Jacobi methods, both of which usu-
construction [17]), and those that attempt to tolerate the ally exhibit poor convergence behavior. This is particularly
large state space. Several techniques that tolerate largaindesirable because large systems of equations tend to ex-



hibit worse convergence characteristics than small systemstation, without requiring explicit storage of the matrix in
A notable exception is the work of Ciardo [4], who presents memory or on disk. Section 3 then presents a new itera-
algorithms for doing a Gauss-Seidel iteration, although we tive solution algorithm that exhibits locality in its access to
are unaware of any tool that uses them. rows and columns of the state-transition-rate matrix. Then,

In contrast, we develop methods in this paper that can be Section 4 introduces a new approach that avoids the need
used with all variants of stochastic Petri nets, regardless ofto have incoming transition rates for Gauss-Seidel-based
the structure of the model. We develop new techniques thatiterative methods, at the expense of keeping one additional
permit the use of more genera| iterative methods, which vector of size equal to the number of states in the model.
often converge more quickly. We do this in three ways. This technique can easily double the speed of a solution if
First, we deve|op a|gorithms that can generate, On_the_ﬂy' sufficient memory is available. Finally, Section 5 presents
the required incoming and outgoing transition rates from a Some empirical results from a prototype implementation of
state. In particular, we give two algorithms: one for stan- the method.

dard stochastic Petri nets (SPNs) and one for generalize .
stochastic Petri nets (GSPNSs) [12]. We assume the readedr2 Forward/BaCkwar,d Access Algorithms
The first class of algorithms we develop makes use of

has a basic understanding of Markov models, state spaceb hi ) q . " hi
generation, and basic iterative solution techniques. oth incoming and outgoing state transition rates. In this

Second. since the generation of the state-trans't'on-rateseCtion’ we show two algorithms: one for SPN models, and
» S 9 ! . one for GSPN models.

matrix on-the-fly takes significantly more time than doing . -

. . . > Before proceeding, we will introduce some helpful no-
an iteration with the matrix in memory, we develop a new _.. icul i h \uti ;
iterative solution method that exhibits locality in its use of tation. "? particular, we wi addregs the solution of a sys-
data from the state-transition-rate matrix. This algorithm tem of simultaneous linear equations writtensd3 = 0,

: 9 ' wherer is a row vector and) is the state-transition-rate

which we callmodified adaptive Gau_ss-Selc(MAGS), ... matrix. Since we focus on numerical solution techniques,
reuses generated rows and columns in the state-transition-

Wi he notatiodz = b, or more preciseldz =
rate matrix within an iteration in order to reduce the per- e adopt the notatiodz = b, or more preciselylz = 0,

formance penalty incurred by their generation whered = @ ands = 7*. Here, the off-diagonal
P y y 9 ' th row elements of) represent outgoing rates of state

Third, any solution algorithm based on Gauss-Seidel, {he corresponding Markov chain, and the off-diagonal col-
such as SOR, requires access to rowd @f orderto solve ;i\ elements oft represent the same. Similarly, the off-
Az = b, which corresponds to accessing the incoming giagonali-th column elements af) and the off-diagonal
rates of a state in the corresponding Markov model. We ; 1 row elements oft represent the incoming rates to state
describe a new approach that only needs to compute out-; i the corresponding Markov chain.
going (columns), not incoming (rows), rates, at the costof 14 facilitate understanding our new approach, we
having to keep two vectors of size equal to the number of present in Figure 1 a simple paradigm for viewing the
tangible reachable states: one vector for the solution andgq tion process. Instead of viewing the matrix as data,
another additional vector. This approach can be used with,ye view it as a function returning the requested portion
any solution method that is based on Gauss-Seidel, such a%f the matrix. Hence, when the matrix is stored explic-
SOR or adaptive Gauss-Seidel. itly in memory, the function may be quite trivial and effi-

These three contributions, namely on-the-fly rate gener- cient in terms of computation, but costly in terms of mem-
ation, MAGS, and column Gauss-Seidel, are somewhat Or-ory consumption. In this paradigm, the superposed GSPN
thogonalin that they are independent contributions that canmethods use Kronecker operators on smaller matrices and
be applied in other contexts. For example, solutions baseda mapping function to generate an elementdof Thus,
on Kronecker operators could benefit from both MAGS accessing an element dfrequires more computation, but
and column Gauss-Seidel. However, each contribution en-(usually) less memory. Kronecker-based methods have the
hances the other, and taken as a whole, they present ajisadvantage of requiring a special structure in the model
new solution technique that addresses all restraining as-in order to work efficiently. In contrast, our methods act
pects of computing a solution to models that are otherwise directly on the net representation to generate a row or col-
intractable. umn of A. This requires significant computation, but it will

The remainder of the paper is organized as follows. Sec-work with any model and will always take memory propor-
tion 2 presents algorithms for computing incoming and tional to the size of the model.
outgoing transition rates for SPN and GSPN models. These More specifically, lets; represent an encoding of the
algorithms are the core of our on-the-fly solution methods, i-th state of the model. The encoding may be a simple
since they compute the needed rows and columns of theconcatenation of the bit encoding of the number of tokens
state-transition-rate matrix directly from the net represen- in places, or a more sophisticated encoding suggested by



lterative - . Matrix [* R%turn the vector of off-diagonal row*/
a =

Solver - Encodin
= g for eacht € 7;7' do
Sj (7ﬁ S;
Figure 1: Solution Paradigm. ifs; €8
a; = a; +r(t)
returna

Kemper [10, 11], called aix. The encodings of all the
states in the model form the sét = {s1,s3,...,5,}
(computed initially by a state space search). To compute
thei-th column of A, we take the state encoding with

the model and compute the successor states and the ratesc,

o th tates. The sianificant computational requirement o the task is to find the predecessor states and the corre-
o those states. The signiticant computationairequireme Sspondingincoming rates. Finding the diagonal elemegnt,
to compute a column il are to

in Equation 1, is also non-trivial, since it is defined as the

Figure 2: Algorithm to gef-th column for SPN model.

1. Decodss; negative sum of the outgoing rates. In general, to compute
. . o a;; we must compute the outgoing rates and sum them. In
2. Determine all enabled timed transitionssin the following, we describe how to compute the rows4of

for SPN and GSPN models.

To find the off-diagonal elements of thieh row of A4,
we must know the predecessor states and incoming rates.
In a model, this corresponds to finding the set of states

3. Fire all enabled transitions and possibly search a net-
work of immediate transitions to determine the rate to
each successor state

4. For each successor state that lead to the state;. The approach we take to finding
these predecessor states is basically to execute the model
(2) Encodes; one step “backwards” in time.
(b) Search fos; in S to determine index 21 SPNs
If we must do a binary search to look for an elemensin For SPNs, by which we mean Petri nets (with no in-

(for the most efficient use of space), the most expensive op-hibitor arcs) and exponentially timed transitions, the algo-

eration is probably 4 (b), which takes tirilog n), where rithm is simple. To understand it, we first introduce the

n is the number of states in the model. If we are willing notion of a reverse model. feverse modeis the corre-

to use more memory, we may use a hash table to do thesponding model where the directions of all the arcs have

lookup inO(1) time. Since the problems we are address- been.reversed. The firing rules are thg same excep_t.that any

ing are limited by the memory of the machine, we must be marking-dependent rates are determiaéér a transition

careful how we use the memory. fires. We letT; be the set of (timed) transitions enabled in
Generating a column of is therefore straightforward, ~a marking or staté, and7;~" be the set of transitions en-

but accessingl only by columns limits our choice of it apjed in the reverse model. The notation” 2 s; means

erative methods to Jacopl or the Power method (unless thegiate; goes to statg with rater(t) by firing transitiont.

new approach from Section 4 is used). In order to use theS_ iiarl r(t) ) S with

more powerful Gauss-Seidel method, or variants of it, we >miarny, s; <— s; means stateégoes to statg with rate

need to have access to rows 4f To illustrate the need r(t) ip the reverse model, or, equivalently, stgtgoes to
for access to rows ofl, consider the basic action in the statei with rater(#) in the forward model. The ;ymchl
Gauss-Seidel method that we call a Gauss-Seteel denotes the reachable set of states. The algorithm for com-

puting the non-diagonal row entries is shown in Figure 2.

1 (= n To perform a Gauss-Seidel stepsnwe need to access
I — Zaijxg.k“) + ) aijz —b; the i-th row of 4, including the diagonal element;. To
@i \ =1 j=i+1 compute the diagonal, we must also computeittiecol-

Q) umn vector. The necessity of computing both ttth row
wherez(¥) s the solution vector aftet iterations. Doing and thei-th column presents an additional significant cost
a Gauss-Seidel step fofrom 1 to n is called ariteration. to computing the row vector. In Section 3 we show how
In order to explicitly do the summation as shown above, we can make use of the already computed column vector
one must have access to a rowhfEntries in the-th row in a more powerful iterative technique. In Section 4 we

correspond to the incoming rates from predecessor statesshow how to perform Gauss-Seidel tily accessingl by



/* Return the vector of off-diagonal columirt/
a=0
for eacht € 7" do

r(t)
S5 < S

if S5 € S
a; = aj +r(t)
setT—! = {}
callsearch _back .im( s;, 1)

proceduresearch _back _.im( s;, )
for eachm € I;!

ey ylm) s (updateT 1)

F=r xw(m)/ > w(k)

w(k
Vk|s; Lst

for eacht € T-! do

T(t)
Sk <— Sj

if I, ={}ands; € S
ap = ar + ff(t)
callsearch _back _.im( s;, )

respond to searching timed and immediate transitions. At a
high level, we simply reverse the directions of the arcs and
search all paths involving the firing of any number of im-
mediate transitions followed by the firing of a timed tran-
sition. The algorithm we present does this in an organized
way.

In particular, the algorithm starts by searching predeces-
sor states reached by firing timed transitions in the reverse
model. Those are the states that lead to the current state
by firing only a single timed transition. After those are
searched]'~! is set to{}. Transitions are added B!
only as they become enabled by firing an immediate tran-
sition in the reverse model. An intuitive explanation for
this is that in the forward model, a stable marking goes to
a stable marking by firing a timed transition followed by a
number of immediate transitions. Therefore, if we trace the
same path backwards in the reverse model, the path can not
end with the firing of a timed transition that does not be-
come enabled by the firing of immediate transitions along
the path. We can avoid examining many vanishing states
this way and therefore prevent unnecessary computation.

Thesearch _back _im procedure recursively searches
through the network of immediate transitions. After an im-
mediate transition is fired in the reverse model, we deter-
mine the probability* and try firing eactt € T—! to see if
columns. it results in a stable marking. We have found that maintain-

The SPN modeling paradigm is simple, but modeling ing I; can pe done effici'ent'ly and can prevgnt unnecessary
complex systems with simple SPNs is difficult. We present S€arching inS for a vanishing marking (which is usually

this algorithm because SPNs are simple and fast. This alsot@Mputationally more expensive).
gives a framework on which we can build more complex Figure 3 shows the basic algorithm, but there are some
algorithms. possible improvements. We noted above that inhibitor arcs

are a special case of marking-dependent values, which is
2.2 GSPNs . ) .
the simplest way to deal with them. We could also build
static data structures that can tell us if a transition in the
reverse model is “inhibited,” that is, that there is no need to
fire a transition in the reverse model because it would result
in a state where that transition is inhibited in the forward
model.

Figure 3: Algorithm to gef-th column for GSPN model.

The procedure for computing the outgoing states and
rates for a GSPN model is a straightforward extension of
SPNs and is generally well known. However, it is less
trivial to compute the incoming states and rates, or corre-
spondingly, the-th off-diagonal row elements of. Fig-
ure 3 shows the algorithm we propose to do this. This
algorithm allows for general marking-dependent rates and3  Numerical Solution Methods That Exhibit
weights, so we can replace inhibitor arcs with transitions Locality
with marking-dependent rates or weights. The new nota-  jyen algorithms to generate desired row/columnd of
tion is as follows: T; is the set of transitions enabled in

. " > on-the-fly, we need iterative methods to sole = 0 for
states;, T; "~ is the set of transitions enabled in the reverse i1 non-trivial solution of:. Typically, A is very sparse, so

. 1 . L 1! )
model in states;, T' IS a set containing transitions en- a vector multiplied by a row (or column) of requires few

abled in the reverse model that have become enabled exqherations. For superposed GSPN methods and the meth-
clusively by the firing of some immediate transition, and

ods we present here, the time to compute a row or column

s l(”(—m) s; meanss; goes tos; by firing a single immedi- of A is much greater than the time to do a vector-vector
ate transitionn with weightw(m) in the reverse model; multiply, so we would like to have iterative techniques that

is the set of immediate transitions enabled in staia the can re-use the row (or column) af as much as possible

forward model, and; ' is the set of immediate transitions  within a single iteration. In this section, we will present a

enabled in state; in the reverse model. method that has this property. Informally, the strategy is
The algorithm consists of two basic procedures that cor- to generate a sequence of rows and columns, store them in



a software cache, re-use that part of the matrix as long as
it is useful, and then discard the sequence, generate a neW"0CedurAGS(e)

sequence, and continue. We are willing to do more work M =814, 8n
in the solution process in return for fewer accesses to theWhile M # {}
matrix in order to speed up the overall time to compute the choose state; € M
solution. M =M\ {s:}
t= ZT;

. ] . . . Gauss-Seidel  _Step( i)
Adaptive Gauss-Seidel Modified adaptive Gauss-Seidel if |t — i) > €
(MAGS) is an extension to adaptive Gauss-Seidel [8, 9] forall j # i,aj; # 0
that exhibits locality. To motivate its formulation, we M =MU{s;}

first review adaptive Gauss-Seidel. Adaptive Gauss-Seidel
(AGS) is based intuitively on the observation that some el-
ements sometimes converge or change more quickly than Figure 4: Adaptive Gauss-Seidel iteration.

others, thatisje!* ") — 2{*| > |o¥T1) — 29| if this is

true, then a Gauss-Seidel stepagns considered moref- o )
fectivethan a Gauss-Seidel step ep, and therefore more  INitial large<o, call AGS and then repeat the process with
work should be done om;. The intuition is thatz; is a successively smaller o -
getting to the solution faster, so we should do steps on it  1he way to decrease at each iteration is a difficult
more frequently. AGS is thus a variant of Gauss-Seidel Problem. Horton [8, 9] proposes decreasing it by a mul-
where Gauss-Seidel steps are not necessarily performed irfiPlicative constani\e, shown here.

sequential order. Adaptive Gauss-Seidel is based on the

methods of Rde [16], for which he shows rigorously the €= €0

X . . while not converged
effectiveness of the algorithm for the case whéris sym- AGS(e)
metric, positive definite. Sincé is not symmetric or pos- c— ¢ i Ac

itive definite for Markov models, we use AGS as a heuris-

tic. Our belief in its effectiveness is based on the fact that . . n

Horton [9] shows empirically that AGS needs significantly ~ Choosing a goode is also difficult. If we choose a
fewer floating point operations than standard point Gauss- V&lue near one, it makes MAGS work like normal Gauss-

Seidel to solve certain Markov models to the same accu- S€idel. IfAeis too small, fast-changing elements may start
racy. to converge to the wrong values, resulting in unnecessary

t work. Horton suggests values betwe@h and0.1, and

our experimentation shows that these values are good for
our modification to AGS as well. The convergence criteria
could be any of the known criteria, or it could be a suffi-
ciently smalle. This seems to be at least as good as the
commonly used|z*+1) — 2(*)|| method.

Heuristically, if we do a Gauss-Seidel step on elemen
i and we find thatmg’”l) - :cl(.k)| is large, then we have
done effective work on element Because the change in
x; is large, we should also do work on states whose oc-
cupancy probability directly depends op since they too
could change significantly. These states are the successo
states of statéin the corresponding Markov chain and are
also the non-zero off-diagonal elements of ttth column Modified Adaptive Gauss-Seidel Although AGS may
of A. For simplicity, we quantify effectiveness by a sin- speed convergence, since it works on states according to
gle number, and if |m§k+1) - a:l(.k)| > ¢, then we should  an “effectiveness” criterion, it does not ensure any kind of
also do work on the successors of statih Section 2, we locality for data re-use. In particular, we note that AGS
noticed that in order to computg;, we need to compute  does not specify which state should be removed fidm
the outgoing rates of state This heuristic can take ad- We have modified the algorithm to narrow the choices in
vantage of this by noticing the successor states; ¢f.e., order to create locality. Specifically, we modify AGS by
the non-zero entries of theth column). Now we may be-  adding another sét, which is used to represent a software
gin to formulate the basis of an algorithm based on these cache ofA/. The setC' has two types associated with each
observations. element: activatedand deactivated We modify AGS by

In particular, let)M be the set of states on which we first limiting our working set toC, and when we would
need to perform work, which is initially set t®. Figure 4 adds; to M, we instead first check whether € C, and if
shows the algorithm in detail for a given The algorithm itis, activates;; otherwise we add; to A/. The algorithm
continues untild/ is empty. We call this one AGS itera- for modified AGS (MAGS) is given in Figure 5.
tion. The strategy to get a solution efficiently is to pick an In practice, the order in which we choose elements from



cessor states. When this is done, we can compute solutions

procedurMAGSE) on-the-fly to more expressive modeling paradigms, such as
M =s1,...,8n stochastic activity networks (SANs) [13, 14] and stochastic
while M # {} reward networks (SRNs) [5]. Although the method works

ccMm for all iterative solution techniques based on Gauss-Seidel

M =M \C _ _ steps, we develop it in terms of standard Gauss-Seidel first,

while there exists an active elementin and then show how it can be used in more sophisticated

choose an active; € C variants, such as SOR and modified adaptive Gauss-Seidel.

deactivates; in C 4.1 Column Gauss-Seidel

f:a:II :Cnaiauss—Seidel Step( i) To understand how we can eliminate the need for row
i1t — 2] > ->tepl access, we recall that the basic operation in many Gauss-
— 4

Seidel-based iteration schemes is the Gauss-Seidel step,
givenin (1). By using this step as the basic unit of compu-
tation, we can seamlessly replace Gauss-Seidel steps with
the new variant, which requires only column (successor)
access in other iterative methods.

Figure 5: Modified adaptive Gauss-Seidel iteration. We introduce our strategy with a vectéy which we
define as

forall j #i4,a5 #0
if s; € C then activate; in C
elseM = M U {s;}

0; = 2k _ ar(»k),
M or C plays a very significant role in the convergence , ' ' . )
characteristics. Experience has shown that the best converS® that akfl?uss-slsldel step on elemeistequivalent to
gence occurs when elements are chosen ffbar M in a settmgxﬁ = 375; + 6;. We show how to initialize’,
breadth first order. Experience has also shown that MAGS, and then givers, we show how doing a Gauss-Seidel step
while it is a valid implementation of AGS, does not usu- ©n element affectsg; for all j # i.

ally perform as well as Horton's implementation of AGS. In particular, letz(!) be some initial guess. We initialize
This tells us that the convergence characteristics of AGS ¢ by the following:

are very dependent on the order in which elements are re-

moved fromM/ or C. In the worst performance, MAGS ?or:io— lton

performs roughly as well as Gauss-Seidel. forj = 1ton|j #i

4 Forward Solution Methods §; = 6; + ajizl)
The complexity in applying the above iterative solution fori=1ton

techniques comes because they are based on Gauss-Seidel 8 = (b; — 6;)/ai; — ;,;l(.l)

iteration steps, and hence require row accesk tOne can

avoid accessing rows, but this restricts solution techniquesThjs essentially does a Jacobi iteration and placds—

to the Jacobi or Power methods. In the two previous sec- ,.(1) i 5. This is what we want because if we choose to
tions, we showed how to solve models using Gauss-Seidel-giart Gauss-Seidel at, thenm§2) - 331('1) — 8;. (The first
like methods by computing the predecessor states. Findinggayss-Seidel step is identical to the first Jacobi step.)

predecessor states requires more computation per iteration  Now we may do a Gauss-Seidel step on any element by
than finding successor states, but allows the use of |terat|veSimloly doing the computatiomf) _ ﬂ1721) +6,. Once we

methods that typically converge with fewer iterations. do the computation, howeva, is in general obsolete. We

In this section, we show how,. With' a little additional 0\ <how how to updaté; after each Gauss-Seidel step.
work and memory requirements identical to those for the Say we do a Gauss-Seidel stepanin the most general
Jacobi method (one additional vector the size of a solution

vector), we can also perform Gauss-Seidel-based methods,

and yet require only the computation of successor states. L) 1 2": @izt 4+ b
This result is very important, since it shows that if one can g s per R
use the Jacobi method, then with little additional work and i

no additional memory, one can use Gauss-Seidel-based itwherez* is the most recently computed valuexgf After
erative methods. If we have the memory to hold a second this step,; = 0. Now say we do step on z., and then

vector of size equal to the number of states, we can performopbserve the effects that this computation hag,on
all iterative solution techniques that are based on Gauss-
Seidel iteration steps without the cost of computing prede- x,ﬁ”*l) = x,ﬁp) + 0



[* Matrix A € R™*™ */
[* arraysz, b, andd € R™ */

1 o -1 x 1
x§k+1) _ xEA) =— (aicxgk+l) _ aicxgk))

Finally, .
naty — a0, /* Solve Az = b usingd. */
0 =— . procedureGauss-Seidel  _Step _Init()
4373 d=0
Now let us not assumé& = 0. We denote)) as the fori=1ton
value ofd; before performing a Gauss-Seidel stepagn forj=1ton|j#i
Inductively, we can show that after we do a Gauss-Seidel dj = d; + aj;v;
step onz., we can compute the nefy from the value of fori = 1ton
&7 andd.. di = (bi — di/a;i — wi)ai;
2D B = 50 4 -1 (aicmff““) _ aicwgk)) procedure&Gauss-Seidel  _Step( int )
Qii = wdi/aii
a s r;=x;+0
62':6?—% (2) forj=1ton|j#i
it

dj = dj — aj; X )

Now we can see that updatidgafter performing a Gauss-

Seidel step on:. requires access to theth column ofA. _ _ N

In addition, computing); also needs:;, but this depen- Figure 6: Gauss-Seidel step requiring only column access

dency is easy to eliminate. If we léf = §;a;;, andd) is to A.
the value ofd; before performing a Gauss-Seidel step on
z., then

o of A. Consequently, we can perform any Gauss-Seidel-
di = d; — aicd based step on element using on-the-fly matrix genera-

Then, when doing the Gauss-Seidel stepcgrsimply di- tion solely by computing the successor states and corre-

vide d; by a; and update alll;| a;; # 0. We now have  sponding rates of statg.

everything necessary to perform a Gauss-Seidel stap on As an example of the use of this implementation of a

by accessing only theth column of A. Gauss-Seidel step, we show an implementation of standard
Gauss-Seidel.

Successive Over-Relaxation We now show how to eas- z = initial guess

ily extend this method to Successive Over-Relaxation call Gauss-Seidel _Step _Init()

(SOR). Recall the basic step for SOR: while z not converged

fori =1ton

(k+1) _ m=(k+1) _ (k) .
T, =wie, )+ (L-wz” call cGauss-Seidel _Step( 1)

wherez; is the Gauss-Seidel iterate. We computed above . ) ) )
We call this algorithmcolumn Gauss-SeideNotice that

gD = o0 45, we can do column Gauss-Seidel with the same memory
requirements as Jacobi, and after an initialization cost,
and by substitution, the same number of operations per iteration as Jacobi and
Gauss-Seidel.
fﬂgkﬂ) = l’gk) + wde - Recall that the diagonal element is the negative sum

) . ) of the off-diagonal elements in theth column. Perform-
The updating ofé;, Vi # c is done by (2). From this, ing a Jacobi iteration while accessinggby columns re-
we can see that the column-only SOR step involves only a gy ires two basic steps. In the first step, we do the matrix-
minor extension to the column-only Gauss-Seidel. vector multiplyz*+1) = (A — D)z®, whereD is the

diagonal matrix ofA. This step accesses the off-diagonal

Algorithm ~ Figure 6 shows the algorithm for doing a elements ofd. The next step does*+1) = D—1z(k+1) 4
Gauss-Seidel step using only column access. We show theD 15, which accesses the diagonal elementd off A4 is
algorithm with the feature of over-relaxation parameter  encoded, the two steps require two sweep4,aine for the
which is set to 1 for standard Gauss-Seidel, but in general off-diagonal elements and one for the diagonal elements.
can take on values € (0,2). Notice that the column  The alternative is one sweep dfand explicit storage of
Gauss-Seidel step procedure accesses onlittiheolumn the diagonal elements. Two sweepsAhfvould substan-



tially decrease performance, and explicit storagé®afe- of basic Gauss-Seidel steps, that is determined by certain
quires additional memory of the same size:a herefore, parameter values and an depending on an “effectiveness”
the Jacobi method requires two sweeps of the matrix per criterion, rather than by a simple sweep through the state
iteration with| A| + 2n memory, or one sweep per iteration space. Furthermore, recently used rates are cached using
with |A] +3n memory. Column Gauss-Seidel, on the other our technique, and we expect that each operation in our so-
hand, only needs4| + 2n memory and a single sweep of lution technique will be more effective in leading the solver
the matrix per iteration. Thus, for on-the-fly techniques, to convergence.
column Gauss-Seidel takes either less work or less mem- In spite of these difficulties, we will try to make a com-
ory than Jacobi. parison between the Kronecker-based implementation by
Furthermore, column Gauss-Seidel has some improvedKemper and our prototype on-the-fly method implementa-
numerical properties relative to Gauss-Seidel or Jacobi. Astion. In doing so, we make the assumption that the time
the iteration process approaches the solution, the algorithmtaken by the iterative solver in actually performing vector-
keepsd to full precision, even while variations im are vector multiplications is negligible relative to the cost of
small. Column Gauss-Seidel may thus proceed asviére generating the required data for both the Kronecker and
kept to greater precision, because all the important infor- on-the-fly methods. This is reasonable, since both meth-
mation about: (hamelyz(k+1) — z(¥)) is stored ind; this ods perform many more operations in obtaining the re-
is useful when elements invary in size by many orders of  quired rates than in using them. Our computer (a 120 MHz
magnitude and the user requires a high degree of accuracyHewlett-Packard Model C110) can perform Gauss-Seidel
The algorithm is not self-correcting, however. If somehow with over-relaxation by accessing at a rate of 50 MB/s,
(due to rounding errors, for example)is perturbed, the  for example, if the state-transition-rate matrix is stored ex-
algorithm will converge to the wrong answer. An easy so- plicitly in memory.

lution to this is to reinitializel when the iteration process Since the methods have a different notion of iteration
is near the solution, or after every several digits of accuracy and use the obtained rates very differently (our algorithm
acquired. should typically converge with fewer iterations, using a
4.2 Column Modified Adaptive Gauss-Seidel consistent notion of iteration), it is not possible to compare

iteration costs. Instead, we compare data generation rates
of the two implementations. To calculate the data genera-
tion rate for Kemper’s implementation, we divide the time
to do an iteration by the number of non-zero entries in the
matrix, and we obtain a data generation rate of approxi-
mately 700 Kbytes/second on an 85 MHz Sparc 4 machine.
Measurements of an SPN model on our machine show that
we can generate data at a rate of about 440 KByte/second.
We guess that our machine is roughly three times faster
an the one Kemper used, resulting in a data generation
rate for the Kronecker-based implementation that we guess
is five times faster than the on-the-fly methods. Thus (as
might be expected), it takes longer to generate data for a
5 Prototype Implementation Performance com.p'letely gener'al model representation than for one that
. exhibits the special structure needed for Kronecker-based
Comparison solution methods. However, we reuse data that is generated
We have made a prototype implementation to compare (in a small, fixed-size cache) and use a solution algorithm
the speed of our technique to that of existing solvers basedthat should be faster than Jacobi for most models. Thus, the
on Kronecker methods. As is typically the case with such solution times for the prototype on-the-fly implementation
comparisons, the prototypical nature of each implementa- gre roughly similar to those for Kronecker-based methods,
tion makes it very difficult to fairly compare performance and since our methods are applicable to a much wider class
of different methods. The use of different computing plat- of models and can use more effective iterative solvers, it is
forms and differences in the algorithms themselves make reasonable to use them for models that do not exhibit the

a comparison difficult. For example, Kemper has reported special structure necessary for the Kronecker approach.
the time for a single Jacobi iteration for a particular model,

where an iteration is defined as a sweep through the entire6  Conclusion
state space. Our new method (MAGS) uses a differentno- We make three important contributions in this paper.
tion of iteration. The algorithm does a dynamic number First, we propose a technique that can solve very general

As mentioned earlier, the approach used to obtain
column-only Gauss-Seidel can be extended to all Gauss-
Seidel-based algorithms. In this case of modified adap-
tive Gauss-Seidel, this is very straightforward; the routine
cGauss-Seidel _Step is a direct replacement for the
routine Gauss _Seidel _Step . This substitution results
in an algorithm that can solve any model class, especially
SAN or SRN models, with much greater speed than the
variant that requires row access. The cost of using column—th
only Gauss-Seidel is some extra time spent in initialization
(negligible) and the extra memory to hald If this mem-
ory is available, the column-only variant should be used.



models of approximately the same size as Kemper and Cia-
rdo [6, 10, 11], using approximately the same amount of
memory. Instead of requiring the special model structure
needed for a Kronecker-based solution, we generate the re-
quired row and/or columns of the state-transition-rate ma-
trix on-the-fly, allowing for a completely general structure.

In particular, we develop algorithms for doing this for SPN
and GSPN models.

(3]

Second, we recognized that for all such methods (both [4]

ours and Kronecker-based ones), generation of rates from
the state-transition-rate matrix is much slower than the it-
erative solution process. To account for this, we developed
a new iterative solution process, called modified adaptive
Gauss-Seidel, that exhibits locality in its use of rates from
the state-transition-rate matrix, and hence does not require

as high a data generation rate to be competitive. Because [5]

of this, we can cache recently generated rates in memory,
minimizing the bottleneck of rate generation.

Third, we showed how to solvdxz = b using Gauss-
Seidel and variants by accessiAgnly by columns. This
method is no more computationally expensive than Gauss-
Seidel (except for initialization, which is a very small part
of the cost) and takes no more (or even less) memory than
Jacobi. This result is very important, since it shows that if
we have the memory to hold a second vector of size equal
to the number of states in the model, (the same requirement
that the Jacobi method has,) we can perform all iterative so-
lution techniques that are based on Gauss-Seidel iteration
steps without the cost of backward execution.

Finally, we compare the performance of a prototype im-
plementation of our method to a prototype implementa-
tion using the Kronecker approach. We saw that our im-
plementation generates data (transition rates) at a speed
about five times slower than the Kronecker-based proto-
type did. However, we believe that the faster convergence
rate of MAGS and the locality of its use of rate informa-
tion, combined with column-only Gauss-Seidel, makes the
on-the-fly approach viable for the solution of large models
that can not be solved by the Kronecker approach.
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