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Abstract— Dependable systems are usually designed with mul-  [17] , Projection ofz” onto model instancel
tiple instances of components or logical processes, and eft A,  Set of states reachable from composed model state
possess symmetries that may be exploited in model-based kva
ation. The problem of how best to exploit symmetry in models K .
has received much attention from the modeling community, bti r Automorphlsm group of the graph
no solution has garnered widespread support, primarily beause < S >Generating set for a group
each solution is limited in terms of either the types of symmigy
that can be exploited or the difficulty of translating from the
system description to the model formalism. We propose a new |. INTRODUCTION
method for detecting and exploiting model symmetry in whichl) : .
models retain the structure of the system, and 2) all symmejr E (_:onS|der state-based modeling methO(_js for eva_l-
inherent in the structure of the model can be detected and uating dependable systems. Systems with dynamic
exploited for the purposes of state-space reduction. Comped Structure and/or state-dependent component failuresotédnen
models are constructed from models through specification of handled by combinatorial techniques like fault trees. Aesta
connections between models that correspond to shared statepgged modeling method is required to model systems with

fragments. The composed model is interpreted as an undireet - )
graph, and results from group and graph theory are used to such characteristics. State-based Markov models have been

develop procedures for automatically detecting and exploing all  successful in determining the reliability of many diffeten

symmetries in the composed model. We discuss the necessangystems [2]. More recently, they have been used to test

algorithms to detect and exploit model symmetry and provide multichip systems [3], study operation-time managed syste

a F;;]OOf thﬁt thelth_eoryf gtﬁnera(tj%s da” equilval_ent mo‘:e:- After with critical faults [4], and study the interaction between

a thorough analysis of the added complexity, a state-space - ' - ;

generatorgwhich i¥nplements these algorithﬂws v?i/thin Mdbius Fl] hardware and software l_‘allures [5]. The first St_ep in apmlyin

is then presented. a state-based method is usually the generation of the state
space. Unfortunately, large models usually produce vagela

Index Terms— Markov Processes, Group Theory, Graph The- state spaces, which are problematic for numerical evaluati

ory, Modeling, State space methods

techniques.
The question of how to cope with large state spaces has
NOTATION received much attention from the modeling community over
S Set of state variables the last two decades. The various solutions that have been
E Set of events invented fall into two categories. Each approach eithekses
€ Event enabling function tolerate large state spaces, or seeks to reduce large [statess
A Transition rate function to smaller ones. Research on the problem of tolerating very
T State transition function large state spaces has focused on efficient algorithms @ad da
3 Set of models structures that seek to maximize the number of states timat ca
I Set of instances of models A be represented and the speed with which they may be manipu-
K Instance type function lated within the memory hierarchy of a workstation. Exarnsple
C Set of connections for a composed model of this approach include the Kronecker product [6] algarish
= Partition of vertices of Plateau [7], [8], Buchholz [9], [10], Donatelli [11], and
pna  Projection of composed model stateonto model Kemper [12], and the methods of Deavours and Sanders [13],
instanceA [14], Ciardo and Miner [15], and Derisavi [16].
p?  Action of automorphismy on composed model state Research on methods for reducing large state spaces has
Iz focused on methods for exploiting system characteristics t

. . reduce the number of states that must be considered. Methods
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symmetry exploitation algorithms [25]. These approactes a | podel A ‘ Ps ‘ Model B
use symmetry to reduce the state space by lumping states
that correspond to symmetric configurations. An altereetiiv Cl1={A2,B.1}
these exact methods is the decomposition method of Cia
and Trivedi [26], which treats nearly independent submeésl
independent and uses fixed-point iteration to solve the imode

Each symmetry exploitation technique has its advantages
and disadvantages. Some techniques are easy to use badlimit
in the types of symmetry that can be detected. For example,
[20] is limited to multiprocessor systems with permanent
faults. Other techniques do well at detecting symmetry, but
the specification language leads to models that are difficult
to read. Ideally, we would like to have a modeling technique
that produces models that reflect the structure of the system
we are modeling, but is still able to detect and exploit all
symmetry in the model. In order to reflect the structure of the
system, the method needs to be compositional, with expligil; 5 () Ring of dual processors system and (b) model csitipo graph
relationships between submodels. To exploit symmetry, the
model specification must either directly indicate the syrmne
that is present or be amenable to an analysis that detects thg . p . A7 — M is the state transition function. For each
symmetry. e€ Eandu € M, 7(e,n) = 4, the new state of the

In this paper we present a new technique for detecting model that is reached whenoccurs iny..
and exploiting symmetry in discrete-state Markov models. the pehavior of a modeis a characterization of possible
The technique relies on a composition graph that specifiggqyences of events and states. Event occurrence rates are
interaction between submodels, and automatically de®tts yetermined by\. In Definition 1, once an event is chosen,
symmetry present in the graph structure. We present i next state is determined by Given that the current state
technique in the general context of discrete-state Markgy {he model isy, the probability of transition to a particular
models, since our work is not specific to any existing mo@glin et state,//, is the probability that the next event to occur is
formalism like the work of Aupperle and Meyer [20]. Theg . thatr (e, u) = /. This is calculated as
theory underlying our approach uses results from group and

rlgg 1. Models are connected through shared state variables

(b)

graph theory_, but present.s results that are more genenal tha Priy ) = Z{eeEh(e,u):w} e, p)

that work. With our technique, models retain the structure o np—=py= S Mewp)

the system, and all symmetry inherent in the model structure {e€Ble(e.m=1}

is detected and exploited to reduce the state space. Models are connected together through shared state vari-

ables to form “composed models.” Figure 1 shows an example
in which two models are composed through the specification of
the sharing of two state variables. Modelsand B each have
The model specification language is meant to simplify th@ate variable sets containing two state variatldsl, A.2}
exposition by providing the minimum notation needed tand {B.1, B.2}. In this case, the second state variable for
discuss the composition of models and the construction igktance A is joined to the first state variable for instance
the underlying stochastic process. Many different foramaé B, forming a single composed model state variable named
for describing discrete event systems can be mapped oqte, In this specification, the values of state variable and
this basic notation, but the ideas presented here are us@uj will a|WayS be equa| and can Con\/enienﬂy be labelled
regardless of the details of the specification. with C'1. The resulting composed model state variable set
Definition 1: A modelis a five-tuple(S, E, ¢, A, 7) where is § = {A.1,C1, B.2}, whereC'1 represents the sharing of
« S is a set of state variablesy, ss,...,s,} that take state variables!.2 and B.1. As shown in Figure 1’1 is the
values in IN. The state of the model is defined as &onnection representing the superpositiordot and B.1.
mappingy : S — IN, where for alls € S, u(s) is Systems composed of multiple identical subsystems exhibit
the value of state variable Let M = {u | n: S — IN} symmetry. For example, consider Figure 2-a, which shows a
be the set of all such mappings. ring of dual-processor nodes. Each of the boxes labeled “R”
o F is the set of events that may occur. represents a network node, and each box labeled “P” refggesen
e ¢: Ex M — {0,1} is the event enabling function. Fora processor. Figure 2 serves well to demonstrate symmetry
eache € F andpu € M, e(e,u) = 1 if evente may ideas that will be more completely exploited in Section \br F
occur when the current state of the model.isand zero the system shown, we make two models, one for the network
otherwise. node and one for the processor, and then build the composed
e \: Ex M — (0,00) is the transition rate function. For model from “instances” of these models. Before showing how
each event and stateu such thate(e, ) = 1, evente this is done, we give the formal definition of a composed
occurs with rate\(e, u) while in statep. model.

II. MODEL DESCRIPTION



Definition 2: A composed modé a four-tuple(X, I, <, C)  A.2 is its outgoing link, andA.3 is its processor interface.
where To form the ring, A connects its outgoing link td3.1, the
o X is a set of models. incoming link of instanceB. Meanwhile, processor instance
. I is a set of instances of models ¥a Each instance is E' has a network interfacey.1, which is connected tol.3,
a complete copy of a model iR, and is independent of as isF'.1, the network interface of processor instarf¢eThis
all other instances, except as explicitly defined througtonnection indicates symmetric access to the network node.
the connection set. From Figure 2, one can see the symmetry that can be exploited.
o k:I — X is the instance type function. There is a rotational symmetry around the center of the ring,
o« O is a set of connections. Each connectienc ¢ and the processors at each node are symmetric about the
represents a state variable shared among two or manterface.
instances. In this way; represents the superposition of We can now describe the composed model in terms of the
one state variable from each connected instance. models it comprises. The composed model state variable set
A composed model thus partitions the state variable set gy be derived from the vertex set of the model composition
each instance into two subsets: those variables that arecsh@raph through deletion of vertices corresponding to shared
with other instances, and those that are not. Subsets ofea s&ate variables. The resulting composed model state Variab
variable set will be calledtate variable fragment3he subset set contains the state variables in the private state Mariab
of an instance state variable set that is not shared will becca fragment of each instance, and a state variable for eachxvert
the private state variable fragmemtf that instance. Each statecorresponding to a connection. As it was with models, the
variable that is not in the private state variable fragment ¢omposed model statis defined as a mapping : S —
shared, and appears as an element in exactly one connecftérfrom the composed model state variable sg} {o the

set. nonnegative integerd/ again represents the set of all possible
The tuple notation in Definition 2 is useful for formalstates.
definition, but the graphical representation illustratedrig- The composed model event set is simply the union of the

ure 1 is better suited for visualization of the structure afvent sets for all instances. The subset of the composedimode
a composed model. The following conventions for drawingvent set that originates in an instandéds denoted4. The
composed models will be adopted. The private state varialsleent enabling function for the composed model is also a
fragment for an instance is depicted by a box with the ingansimple union of the functions for each instance. That isegiv
identifier, while shared state variable fragments are sspred a composed model statg, and some event, the composed
by circles labeled with a fragment identifier comprising thenodel event enabling function isle, 1) = €a(e, 1a), When
instance name and state variable identifier. Connectioesod € F4. Likewise, the composed model event rate function is
are represented by small solid circles. Ae, ) = Aale,ua) whene € E4.

We call the graphical representation a “model composition The interaction between instances in the composed model is
graph.” A model composition grapis an undirected graph, captured in the “composed model transition function,” wdos
G = (V,W). Elements of the vertex sel/, are private definition utilizes the notion of the “local state” of an iaste.
state variable fragments, shared variables, or connectidas. Thelocal state of an instands the projection of the composed
Every instance has exactly one private state variable femgm model state onto the state variables of the instance. Nate th
but this fragment may be empty. It is possible that all statbe private state variable fragment of an instance is reptesd
variables in an instance state variable set are sharedatn tbxplicitly in the composed model state. The shared state
case, the empty private state fragment serves as an anctawiables of an instance are assigned the values held by the
for the shared variables, as will be understood from ttessociated connections in the composed model state. Given a
requirements on the edge set. There are two rules that mustbsposed model staje the local state of instancé will be
satisfied by the edge séf/, of the graph. First, every shareddenotedu 4.
state variable for an instance must be adjacent to the privat Definition 3: The composed model state transition function
fragment for that instance. Second, each shared variabldsiglefined as : £ x M — M, whereE and M are the set
adjacent to exactly one connection node. of events and the set of all possible states for the composed

To explain this approach to modeling, we use the exampieodel. Let 74 denote the state transition function for the
of Figure 2. The first step in using our approach is to modglistanceA. Then, for alle € F4 and composed model states
the two components used in this system. We give detailgd
examples of component models in Section VI; our main (e, ) = (1w —pa)Utale, pa).
focus here is the composition of models. Given models of aWith the composed model functions defined, writing a
processor and a network node, the question is how to comppsecedure that will generate the state space for a composed
them to form the system model. Figure 2-b shows a modwlodel is straightforward, as shown in Figure 3. However, the
composition graph for the system. InstancésB,C' and D  detailed state space will be very large for most composed
are instances of the network node model, while instaiites models. Fortunately, in many cases the detailed state space
are instances of the processor model. In drawing this moaeintains much more information than is needed to evaluate
composition graph, we have assumed the ring has directibn dhe dependability measure of interest. In such cases, the
the processors share an interface. Thus, network nodeaestaspecific identity of a model is not required. Sometimes all
A has three shared state fragmentsl is A’s incoming link, that is needed is the quantity of each type of model in each



U : Unexplored statesy : Discovered states any two vertices with the same degree may be mapped onto

E - Event setE; : Event set of instancec 1 one another. However, the model composition graph may
Initial stateio, U = {po}, S = {ko} include vertices representing instances of different rtsde
while U # 0 so it will not have a homogeneous vertex set. In this case,
choose gu € U and letU = U — {u} automorphisms must be restricted to permutations that map
E(p) ={e €U, Ei | (e, p) =1} vertices representing state variables of each model type on
for ea}che € E(n) among themselves.
H - (e, 1) Let 2 = {&,&,..., &}, be a partition ofl” that satisfies
if ' ¢S the following requirements:
S=S5uUy

1) Two vertices are in the same partition element if and
only if the vertices correspond to the same state variable
fragment of instances of the same model.

2) All vertices corresponding to connection nodes are in
the same partition element.

Let I be the automorphism group of the graph with respect
to =. By this it is meant thai" is a permutation group on the

state possible for that type of model. In other cases, it Y§T€X Set of the composition graph, such that forsalt I,

not enough to know the numbers: one also needs to kndv & if and only if y(v) € &. _

something about the configuration of the various model state Pérmutations il map V" onto itself. For convenience, the
An example of such a system is the BIBD network proposéﬁarmutatmn notat|0h/(~). WI|! be overloaded so itcan be used
by Aupperle and Meyer [19]. In either case, and in othdyith an argument .that is elthgr a state ygnable fragment or a
situations where the precise identity of each component irSi@t€ variable. This overloading is justified by the factttha
redundant set is not required, there are symmetries that ?ments ofL" are restricted by definition to map vertices

be exploited. Detecting such symmetries in the model is tHAthin their own partition elements, which means that fdr al
topic of the following section. ~v € T, v(v) is a vertex with the same structurewasrherefore,

~(s) will be used to denote the state variable in the fragment
~(v) that is the image of undery. An example should help
clarify this notion. Suppose; = {A.1, A.2} is the private
state variable fragment of instanegg andv, = {B.1, B.2} is

In th d model f i ¢ section I1. th the private state variable fragment of instargelf v(v2) =
n the composed model formalism of Section I, the Struc;, “yhen by definitiony(B.1) = A.1 andy(B.2) = A.2. The

. . . 1
ture of the model is exposed in the model composition gragll,y step is to demonstrate that such structural symmetries

We now describe a new method for detecting symmetry Usifigy, ce pehavioral symmetry, and to characterize the nature
the model composition graph. In this new approach, we use & behavioral symmetry.

automorphism group of the rr_10de| compos_ition graph to detectTo demonstrate the behavioral symmetry among symmetri-
structural symmetry. The main result of this section is aoproCal structural configurations of a composed model, we must

that we can construct a Markoy process with states that _%%stigate the effect of an automorphism on the composed
the partition of the state space induced by the automorph|§ﬁr6de| state. An automorphism is a renaming of instances,

%hd a composed model state is a mapping of instance state

®fariables to numbers. One way to visualize the effect is

lﬁ) imagine the model composition graph with each vertex
d

i

U=Uuy
add arc fromu to /' with rate A(e, )
end for
end while

Fig. 3. Procedure for detailed state generation from a ceegbanodel

IIl. DETECTING SYMMETRY

in the derivation are encouraged to skip to Section IV wh
an example model illustrates the procedure.

A structural symmetry is present whenever there are m
tiple instances of the same model present in the compo
model, and the names of these instances can be permute
some way so that the model is structurally indistinguisbab%
from the original. A behavioral symmetry is present if the
permutation of instance names can be done without chang
the behavior of the model. The main tool for detecting
structural symmetry in the model composition graph is the
automorphism group of the graph. An automorphism of where o denotes composition of functions. For every state
graph permutes the names of the vertices in such a way avaoiable, s, in the composed modgl;(s) = u(v(s)).
maintain the structure of the graph, thus exposing a stralctu For the simple example above, Equation 1 indicates that
symmetry. We now turn to the technical details. Then we”(B.1) = u(A.1). Having given the mathematical definition,
will show that the structural symmetry induces a behaviorttie next step is to consider what it means in terms of the model
symmetry, which can be exploited to obtain a smaller Markdwehavior.
process representation. An automorphism of the model composition graph maps

The assumption of a homogeneous vertex set is impligitstance states among themselves. If, as in the above egampl
in the standard definition of graph automorphism, so th#ie action ofy maps the state of an instanck onto the

itionally labeled with the projected composed modeksta
imagine that the vertex names are shuffled according to
Hrhutomorphism, while the projected composed model states
emain in place. Formally, for a given composed model state,
, and an automorphism, € T, the action ofy on p is defined

p = por, 1)



instanceB, this will be denoted byB” = A. In turn, the new model state. ThereforeQ([x"]s) = D([ua]?). This means
state of instanced is A”. Determining the model behaviorthat [;14]" assigns the values of the local state variables! of
in the permuted composed model state requires knowledgarofcomposed model state to the corresponding local state
the set of events that are possible in the new state. Suppeagables of B, since~(-) must be the same type of state
e € E4 and BY = A. Then, by the definition of’, which variable by definition ofl". Finally, the result follows from
ensuresB” = A if and only if A and B are instances of the the definition ofy”.

same model, there must be an eventjn B that corresponds ]
toein A. Sincee’ istoe What,LL'Y is to 14y it is natural to call Now that the effect of an automorphism on a Composed
e’ the action ofy on e and use the notatioe. model state has been established, the next point to consider

We will now show howI" detects symmetry in the model.is the state transition function in the new state, and how it
The first step is to show ho induces a partition of\/, relates to the state transition function of the originalesta
the set of all mappings of composed model state variablesttgis point is the key to behavioral symmetry, since the
numbers. state transition function defines what can happen next.rAfte

Definition 4: L is a relation such that for two composeghe relationship between state transition functions ofesta
model states;;; and 2, pi1 Ly if there exists ay € I' such  related by automorphism has been established, the behhvior
that iy = 1uy. . . . symmetry can be characterized.

Proposition 1: L is an equivalence relation. Proposition 2 is the main step in proving that states within

Proof: See [27]. . an equivalence class of. have the same behavior. The

By Proposition 1, the automorphism group of the modgley; proposition gives the relationship between the ttiasi
composition graph partitions the state space of the contbosgctions for two states related by automorphism of the rhode
model into equivalence (_:Iasses de_flned by It will now composition graph. Informally, the proposition says that f
be shown that elements in the equivalence classeb afe 5y 1o states in an equivalence classioftheir sets of next

symmetric in the sense that all elements in a class bave ,ogsiple states are related by the same automorphism as the
future behavior that is statistically indistinguishablée main 1, states themselves.

step in the proof is to demonstrate that for two ComposedProposition 3:Forallue M,ecE, andy €T,
model states in the same classigfthe sets of next possible
states are equivalent undér T(e,p)Y =7(e, 17).

As with the composed model state, it will be necessary Proof. Let e be an event from an arbitrary instande
to refer to projections of permuted composed model stat€len, for everyy € I' there exists an instancB such that
onto instance states. The projectiory6f onto some instance, B” = A. First, the automorphism is applied to the definition
A, is denoted by{u"]4. It is also useful to define preciselyof the state transition function (Definition 3) to get:
the idea of the action of an automorphism on the local state
of an instance. Given the projection of a composed model (e, n)” = (b — pa) UTale, pa)l”.

state,, onto the local state of an instance, the action of  gince (4 — u4) and74(e, 1a) are disjoint sets, the action

an automorphisnry, on 4 must be defined. Note that thisy¢ ~ from Definition 5 can be applied to result in
cannot be a straightforward composition of functions, sinc

the codomain ofy is not the same as the domain @fi. On (e, ) = [us—a]” Ulra(e, pa)l”.
the other hand, it is easy to define what is meant.

Definition 5: Let the domain ofus, A C S, be denoted
D(pa). The action ofy on p4 is defined as

A ol Y ol
al” = {(5,1a(1(5))) [ 7(5) € Dl1ua)}. Tt = s s Ul le) @)
The relationship between the projection of Definition 5 and Finally, after rewriting (2) as
the action of an automorphism can now be explored. Suppose
one (_je_lineates the local state of an instan&eand_ follows (W = [1]8) UTs(e, [1"]B),
it as it is moved by an automorphism to another instatige,
Now suppose one first applies the same automorphism and@nd applying Definition 3, the result follows from the fact
then examines the local state Bf In each case one sees théhate and A are arbitrary. u
same local state. The formal statement is Proposition 2. The set of states that may be reached from a composed
Proposition 2: For all instance pair§A, B) and for ally €  model statey, is
I’ such thatB” = A,
A, = U 7(e, ).

{ecE|e(e,n)=1}

At this point, recalling thatB” = A, it follows from
Proposition 2 that

[pa]” = [1"]B-

Proof: Automorphisms are one-to-one and onto, so for
any instanced and automorphisny, there exists some other Each state inA, is also an element of some equivalence
instanceB such thatBY = A. The set{s | v(s) € D(ua)} class with respect td.. Let H be an equivalence class with
is exactly the subset of composed model state variables thegpect toL and supposé? N A, # (. In this case,H will
is projected onto the set of state variables of instaBc&® be called adestination class of.. Furthermore, whertf! is a
obtain the local state of instancB in a given composed destination class ofi, the set of event§e € E | 7(e,pu) €



H} will be denoted byE, . With these definitions, we canthe state variablénkl of A/; and the state variablénk2 of
precisely define the notion of equivalent behavior. M, form a single shared state variable.
Proposition 4: For all pairs of composed model states . -
and po, if jLus then ui and us have the same set ofA. Generating the Model Composition Graph
destination classes and the same transition rates to thoséhe first step in generating a compact state space is to derive
classes. the model composition graph. For each modein the set of
Proof: i Lus implies there exists such thatu, = p].  instance modeld of a composed model, we must determine
Therefore, the transition functions-, 11;) andr (-, u2) lead to  its possibly empty private state variable fragment andutslip
the same destination classes by Proposition 3. By the definitstate variable fragments. This procedure must be done dver a
of T, there is a one-to-one correspondence; ¢, between instances of models i and not just over the set of models
the set of events that may occur in and the set of events ¥ since the connection s& may be different for different
that may occur inuy = uj. Therefore, for each destinationinstances of the model. This may happen when a modeler
classH, |E,, u| = |E.,, x|, and the total transition rate fromcreates a submodel for a component in a large system, but
u1 to H is equal to that fromu, to H. uses the submodel in slightly different ways. For exampie, i
m Figure 10, the router model is used differently depending on
Proposition 4 establishes a localized notion of equivalewhere it is used in the composed model. If it is used in the
behavior. If two states are related by an automorphism of ti#er ring, both connection links are shared, whereas i it i
model composition graph, then the things that can happen nesed in the outer ring, only one connection link is shared.
in both states are equivalent, in the sense that each stite thFigure 4 presents an algorithm to find the model composi-
can be reached from one state is related by automorphism o8 graph of a composed model. For each instance of each
state that can be reached from the other state. So Propositignodel, it first finds its private state variable fragment ameht
establishes equivalent behavior for one step into the dutuproceeds to find all public state variable fragments usirgg th
To prove that the entire future behaviors of the two states &onnection information. The methodsREATEVERTEX and
also symmetric, we use a well-known result from the theoAPDEDGE can easily be implemented using many different

of Markov chains, commonly known as ti&trong Lumping data structures and are not presented here. Also, spec@l ca
Theorem must be taken to ensure that only one connection node is

Proposition 5: The model created by replacing each equivereated for each set of shared variables. The mettminNEC-
alence class of, with a single representative state satisfies tiéONINGRAPH returns the connection node associated with

Markov property. the shared variable if it exists, otherwise it returns NULL.
Proof: Follows directly from Proposition 4 and theThis method can be implemented with a map or hash table or
Strong Lumping Theorem. m other similar structure.

In this section we have shown how the automorphism group ' N€ st step in generating the model composition graph
of the graph may be used to detect symmetry in a mod#.t0 partition the vertices into different elements. Ongaia,
The next section discusses the practical issues involvedSfecial care must be taken since models can be used different

exploiting the detected symmetry for the purposes of reuycil” diﬁereqt instances of t.he composed model. So, for exampl
the state space. not all private state variable fragments of a model type are

necessarily in the same partition element. If two models of
a specific type have different sharing behavior, the private
state variable fragments will be in different partitionrelents.

As shown in Section Ill, the automorphism group of thdhree rules can be used to find a suitable partition. Two
model composition graph may be used to detect symmetrigertices are in the same partition element if:
which can in turn be used to reduce the state space of the they both correspond to private state variable fragments
model. This section considers the practical issues of how of the same model and contain the same private state
to compute the automorphism group and how to use that variables,OR
information to directly generate a reduced state spacehfor t « they both correspond to public state variable fragments
composed model. The main resultis a procedure for gengratin  of the same model and contain the same shared state
a compact state space for composed models. variable,OR

Also, we provide an example model to illustrate the o they are both connection nodes
procedure. Consider a modeM containing the three The model composition graph for the example model is
state variables priv, linkl, and link2. Each state represented in Figure 5-b. Here, the state variahlesl and
variable is binary and represents whether a portidmk2 are represented by the numbérand?2 to save space,
of the system is functioning. Ifpriv is 0 (i.e., not and the state variablgriv is repesented by the private state
working), then linkl and link2 must also be0. So, variable fragment. The composed model is formed by joining
M has the following five stateqpriv,linkl,link2} = the state variableGnkl andlink2 in a cycle formation.
{(1,1,1),(1,0,1),(1,1,0),(1,0,0),(0,0,0)}. Three
instances of M are joined to form a composed modeP- Finding the Automorphism Group
represented in Figure 5-a. Two instances of motiElare Once the model composition graph of a composed model is
connected by sharing the link state variables. For exampleund, the next step is to compute its automorphism group. Fo

IV. EXPLOITING SYMMETRY



for eachm € 1 where the pair(z,y) represents moving the node in the

let V, be the non-shared state variablesrin model composition graph to the node Also, the shared
CREATEVERTEX(V), private) state variables and connection nodes must also be permuted
for eachc e . . accordingly, but these permutations are ommitted for tylari

let V, be the shared variable efin m

CREATEVERTEX(V, public) C. Finding a Canonical Label of a Vertex

ADDEDGE({V}, private},{V;, public})
let node = @NNECTIONINGRAPH({V, public})
if node == NULL
node = REATEVERTEX((), connection node)
ADDEDGE(node,{V;, public)
end for
end for
PARTITIONVERTICEY)

Given that the automorphism group is known, the next
problem is how to exploit this knowledge to reduce the state
space. Since detailed state spaces are very large, it igtampo
to find a method for the direct generation of the reduced
state space. The reduced state space contains a single state
for each equivalence class, so a procedure for choosing a
representative state to serve as a canonical label for each
equivalence class is needed. The standard method of clgoosin
a canonical representative of a set is to order the set arabeho
Fig. 4. Procedure to find the model composition graph of a azeg model  the minimum or maximum of the ordered elements. The model
composition graph places constraints on the sorting ojperat
however. For equivalence classes of composed model states,
the only permutations that may be applied to order the set are
those inl', the automorphism group. In this case, transposing
two elements means that other elements may have to shift as
well in order to reach a state that is still within the equéarale
class. So the problem is that once a state fragment has been
moved to the vertex where it belongs in the canonical label,
further moves must fix this state fragment at that specific
vertex.

Fig. 5. (a) Example model and (b) model composition graph We use the concept of a “stabilizer chain” from computa-
tional group theory [32] to develop a structure-sensitweisg
procedure that solves the canonical label problem. Refratl t

models rich in symmetry, the order of the automorphism groyge automorphism grouf, is a permutation group acting

can be very large, but a group can be compactly describeddly the verticess € V. The stabilizer of v in T is the set

a few of its elements, called generating setA generating T, — {y € T' | y(v) = v} . ThusT, is the set of permutations

setof a groupl is a subset of’, which when expanded to thejn T that map the vertex to itself. The sef, is a subgroup

smallest possible set that satisfies the properties of apgrogf I, which means that the elementsIdf are a subset of the

becomed. If a setS generates a group, this is denoted by elements inl’, andT, satisfies the properties of a group.

< 8§ > =T. The next problem is how to find a generating set The idea of a stabilizer is easily extended to more than

for the automorphism group of the model composition grapbne vertex. A stabilize,,,, is a subgroup ofl’,, that

Efficient algorithms for computing a generating set foslso fixesv,. A stabilizer chainis a decreasing sequence of
the automorphism group of a graph have been developedsiibgroupsI’ D Ly, D Thny 2 -+ 2 Toyog.np = I, that
the literature on computational group theory [28]. A brutestabilize a growing number of vertices. As the number of
force implementation could search all possible labellinggabilized vertices increases, the size of the stabiligjraup
and determine which were automorphisms, but this woulhrinks. Eventually, the only stabilizing group remainisghe
be computationally infeasible. The software packageity identity. The sequencf,vs, ..., v;] is called abasewhen
efficiently reduces the search space by using already fouf@ corresponding stabilizer chain ends in the identitye Th
automorphisms to prune the search tree of possible lagsllisubgroup that stabilizes th&” component of the base will
[29], [30]. The software packageaucy improves on the be denoted by(it1), with V) = T. A stabilizer chain is
algorithm by using a sparse representation to minimize thgically described by a base and a “strong generating set.”
memory used to solve the problem [31]. After we create the strong generating seis a setS of generators fol that
model composition graph, we output the resultssiucy satisfies the conditiorr SN T® > =1,
which reads a simple graph description language and a verteghe stabilizer chain gives us exactly what we need to
partition and produces a generating set for the automarphifind a canonical label, since it identifies the subgroups of
group of the graph. permutations inl’ that fix vertices. A composed model state

The example composed model has three automorphismay be translated to its canonical label through maxinorati
representing the three possible rotations of the ring aéehrof the state fragment at every vertex in the base of the
instances of the model/. The two non-indentity automor- stabilizing chain. Ifu; Ly, each must each have vertices with
phisms are: the same state in each subgrod in the stabilizer chain.

(My, M) (Ms, Ms)(Ms, M7) and Therefore, in each case, the same state will be moved to the

(Ml,]\/[3)(]\/[2,M1)(M3,]\/[2), base vertex.




So, to find the canonical label of a vertex, we must find a  Frontier =a

base and strong generating set representation of theiztabil ~ NewFrontier =0
chain and we must be able to use this representation to CREATEVERTEX(q)
generate a particular automorphism. while Frontier ( _

1) Finding a Base and Strong Generating SeThe for each vertexs ¢ Frontier .
Schreier-Sims algorithm is the most efficient known determi for each permutatiop in Strong Generating Set
istic algorithm for computing a base and strong generatitg s let v" = GETPERMUTATION(p, v)
for a stabilizer chain of a given group [33]. Our implementa- if INTREE(v) == false
tion of the Schreier-Sims algorithm reads the output from th CREATEVERTEX(v)
saucypackage and produces a base and strong generating set ADDEDGE_(U’ V', p)
for the stabilizer chain of the automorphism group. end for NewFrontier +=v'

While the size of the automorphism group of the example
model is three, a strong generating set can be found that
only contains a single automorphism. Using the SchreigrsSi

end for
Frontier = NewFrontier

algorithm, the base of the strong generating set is the néde end while
and the single automorphism is:
(My, M) (Ms, Ms)(Ms, M) Fig. 6. Procedure to find the Schreier Tree of a veriex

It is easily seen that all three automorphims can be gerterate
by repeatedly applying the single automorphism. For exampl
by applying the automorphism twice, the second automorphim M) o, M) (M, M)
of the original group is found. (A0 A AL ) (M::Mi)(MZ:M:)(MizMZ)

2) Generating a Particular AutomorphismA stabilizer
chain, stored in the form of a base and a strong generating set
provides a compact description of the automorphism group.

However, using the stabilizer chain to find a canonical label

requires access to permutations in the subgroups that fogm fi9- 7-  Schreier-tree for base elemevfy

chain. The method used in our implementation is based on a

list called thefactorized inverse transversalr aSchreier Tree o o )

A Schreier Treds a tree rooted at that represents the orbit!© the position of a base element, which is exactly what is
of «, or the possible locations in the labelling thatcan be needed for _the canonical labelling procedure. To find the set
permuted to using the automorphism group. Each vertex in fiEPermutations that move a vertexto an element of the
tree represents a possible valid labelling of the graph. dgee 0as€, we simply find the path in the tree rooted #tat leads
from noder to nodey in the tree represents the automorphisrif v» Which can easily be done in a depth first manner.
that movesa from the z-th position in the label to the-th Figure 8 shows the procedure for producing a canonical
position in the label. So, a Schreier Tree gives the sequent@Pel for a composed model state. The full procedure for
of permutations to move any vertex in the orbit@fo . _expl_omng mo_del symmetry to generate a_reduced statg space

Figure 6 presents a method to find the Schreier Tree of$agiven in Figure 9. An advantage of this approach is that
nodea using a breadth first search of the strong generatiffe changes required to existing state space generators are
set. The method STP-TH(p, v) returns theu-th location of m|n|mal..AII that is required is a transformation from a faln
permutatiorp and the methoddddEdge andCireateVerter  State 10 its canonically labelled state.
are defined as before. Starting from an elenteaf the base, ~ Consider a composed model state of the example model
we apple permutations from the strong generating set urhere Mi.priv = 0, while Ms.priv = 1 and Ms.priv = 1,
all elements in the orbit ob are found. The sequence ofand all other state does not matter. This state is equivalent
permutations along the edges from a vertex to the root gi two other composed model states, namely the two states
the permutations that move the vertex to the locatiom of WhereM,.priv = 0 and the rest aré and where\/s.priv = 0
the labelling. and the rest aré. Using the canonical labelling procedure in

Using the Schreier-Sims algorithm, we found that the bakégure 8, we need to only compare the state to two other states
of the strong generating set is the nodify. M; has three The two other states are defined by the Schreier Tree rooted
elements in its orbit, namelp/,, M,, and Mj3. Figure 7
represents the Schreier Tree associated with the basigeiem
M. For example, to move nodk/, to the location of node
M,, the permutation(My, My )(Ms, My)(M;, M3) is used,
which is the inverse of the single permutation in the strong
generating set. The inverse is needed since we want to move
a node in the orbit oft/; to the location ofM;. Also, portions
of the tree can be pruned to eliminate identity elements.

By forming a Schreier Tree for each element of the base, we
can easily generate the set of permutations that move axverff@. 8. Procedure for canonical labelling of a composed rhetiee

(Mg, My)(Ms, M2)(M;, Ms)

B = [by,bs,...,b,] : Base for stabilizer chain
O® : Orbit of i*" base point
for each base poirit; € B
let & be the index of the vertex i®() with the
largest state (ties go to the vertex with lower index)
apply permutation that moves(*) (k) to b;
end for



U : Unexplored statesy : Discovered states general case, but no proof that the problem is NP-Complete

[ Event set.E; : Event set of instancec [ exists either. It is believed to be somewhere between P and NP
Compute automorphism group complete, if P! = NP [34]. However, our experience is that
Compute stabilizer chain _ computing the automorphism group of the model composition
Convert initial stateuo to canonical label graph rarely consumes more than 1 CPU second. This time
U= {ro}, = {no} is insignicant relative to the time required to generate the
while U # 0 states. Therefore, we assume that it is unlikely to dominate
choose g € U and letU = U — {u} the complexity of the entire procedure except in trivialesas
E(u) ={e€ U, Ei | ele,p) =1} where the state space is very small (a few hundred states,
for eache € E(u) perhaps).
W= T(ea/ﬂ) ) Many different implementations of the Schreier-Sims al-
converty’ to canonical label gorithms exist to find a base and strong generating set of
if ' &5 , an automorphism group. The fastest implementations have
S=5Up ) running times on the order &#(n2log>(g)+tnlog(g)), where
U=UUp . g is the order of the group andis the number of gener-
add arc fromy to p” with rate A(e, u) ators. Our simpler implementation has a slov@m®logn)
end for running time. Like the previous computation, our version of
end while the Schreier-Sims algorithm takes less than 1 CPU second, a

Fig. 9. Procedure for generating compact state-space fompased model minor contribution to the overall running time.
The last algorithm needed is to calculate the Schreier Trees
for each element of the base. Analyzing Figure 6, we must
in M, defined in Figure 7. The resulting canonical state is tl'gﬁ)pw every permutation to each node in the tree in the worst
lexicographic maximum of the three symmetric states, or th@se. So, this leads to@(tn) running time, wheres is the
state where\l,.priv = 1, Ma.priv = 1, and Mz.priv = 0. number of nodes antlis the number of generators. Since we

We have built a state generator that works with modelgyst build a tree for each element in the base, the total time
described as stochastic Petri nets. The models are dedcriRguired isO(btn).

graphically using the Mdbius modeling tool. Then, the node
composition graph is created, and the structures for caabni o )
labelling are found. At this point, state-space generatiegins B- Finding a Canonical Label
and is carried out according to the procedure listed in lE@ur  The canonical labelling procedure in Figure 8 is critical in
the run time of our current implementation. This procedsre i
V. COMPLEXITY ANALYSIS called each time a state is reached. Note that a large fractio

It is well known that the complexity of a state generatioﬂf the states in the detailed state space are not visited by ou

procedure is dominated by the number of states that mustFche_dure’ since newl_y discovered states that (afFer gaaion
generated. In general, the number of states in the model n% 99”'”9) are already in the state tree are not put_m theuqu_e
be an exponential or combinatorial function of the number u_nexp_lored _states. However, some states wil be visited
components in the system. However, since the new proc:ed[]’ﬂellt'ple times since they are reachable from a (possiblyelr
differs from the standard state generation procedureyisesul number of other states. Therefore, the number of calls to the
to examine the impact of the changes. There are two significz%"imon'CaI label procedure depends on the nature of the mode|

differences. The new procedure computes the automorphiane analyze the interior of the loop first. Finding the subset
% vertices in the orbit of a base vertex that all share the

group of the model composition graph and canonically labels ™" i : X
each new state that is found. maximal state is linear in the length of the orbit. In the wtors
case this isO(v), wherew is the number of vertices in the
_ _ model composition graph. Identifying the vertex in the skt o
A. Computing the Automorphism Group maximal vertices that will result in the maximum state when
To compute the automorphism group, we must first creatgoved to the base vertex by the permutation tabled in the
the model composition graph. Analyzing Figure 4, the inndactorized inverse transversal@vs), wheres is the number
loop must be executed for each connection associated withstate variables in the composed model. Finally, applying
a particular node in the composed model. The number thie permutation to create the canonical label for the stte i
connections is limited by the number of shared variables, X s). Therefore, the interior of the loop i9(vs).
the inner loop will be executed in the worst ca3és) times, Since we iterate over the length of the basethe over-
wheres is the number of shared variables. The inner loop @l asymptotic worst-case complexity of the canonical labe
executed for each instance in the composed mode)(@r) procedure iO(bvs).
times, where: is the number of nodes in the composed model. The factor dominating the overall complexity of the proce-
So, the total execution time 9(ns). dure is the number of states. In the worst case, the number of
The computation time to find the automorphism group aftates can be an exponential function of the number of e=rtic
the graph (or the more general isomorphism problem) is nBut, if we can dramatically reduce the number of states, we ca
fully understood. No polynomial time algorithm exists ireth dramatically reduce the running time of the total algorithm
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TABLE |
STATE-SPACE SIZES FOR CONFIGURATIONEROUTERS CPU, I/O)OF THE
CONNECTED SYSTEM

Config. Detailed | Symm.| Compact| Rel. Size
4, 2,2 3,600 2 1,830 51%
(6, 3, 3) 216,000 6 37,820 18%

(6, 6, 3) 2,985,984 48 224,841 8%
(6, 6, 6)| 37,933,056 384 | 835,983 2%
(8,4,4)| 12,960,000 24 | 1,406,294| 11%

Fig. 10. (a) Network with fully connected core and (b) modeinpositon | (8, 8, 4) | 429,981,696 384 | 7,473,433 2%
graph

State variables

Identifier | Description | Type _two event_s. If _the router is funct_ioningl_: _1; otherwise it
- router state | private is zero. Likewise, if the cluster is functioninge = 1; elge
- cluster statd shared it is zero. The last two state variables are dummy variables,
rs link one shared which will be used to represent connections to other routers
Py link two shared The two events correspond to the two types of failures that

are possible. The first is a failure that is successfully hehd

Transition function by the fault-tolerance mechanism of the router. The second

State | Event| Next State is a failure that propagates to connected components. The
1000 re 0000 coverage depends on the state of the system, so the rates for
1’0’0’0 Te; 0’1’0’0 the two failure events are state-dependent, which presiltide

use of fault-trees. The rate function was omitted because th
specific rates for the events do not affect the size of the stat

Event set .
— — . — space. The processor and 1/0O device models are the same as
Identifier | Description Enabling Condition S
: the router model, except that they have one link instead of
rej fails safe wiry) =1 . - .
: . two. We assume these devices must be distinguished for the
reg failure propagation u(rq) =1

dependability measure.

The composed model for the network with a fully connected
core is constructed by connecting the router, processat/én
device models together via their shared state variables. Th
model composition graph is shown in Figure 10-b. In Fig-

In this section, we present modeling examples that demasre 10-b,A—H are instances of the router modél.K, M, O
strate some of the symmetries that can be detected aid processor instances, addL, N, P are instances of the
exploited using our techniques. The algorithms presented #O device model. The fully interconnected core is modeled
implemented as a state-space generator within Mobiusnisto by a single connection node representing the superposifion
models are hierarchically created to form composed models3, 5.3, C.3, andD.3. The other routers are each connected
The state-space generator finds all of the symmetry in tk@e a core router through a superposition of link variables.
composed model to produce a compact state space. For example, routeF' is connected to core routef via the

Figure 10-a is a diagram of the first example system. Thgonnection nodg A.4, £.3}.
system consists of four clusters interconnected by a twekle This system has multiple symmetries that can be exploited.
point-to-point network. The core of the system is a fullyfhe first detected symmetry is among the four clusters ex-
connected set of four routers. Each cluster contains sevasnding from the core. Interchanging any two of the four
processor and 1/O devices. Each time a device fails, therecisre routers and their associated clusters produces an au-
a chance that the failure will propagate and the operation toimorphism. In addition to this core symmetry, analysis of
the whole cluster will be disrupted. For this example we deach cluster detects the symmetry among redundant prasesso
not model failure propagation between routers. The routexad redundant 1/O devices within a cluster. Thus, for the
at the clusters can disrupt or be disrupted by a processorsonple configuration of eight routers, four processors, and
I/O device, but propagation of the failure of an outside eoutfour I/O devices, the only symmetry is the interchange of
to a core router, or vice versa, has not been included in thisisters, which produces twenty-four automorphisms. Addi
example. a redundant processor to each of the four clusters yields the

The composed model for this system comprises instanceg®8,4) configuration and results izt additional automor-
three models: one for the routers, one for the processors gidsms. Combined with the twenty-four permutations of the
one for the 1/0 devices. The model for the router is describéaur clusters, the order of the detected automorphism group
in Figure 11. The router model has four state variables agdows to 384.

Fig. 11. Router model

VI. EXAMPLES AND RESULTS



Fig. 12. Double ring network

TABLE Il
STATE-SPACE SIZES FOR CONFIGURATIONEROUTERS CPU, I/O)OF THE
DOUBLE RING SYSTEM
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there is symmetry in a model we can exploit it to achieve very
good compression of the state space. In our approach, models
retain the structure of the system, and all symmetry inheren
in the structure of the model is detected and exploited fer th
purposes of state-space reduction. Many types of symraetrie
are detected and exploited, and the developed techniques do
not require any assistance from the modeler. Results from
group and graph theory are used as a rigorous foundation
for the presented techniques. Specifically, we create a imode
composition graph from the model specification and then
analyze the graph to find its automorphism group. Each model
state is converted to its canonical label via a procedunegusi

a stabilizer chain for the automorphism group, so that it is
possible to generated a reduced state without visitingyever
detailed state. Using an implementation within Mobius, we
obtained a large reduction in the size of the state space for

Config. Detailed| Symm.| Compact| Rel. Size
(8, 4, 4) 5,308,416 8| 1,708,032 32%
(8, 8, 4)| 157,351,936 128 | 8,895,748 6%

(1]

several example models.
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