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|. INTRODUCTION file servers. The file servers maintain the data and infor-

Historically, scientific computing has driven large-scaldnation about the file system and serve the clients with the
scientific computing to its limits. Towards the end of thigeauired information using the file blocks. For reliabilithe
decade, we are likely to achieve Petascale computing tfifg blocks are replicated over multiple file servers. Tient
would benefit many applications, such as climate arpd)mmunlcates f|_rst W!th the master (if necessary) and then
environmental modeling, 3D protein molecule reconstargti With the appropriate file server to perform the read or write
design of spacecraft and aircraft, nanotechnology, anetgen operatlon..The. master is a central node that ma|nt.a|nsme st
engineering. While supercomputer performance has impirm/éf the ennrg f|Ie—system. The master node receives r.equests
by over two orders of magnitude every decade [1] tHfar the location of the file blocks. The master replies with th
performance gap between the individual nodes and the dvekqrresponding location of _the_file block_s on th_e file servers.
processing ability has widened drastically. That has led 10! master does not maintain a persistent view of the file
a shift in the paradigm of designing supercomputers, froﬁystem; it updates thatllnformatlon from thg file serverse Th
a centralized approach to a distributed one that suppolit§ Servers are dynamic resources. New file servers can be
heterogeneity. While most high-performance computin@dded- Fa|le_d servers are purged automatlcqlly. Each filese
environments require parallel file systems, there have beed! be as simple as a Linux file server running on off-the-self
several file systems, such as GPFS [2], PVFS2 [3] asystems or a dedicated enterprise class storage server. The

GFS [4], that have been specifically proposed to support véci&‘f’ server nodes can further augment reliability_ mechasjsm
large-scale scientific computing environments. such as RAID, to protect the content on the individual server

The client nodes proxy the requests on behalf of the user or

Our paper makes two contributions. We build a modéqppli_cations. The_ clients firs:t access the master serveeto d
of a large-scale computing system that uses a parallel ffgmine the location of thg flIe/(_j|rectory. Subsequent et _
system, and we study the scalability and reliability of th@'® made to the appropriate fl_le server. M(_)dern_cluster file
file system over several hundred thousand processors. §¥§te€ms cache the requested files on the client side and only
evaluate our models with a new simulation methodology dalléransmit or propagate write requests. GFS [4] explicitlgids
simultaneous simulation of alternate system configuratioR2ching, since its file system is designed very specific to its
(SSASC) [5], which enables us to evaluate simulations fasf€duirement and workload characteristics. _ o
than the traditional approaches do. Using the exampleaslust 1he applications that run on the cluster are typical sdienti
file system, we show that SSASC can be used to analyze |aggénputatlonal workload. Each application runs a set of com-

scale models in an efficient manner compared to traditioriitational and I/O tasks. The application often uses mialtip
simulation. compute nodes for the task. All the nodes work more or less

in synchronization. We obtain the various characteristica
[I. THE CLUSTERFILE SYSTEM scientific workload, such as job arrival rate, job size, aoi |
We now describe the abstract structure of a cluster fifgn length from [6]. The number of jobs are often distributed
system described mentioned above, whose variant flavors @x@onentially with respect to the job size.
deployed in the HPC framework [2]-[4]. B. Failure Model

A. Architecture We assume that the failure of the master server stops the
Usually, a large-scale file system consists of a simgdester progress of all the jobs waiting to be served by the master.
and multiplefile servers The master maintains the file sys-The file system becomes unavailable until the master server
tem’s metadata, which includes the access control infaomat is repaired and restarted for the applications. When a file
mapping of files and directory names to their location, argkrver node fails, jobs running on it are postponed until the
mapping of allocated and free space. The master serves file server is repaired. Nodes can have multiple disks. The
metadata information only to the clients. Usually, files arailure rate of the file server depends upon the failure réte o
divided into equal sized blocks. The blocks are stored dhe disks. The disk failure MTTF is obtained from [7]. It is



possible that file server nodes use sophisticated redupdan
and reliability techniques, such that advanced error-liagd
mechanisms result in very low failure rates.

Correlated Failure: Recent literature has discussed the
importance of modeling correlated failures. We model two
types of correlated failures: (a) correlated errors duertore
propagation and (b) correlated errors due to hardwareuratig
It is possible that errors generated in the master server ai
propagated to the file server node(s). For every failure tever
in_ the master node, there_is a small probability that therer_ro " S
will be propagated to the file server nodes. In the second kint file_server_node client workload
of correlated failures, the authors of [7] have shown thaksli
that fail once have a greater likelihood of failing again. We
incorporate the correlated model to represent the failiteo \While the algorithm is efficient compared to traditional sim
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Fig. 1. Compositional SAN model of cluster file system.

hardware components in the models. ulations, there is room for improvement through eliminatio
of non-optimal configurations using statistical methode W
I1l. SIMULTANEOUS SIMULATION OF ALTERNATIVE discuss the possible approaches in Sedfidn VI.

SYSTEM CONFIGURATIONS
IV. STOCHASTICACTIVITY NETWORK MODEL: CLUSTER

Simulation is applied in numerous and diverse fields, such FILE SYSTEM
as manufacturing systems, communications and protocoln this section, we describe the details of the modeling of a
design, financial and economic engineering, operatiotypical cluster file system using Mobius [11]. Figilile 1 slsow
research, and design of transportation networks and sgstethe compositional modelEach submodel in the composed
among many others. Unfortunately, simulations of larg@odel represents part of the execution process in the cluste
systems take a lot of computational resources and tinfge system. Each submodel is represented astazhastic
Even though clock speed of the sequential processaitivity network(SAN) at the leaf node level. The model has
improves every year, the need to model and simulate compleXe master nodep file server nodes replicated by “Rep-
systems also rises every year. Furthermore, the realyutiliserver,” andn types of clients. Each client type simulates the
of simulation lies in comparing alternatives before actugharacteristics of a particular parallel computing agilim.
implementation [8]. That means that the system mod€he index of the client type represents the magnitude and
has to be simulated multiple times for a large number gtale of the parallel application. A bigger client type irde
design configurations and parameter values to determine thpresents a larger application. For each client type,
best design configuration. To perform a thorough analysieplications of the client simulate the simultaneous usdrs
of a large number of configurations with varying systerthat particular client (as represented by “Rep-1" to “Rép-n
design parameter values, it is important to develop efftcieBach client request type is represented by a special token of
simulation methods that can evaluate a large number t9pe;.
alternative system configurations quickly and accuratkly.
the system under evaluation is scrutinized carefully, oile w When the cluster file server is started, all the nodes begin
notice that changing the system configuration or paramefgra working state. Whenever a file request arrives at the
values does not alter the behavior completely. Rather, mugfaster node, the master node determines the location of the
of the system behavior is similar for most of the possiblgle on the file server node and forwards the token to the
alternative configurations. respective file server(s).

In our work on SSASC [5], we extended the ideas of The file server processes the requests and puts the tokens
Vakili [9] and Chen and Ho [10] with a methodology thatinto a place labelegrocessedequests The file server only
exploits the structural similarity among the alternativen€ processes the requests if it is in th@rking state. The state
figurations. Our technique exploits that structural sinitya of the file server is determined by the state of the disks. If
consolidates the common events among the configuratioms itiie file server uses a simple Linux file server, its state id sai
a single union of events, and generates a siepgkbled event to be available if the disks are available. If the file server
set Using the common enabled event set, it combines thiges a RAID file server, then its availability is determingd b
advantages of thaingle clocktechnique [9] with adaptive the availability of the RAID. Disk failure rates are modeled
uniformization to build an efficient SSASC algorithm. Theaccording to the observations documented in [7].
contribution of the SSASC is an efficient simulation algmit
that evaluates all the alternative configurations of a syste The client nodes are initially in the staile. Each of them
simultaneously, even when event rates vary greatly (byrerdsends a request to the master node for the file location and
of magnitude), as is often the case in dependability eviangt goes into thewait for_file_serverstate. Once the master node



\+ 4 file servers &6 file servers —- 8 file servers —=-10 file servers

returns its request, the client sends additional requestiset

file server or goes back to thle state. Along with each 1.00
request to the file server nodes or the master node, the client .90 |
increments a global counter labelgtbbalrequestcountand © 080

sets a timer to expire at the time by which it expects to be® 0.70 \-\\&\-

serviced. If the client is serviced before the timer expitkesn 0.60 \\\,\\5
0.50
RN a

it increments a global counter labelgdobal servicecount

With those two counters, we can determine the global lifetim . o.40
count of total requests and successful services by theeclust
file system.

0.30

Request success

0.20

0.10
Since there arex types of client nodes, each with specific oo : ‘ ‘ ;
workloads, tokens representing requests from the differen 10 100 200 300 400
types of clients are distinguished using the “extendedgsac Number of Clients
feature from Mobius. The master node and file server nodgg 2. Timeliness ratio as the load (number of client nodes)the file
service the client nodes based on the priorities of theiegyp S€Ve" increases at 95% confidence interval.

Client requests of type:; get higher priority than client of client nodes accessing the file server is increased from 10
requests of type; if i > j. to 500. The number of file servers is increased from 4 to 10.

We discuss the impact of these parameter values on the reward
The network latency is not explicitly modeled, but thenetric useful response

transmission delay is controlled through addition of addal _
activities that mimic the latency. Depending upon the typEMmeliness ratio
of network support, the latency of the transmission can beThe reward measure on a cluster file system that most
determined and set appropriately using input variable® Tinterests the user community (client nodes) is the response
latency in network transmission appears between the mastete. One could also measure the fractions of responses that
and the file servers, the master and the clients, and the filere delivered before the expiry of the client's deadline fo
servers and the clients. requests. FigurEl 2 gives thimeliness ratioas a function of

the number of clients for four different cluster file servizes.

——

Reward Metrics

The utility of the cluster file system cannot be gauged with a The curves in the figure illustrate certain intuitive and non
single reward measure. Therefore, we define different o®trintuitive results. The timeliness ratio degrades as thebarrof
to capture the different aspects of the model. client nodes is increased. That is expected, since the lnad o

Availability: Availability of the cluster file system is definedthe server causes the master node and the file server nodes
as its ability to serve the client nodes. Here it is defined & miss some of their deadlines. The interesting aspect of
the fraction of time when all the file server nodes along witthe curves is that they have a knee point after which the
the master node are in thveorking state. ratio deteriorates rapidly. Furthermore, the cluster fdever’s

Timeliness ratio:Response time is the time perceived by thaverage on-time response to requests only improves méygina
end users as the interval between the time they send a requgsi addition of each additional file server. In Figlile 2,inet
to the file server and the time the server gets back to them wittat the gap between the curve “4 file servers” and “6 file
results. In large parallel programs, it is quiescent timeewh servers” is twice as large as the gap between “6 file servers”
the programs are performing I/O jobs or checkpointing. Herand “8 file servers”. The implication is that there is a traude-
we measure thémeliness ratio which is defined as the ratio between the capability of the file server and the workload, an
of total successful deliveries (delivery on time) of theadatthat it is not linear. The preliminary results presentedsser
requests to the total number of client requests. In padicitl two purposes. First, they allow us to test the correctness of
is the ratio ofglobal servicecountto globalrequestcount  the SAN model and its applicability to analysis of resultatth

Cost: Availability always comes at a price. Often, designefisnpact the deployment of cluster file servers on very large
would like to know the trade-off. For instance, RAID filesystems. Second, they show us that interesting obsersation
servers provide higher availability at a higher premium. Wean be made about the cluster file systems using an abstract
can measure and compute the cost of the components amsteling tool, and that there is an incentive to continughfer
their maintenance for different configurations of the filevee  research on this topic as discussed in the next section.
The relative costs can be compared agamatilability and .
timeliness ratioto determine the trade-offs. Efficiency

We also provide some preliminary insights on comparison
of SSASC with traditional systems. We set the number of

We present here the results for preliminary evaluation ef tliile servers to 4, but vary the number of client nodes from
SAN model for a sample single workload type. The humbd0 to 256 in steps of 1. We run 1000 batches of each

V. EVALUATION



TABLE |

to compute the (bettegy* for choosing the best system out of
COMPARISON OF SIMULATION TIME BETWEENTRADITIONAL SIMULATOR

N alternatives.

AND SSASC
Number of | Total simulation time in second$ Speedup B. Improving the SAN Model
client nodes| traditional simulation| SSASC . . . . -
10 =108 1126 75 The SAN modgl described in Sgctnﬁ]lv is preliminary.
64 5073.21| 352.55 14.39 Modern cluster file systems provide a large number of
128 22669.58| 997.84|  22.72 features that improve the reliability and availability dfet
256 89813.65| 2999.78 29.94

file system. Currently, the read and write requests are not
distinguished. Much as we can distinguish requests from
different client types, we might also like to distinguistade
configuration. In traditional simulation, each configuratis and write requests, and process them. Some file systems,
run independently, while in SSASC all of them are run ssuch as GPFS, cache the files at the client node. Only the
multaneously. Tablg | shows the speed-up obtained by rgnninrite updates are propagated to the file servers. While such
SSASC compared to the traditional simulation; it is of anerd caching mechanisms improve efficiency, they add additional
of magnitude. This improvement in efficiency would let usurden on the servers, to maintain state.

evaluate the system on a larger scale, enabling us to analyze

the model critically and provide richer insights. While each file server node might implement its own inter-
nal reliability mechanism, an interesting feature misdirogn
the current SAN model is the impact of the replication mech-
A. Improving Simulation Efficiency anism implemented by the cluster file server. The cluster file
While we want to develop models to improve understandirggrver replicates the file blocks as described in SeéfloA II.
of the behavior of cluster file systems in very large-scalgack-of-the-envelope calculation of the overall avaligbof
systems, we are also interested in developing techniquesatifile server nodes for a single client request is about;”,
reduce simulation execution time. Apart from improving thwhere R is the replication count and is the probability that
efficiency of the simulation algorithm itself, we propose téhe file server has failed. That information can be incorfeata
develop appropriate statistical methods to avoid fallasiointo the simulation model where the client tri@sreplicas of
conclusion and poor decisions while trying to identify théhe file server before it marks the request as failed. With the
best optimal design choice for a model. Here, we focus @glditional information, we can compare and contrast iriern
obtaining statistical efficiency by reducing the variande deplications versus global replication in terms of cost atier
the output random variables (reward metrics). Since we d®jiability metrics.
comparing two or more alternative system configurations,
common random number¢éCRV), are one approach to VIl. CONCLUSION
reducing variance. Since SSASC automatically uses CRY, it
reduces simulation execution time by a magnitude of 1.5 toln this extended abstract, we described a case study of a
1.7 times. very large-scale cluster file system. We discussed thetateic
of the model, and laid out the details on how to evaluate
While the CRV approach is mathematically sound, it is ndhis real case study with the new SSASC algorithm, which
scalable to a large number of alternative configurationdigga would reduce the analysis and evaluation time using tools
work by Nelson et al. [12] proposed a two-stage divide arltke Mobius.
conquer process, in which they screen out the worst caretidat
in the first stage and then select the best system out of thaVhile we provided preliminary results on the case study
remaining alternatives with probability*. In the process of of the cluster file system, we plan to do an exhaustive anal-
screening out the worst alternatives in the first stage, dvelsysis of the model using SSASC. We plan to incorporate the
et al. divide the initial set into disjoint sub groups. Due tamprovements discussed in SectloanMI-B in the SAN model.
the disjoint groups, the screening process loses the croSsme of the features require minor modification the Mobius
correlation that exists between the configuration across swol itself. Furthermore, we are going to address the issues
groups. While their approach augments the CRV approach tajsed in Sectiof_ VI-A to reduce the computation required to
improving scalability, We propose to obtain stronger resuldetermine the optimal configuration of a cluster file system
(better p*) when we retain the cross-correlation across swhith respect to our reward measures.
groups. One approach is to divide the initial set into sub
groups such that a subset of alternative configurationsreccu VIII. A CKNOWLEDGMENTS
in multiple sub groups. Intuitively, it seems that a confafion
that gets screened out in multiple sub groups is more likely This material is based upon work supported by the National
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VI. FUTURE WORK
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