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Chapter 1

Introduction

1.1 Motivation

Distributed systems and networks have gained immense importance in society. Prolifera-

tion of such computer systems in every aspect of life, such as telecommunications, defense,

energy and business, has led to ever-increasing reliance on them by government and indus-

try. The increased accessibility has also made it easier for malicious entities to attempt

attacks on these systems. Moreover, the practice of making large systems using off-the-shelf

components, which are commonly seen to have serious security flaws, has led to increased

probability that such attacks will be successful. Concern that successful attacks on such

systems could have catastrophic effects on national security, combined with the economic

and strategic importance of such systems, has led to widespread interest in ensuring their

“survivability.”

Ellison et al. [EFL+99] define survivability as a system’s capability to fulfill its mission,

in a timely manner, in the presence of attacks, failures, and accidents. Survivability helps a

system to respond gracefully to attacks and continue to provide essential services even in the

presence of successful attacks. The traditional approach to secure system design has been

concentrated on building systems whose privilege levels cannot be compromised. However,

the increasing complexity of distributed systems has made it increasingly difficult to ensure

that all vulnerabilities of the system are covered. Survivability gains importance in such a

scenario, in which the ability to perform in the presence of successful attacks is as important

as trying to prevent any attacks.

One approach adopted for making survivable systems is fault tolerance or intrusion tol-

erance. Fault tolerance focuses on building systems using redundant components in such a

way that benign component failures, such as fail-stopping or omission of some steps, can be

tolerated. It includes fault detection, diagnosis, masking, confinement, compensation, and
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recovery from faults. Intrusion tolerance can be defined as a system’s ability to continue

its essential functions even when significant portions of it have been compromised and may

be in the control of an intelligent adversary. It resembles fault tolerance but is more diffi-

cult to achieve, because simplifying assumptions like that of fail-stop failures are not easily

justifiable.

Intrusion tolerance can be regarded as a combination of traditional fault tolerance, com-

puter security, and cryptography. Intrusion-tolerant systems adopt the concept of redun-

dancy from fault tolerance, the concept of secure trust-free protocols from computer secu-

rity, and concepts like encryption, digital signatures, and authentication from cryptography.

These techniques can be used to provide intrusion tolerance at any level, such as the applica-

tion, middleware, or operating system levels, or in the hardware. A common approach is to

provide intrusion tolerance in middleware by providing intrusion-tolerant services to the ap-

plication. The Intrusion Tolerance by Unpredictable Adaptation (ITUA) [CLP+01] project,

undertaken by BBN Technologies, the University of Illinois at Urbana-Champaign, Boeing,

and the University of Maryland, aims to provide intrusion tolerance by combining the tech-

niques of replication and unpredictable response. There are also other related projects, like

Enclaves [DSS01] at SRI, ITDOS [SMN+02] at NAI Labs, and MAFTIA [VNC00], which is

a joint project of several European research labs.

The ITUA and ITDOS projects use the fault tolerance systems technique of replica-

tion to achieve survivability. These groups of replicated objects have several functions in

common, like maintaining group-membership information, and need to communicate among

themselves. Thus, there is a need for a lower level abstraction that can provide consistency

among the processes in a group. Group communication systems (GCSs) are a convenient

low-level abstraction for maintaining groups of processes and providing them with certain

properties required by the applications based above them. Several group communication sys-

tems (GCSs) have been built in the past, providing different properties to system builders.

1.2 Previous GCS Research

Several attempts have been made in the design of fault-tolerant and intrusion-tolerant group

communication systems. The ISIS system [Bir93, BvR94] from Cornell University was an

early attempt at a fault-tolerant GCS. It led to other efforts for developing fault-tolerant

group communication systems, like Horus [vRBM96] and Ensemble [Hay01] at Cornell Uni-

versity, Totem [MMSA+96] and SecureRing [KMMS98] at UCSB, and Transis [DM96] at the

Hebrew University. We now describe some GCSs.
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1.2.1 Ensemble

Ensemble [Hay98, Hay01] is a flexible group communication system that consists of a set of

microprotocols. Each microprotocol provides a set of properties that may be required for a

particular application. An appropriate subset of the microprotocols can be selected to form a

protocol stack to satisfy a particular application’s requirements. Since Ensemble is a layered

stack, it is easy to add new layers and provide new properties. Ensemble has many security

features [RBD01], but it can tolerate only crash failures. A C implementation of the im-

portant microprotocols of Ensemble, called C-Ensemble, has been created by Mark Hayden,

who was one of the original developers of Ensemble. New intrusion-tolerant microprotocols

for providing group membership and reliable, ordered message delivery were added in the

C-Ensemble framework as part of the ITUA project. These properties are discussed in more

detail in Section 2.2.2.

1.2.2 Practical Byzantine Fault Tolerance

PBFT [CL99b] implements a state machine replication protocol that correctly survives

Byzantine faults in asynchronous networks. Requests from clients are jointly serviced by

a state-machine-replicated server group, and replies are sent to the client individually by

each server. Clients wait for a certain number of identical replies from the server group; the

exact number of such replies depends on the Byzantine fault tolerance of the server group.

The model can tolerate Byzantine behavior by no more than one-third of the server group

processes. Public-key cryptography is used to authenticate messages. A modification of the

protocol that uses message authentication codes in the fault-free case to reduce cryptographic

overhead has been described in [CL99a]. The protocol provably does not rely on synchrony

assumptions for safety, and makes only modest synchrony assumptions for liveness.

1.2.3 SecureRing

The SecureRing group communication system [KMMS98] provides reliable, ordered message

delivery and group membership services in the presence of Byzantine faults. The membership

protocol organizes the group members into a logical ring. Message multicast in the ring is

controlled using a token. An unreliable Byzantine fault detector is used to report faulty

processes to the membership protocol, which then reconfigures the system by forming a

new ring consisting of apparently correct processors. The message delivery protocol ensures

message delivery in a consistent total order to all members of the group. SecureRing’s

developers claim that their use of message digests in a signed token to allow a single digital
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signature to cover multiple messages makes their protocol more efficient than protocols in

which all messages need to be signed.

1.2.4 Rampart

Rampart [Rei95, Rei94a, Rei94b] toolkit has protocols for providing group membership ser-

vices [Rei94b] and reliable, atomic multicast services [Rei94a] in the presence of Byzantine

faults in a process group, provided that no more than one-third of the group members are

faulty. The protocols use public key cryptography to authenticate messages. Processes

communicate exclusively by sending and receiving messages over a completely connected,

point-to-point network. The toolkit has been used to implement intrusion-tolerant appli-

cations, such as a sealed bid auction service [RF96] and a cryptographic key management

service [RFLW96].

Use of group communication systems to provide intrusion tolerance creates an additional

concern regarding maintenance of consistent state across replicas. Thus, transfer of state

from existing replicas to replicas joining the group is needed. However, in a scenario in which

successful attacks can be expected but it is nonetheless critical to perform, the mechanism

for maintaining state consistency should be able to deal with the possibility of attack during

the state transfer process or the possibility that state transfer will be obstructed by an

intelligent adversary. This motivates the design of a protocol that can help remove implicit

trust among the members of a group during state transfer.

1.3 Previous State Transfer Research

When a new replica joins the group, or, more generally, when several group components

merge together, the state of the current replicas has to be updated into the new replica(s).

The group communication system underneath decides on the direction of state transfer

(which members need to receive the state from the other members). There have been a

few attempts to implement state transfer between members of a group. Traditionally, proto-

cols for state transfer have been designed for fault-tolerant systems. They can handle benign

failures during state transfer, but do not expect an intelligent adversary with some control

over some of the replicas to act systematically to disrupt the state transfer.

In [Bir96], Birman discusses the push and pull approaches for state transfer. In the

push approach, one of the old group members (usually the coordinator) sends state to the

new member. If it fails, the new coordinator starts the protocol from scratch, since it does
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not know which portion of the state has already been transferred. If the members have

shared state split among themselves, all of them send their copies to the joining member

without being asked. In the pull approach, the joining member solicits state from the existing

members. All the members save a copy of the state (which is the same at all the members)

and only one of them (usually the coordinator) sends its state to the new member. The

new member, on receiving the state, informs all the members that the state transfer was

successful and that they can delete their saved states and proceed. Some efforts for design

of a state transfer protocol have been discussed below.

1.3.1 Eternal

The Eternal system [LPSP+00] implements state transfer between members. Every repli-

cated object in Eternal consists of three different kinds of states: application state, ORB

state, and infrastructure state. Eternal uses state transfer primarily for recovery of replicas.

Every replica supports a checkpointable interface: getstate and setstate. Any replica that

wants to get the state can get it from an updated replica at any checkpoint using getstate

and then install that state using setstate. Checkpoints help in restarting state transfer if

the state transfer process is interrupted because of some fault. They also have passively

replicated object groups, where the state of passive replicas are periodically updated from

the primary replica. Eternal ensures only that the state updates at all the replicas occur in

the same order with respect to the other messages.

1.3.2 Maestro

The Maestro tools [Vay98] provide an interface to the Ensemble GCS. Maestro implements

a pull -type protocol for state transfer and also allows state merges when two groups join to

form one group. In the case of state merges, the group that adopts the other group’s state

has to ask for state, which is the first step of any pull -type state transfer protocol.

Maestro defines so-called state transfer views, which are transient views in which some

of the group members are in the process of doing state transfer. The members that have

state are called servers and those that do not have state are called clients. A new member

joins the group as a client and sends a request to the group asking for state. A transient

view is installed in which the new member is listed as the state-transferring server. The

coordinator sends a state back to the new member. Each instance of state transfer is treated

as a transaction and is assigned a unique state transfer ID, which is used to restart the state

transfer if the current state transfer process is interrupted. Once the new member receives
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the state, it sends out a xferDone message to inform all the other members that the transfer

is complete. All members of the group upon receiving that message, list the new member as

a normal server in the group.

1.4 Research Contributions and Thesis Organization

The research presented in this thesis makes the following contributions:

Interface to a Group Communication System: Distributed system architectures for

intrusion-tolerant systems generally do not provide correct abstraction levels from the per-

spective of an application developer. This usually results in underspecification of application-

relevant properties and over-specification of low-level implementation details. Secure systems

research generally involves research into components doing a certain task or providing a cer-

tain specific property. In the absence of well-defined interfaces, the system designers do not

have a high-level composite view of the system properties, and the task of plugging various

components to form a large intrusion-tolerant system becomes overly cumbersome. Also,

having standard interfaces to some secure components that provide the correct level of ab-

straction helps system designers to test, experiment with and build systems matching their

specific design priorities or system requirements. This motivates us to design and implement

a generic interface to a group communication system. The interface we have designed and

implemented is independent of the GCS used underneath it. It provides a standard set of

functions, which are used in the ITUA architecture to interface with any GCS that provides

the desired set of properties.

An Intrusion-Tolerant State Transfer Protocol: As discussed in the previous section,

the current state transfer research focuses on fault-tolerant protocols. Fault-tolerant proto-

cols ensure only that the state is transferred even in the presence of failures (for example,

some replica fails or misses a step in the protocol, or a message is dropped). Such protocols

rely on implicit trust in the replicas in a group, and are based on the assumption that any

misbehavior of a replica is due merely to some fault in the system, and not to the influ-

ence of an intelligent adversary. Intrusion-tolerant group communication systems, such as

the prototype developed as part of the ITUA architecture, provide intrusion-tolerant group

communication. However, if one uses a fault-tolerant state transfer protocol with such a GCS

to design a secure system, the result is that the whole system is no better than the weakest

link, which is the fault-tolerant state transfer protocol. We have designed and implemented
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an intrusion-tolerant state transfer protocol that does not rely on implicit trust in the replica

providing the state.

This thesis is organized as follows. Chapter 2 discusses the intrusion-tolerant architec-

ture used as part of the ITUA project in order to provide dependability and availability to

critical client-server applications using an intrusion-tolerant GCS and a CORBA interface

for applications to build upon. Chapter 3 discusses our design and implementation of an

interface to any group communication system on top of which the CORBA interface resides

in the ITUA architecture.

The design and implementation details of the intrusion-tolerant state transfer protocol

have been discussed in detail in Chapter 4. We measured the performance of the state

transfer protocol. The performance measurements give an idea of the overhead introduced in

making the protocol intrusion-tolerant. Also, we measured the deterioration in performance

by measuring the performance for infiltrated systems. The results are described in Chapter 5.

Chapter 6 outlines the conclusions we reached after design and implementation of the

interface to the GCS and the state transfer protocol and measurement of the performance

overhead. Some ideas for future work are discussed.
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Chapter 2

Intrusion-Tolerant Architecture

In this chapter, we discuss the ITUA architecture for an intrusion-tolerant system by spec-

ifying the properties it aims to provide, the type of attacks it attempts to tolerate, the

architecture of the system, and its associated environment. These details of ITUA are also

presented in [Wea01].

The system to be hardened and made intrusion-tolerant consists of a set of non-overlapping

security domains, where a security domain implements a boundary that is difficult for the

attacker to cross. A security domain may consist of a single host or a set of hosts. A single

host may itself form a security domain if it does not share administrative privileges with

any other host. Another example of a security domain would be a set of hosts in a LAN

separated from other networks through security mechanisms such as firewalls. Heterogeneity

across domains (e.g., different operating systems) would help ensure that the attacker cannot

exploit the same vulnerability to penetrate into all domains.

A domain will be in one of two states: infiltrated or normal. An infiltrated domain is one

in which an attacker has gained access to, and can freely control or damage, the resources

of that domain. For example, a domain consisting of a single UNIX host is considered

infiltrated if the attacker has gained root access to that domain. A domain is considered

infiltrated even if one host in the domain is infiltrated. A normal domain is one that has

not been infiltrated. When first started, a domain is in the normal state. Once a domain

becomes infiltrated, it can never be considered normal again.

A host in a domain can have one or more application or system processes running on it.

New processes can be started on the host, and existing processes may be killed. Hence, the

set of processes running on the host is dynamic. Each process is in one of two states: correct

or corrupt. A correct process behaves according to its specifications, while a corrupt process

does not. A process can become corrupt as a result of its domain having become infiltrated.

Once a domain is infiltrated, any processes in that domain are considered potentially corrupt.
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In order to provide applications with intrusion tolerance, multiple replicas of that application

are started, distributed across multiple security domains. Each domain has only one replica

corresponding to a particular application, because having more than one replica for the same

application in a domain does not help intrusion tolerance, as all of the replicas would become

corrupt together. The replicas interact with each other and coordinate their actions to form

a replication group. Two replication groups can join together to form a bigger group called a

connection group to facilitate communication between the two applications. The processes in

such a group are replicas of one of the replication groups. Once a process becomes corrupt,

it can never become correct again. To maintain the same level of intrusion tolerance, we can

remove the corrupt replica from the system, and start a new replica in a normal domain to

take the place of the corrupt replica. A process in a replication or connection group can also

be referred to as a member of that group. A process can be a member of only one replication

group, but multiple connection groups, at the same time.

2.1 The ITUA Intrusion Model

The ITUA intrusion model describes the set of attacks that the ITUA architecture is inter-

ested in defending against. The model is a trade-off between including the set of all possible

attacks (some of which certainly cannot be defended against) and including only simple

attacks that the ITUA system can easily withstand. It is an attempt to include the most

feasible attacks, while at the same time providing some defense against the worst possible

attacks. We do not describe the intrusion model by listing all of the attacks. Instead, we

identify certain abstract features of the attacks considered1, and describe the intrusion model

in terms of those abstract features.

The attacker aims to disrupt the normal functioning of the system. He can do so by

corrupting the processes. The attacker can continue to corrupt processes until the attack

has been repulsed or the system’s tolerance to corruption has been destroyed. An attack may

be partially or completely successful. A partially successful attack will, at the very least,

result in a degradation of the system’s quality of service. A completely successful attack will

result in the system’s failure. A process can become corrupt only after the domain in which

the process resides has been infiltrated. The attack primitive is the infiltration of a domain,

which can be done by exploiting an operating system or application vulnerability, stealing

a password, or introducing a virus, worm, or Trojan horse. Infiltrating a domain takes a

non-negligible amount of time, and because of the heterogeneity of domains, there is a limit

1An attack is said to be considered in the ITUA intrusion model if the model is interested in defending
against that attack.
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on the number of domains that can be infiltrated simultaneously. That gives the defense

some time to react to the attack. We call this the staged attack assumption, meaning that

there is a non-negligible time between successive domain infiltrations. The ITUA model will

not be able to defend against a situation in which all the domains housing the processes in a

replication group are simultaneously corrupted. It also does not defend against a situation

in which the attacker infiltrates the domains in stages, but the infiltrated domains show no

observable signs of an intrusion until all the domains have been infiltrated. This is effectively

the same as the first situation.

2.2 ITUA Architecture Overview

Figure 2.1 shows the basic ITUA architecture. The CORBA application specifies the in-

trusion tolerance requirements to the ITUA middleware, which then spawns the distributed

application objects to satisfy those requirements. The existence of the ITUA middleware is

totally transparent to these distributed CORBA application objects. From their perspec-

tive, they communicate with other distributed objects using remote method invocations, just

as if the middleware were plain CORBA. In actuality, the inter-object interaction is inter-

cepted and application-level behavior is altered by the Quality Objects framework within

the ITUA middleware. This framework constitutes the in-band adaptation mechanisms for

intrusion tolerance. It is complemented by out-of-band mechanisms, which involve intrusion

response and recovery actions to manage and configure system resources independent of the

inter-object communication.

The ITUA architecture uses a decentralized infrastructure to implement such out-of-

band intrusion-tolerance mechanisms. This decentralized infrastructure comprises special

processes called managers (see Section 2.2.1) distributed across the security domains. The

ITUA middleware, in addition to implementing the management functions, also has a com-

ponent called the intrusion-tolerant gateway (IT-Gateway) (see Section 2.2.3) that makes

the remote method invocations of the distributed objects intrusion-tolerant. The gateway

has intrusion-tolerant replication protocols and works on top of an intrusion-tolerant group

communication system (IT-GCS) (see Section 2.2.2) to make the object remote method

invocations intrusion-tolerant.

2.2.1 Managers

For a particular domain, the host on which the replica process corresponding to the appli-

cation runs also has a manager running on it. The managers in all domains form a process
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group called the manager group. The manager performs two main functions: security and

replication management. In its security role, the manager uses local sensor-actuator loops to

collect information about potential intrusions and anomalous events, and to perform quick

knee-jerk reactions to such events. The scope of these knee-jerk reactions is usually local,

i.e., they involve resources on the manager’s domain. However, in some cases, the manager

for a particular domain also interacts with other domain managers to report anomalous

events it observed in its domain and to make decisions that can affect hosts across all the

domains, such as whether to change the security posture of a replication group. In its repli-

cation management role, the manager makes decisions regarding the starting and killing of

replicas. It will also communicate with other managers to reach agreement about whether

new replicas should be started to increase the intrusion tolerance of a replication group, and

what security posture a replication group should change to after an observed anomaly.

2.2.2 Intrusion-Tolerant Group Communication System

The manager group, replication group, and connection group are all basically process groups

consisting of processes communicating with each other. The intrusion-tolerant group com-

munication system (IT-GCS) used in the ITUA architecture is based on the following as-

sumptions.

System Model and Assumptions

The IT-GCS is based on a distributed system that consists of multiple hosts running several

processes communicating over an unreliable network. The system is timed asynchronous

[CF99]. Specifically, it is asynchronous in the sense that it does not require the existence

of upper bounds on message transmission and scheduling delays. However, processes have

access to local hardware clocks (which need not be synchronized). Time-outs are defined for

message transmission and scheduling delays. When an experienced delay is greater than the

associated time-out delay, a performance failure is said to have occurred. This timed asyn-

chronous system assumption circumvents the impossibility of consensus in an asynchronous

environment [KMMS97].

The protocols implemented in the GCS are concerned with one set of processes that wish

to be in a group. The reliable multicast protocol uses message digests and digital signatures

based on public key cryptosystem. Each process possesses a private key, public key pair. The

private key of a process is known only to the process. The process uses its private key to sign

messages digitally. Each process is able to obtain the public keys of other processes to verify

signed messages. The protocols also use message digest functions, such as MD5, in which an
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arbitrary-length message m is mapped to a fixed-length output d(m). This function takes

the message envelope as the data.

It is assumed that all processes are computationally bound. This means that a corrupt

process cannot find two messages m and m
′
such that m �= m

′
and d(m) = d(m

′
); it cannot

produce a valid signature of a correct process, or compute the message summarized by a

digest from the digest. We assume that private keys cannot be stolen from correct processes.

The group membership protocol installs a series of views, V0, V1, . . ., each of which is

a set of identifiers of processes or members present in the view. The processes in a single

view V have ranks or integer identifiers from 0 to |V | − 1. The processes are denoted by

p0, p1, . . ., p|V |−1. When a view is installed, the lowest-ranked process in the view, p0, is

the leader of the view. The leader has no additional privileges, but does have additional

responsibilities2 compared to the rest of the group. If the leader is detected to be corrupt,

the second-lowest-ranked process (we call this process the deputy) takes over as the new

leader. If the deputy is also corrupt, the third-lowest-ranked process (the deputy’s deputy)

takes over as the new leader, and so on.

The following properties are provided by the group communication system to the process

groups.

Reliable Multicast

The reliable delivery property ensures that the messages sent out in the group reach their

destinations even in the presence of an asynchronous, unreliable network in which messages

can be lost, reordered, or delayed, and also guarantees that the multicast message is delivered

correctly (without a change in its contents) across all correct processes, even in the presence

of corrupt senders. [Pan01] shows the details of the implementation of the Reliable Multicast

property in the C-Ensemble group communication system.

The reliable multicast property maintains the following characteristics.

• Integrity For any message m and process p, a correct process q delivers m (purportedly

from p) at most once, and, if p is proper, only if p multicast m.

• Agreement If process p is correct throughout a view and delivers m in that view,

then all processes that are correct throughout that view deliver m in the same view.

• Per-sender FIFO If p and q are correct, and q delivers m1 and the m2 from p, p must

have multicast m1 and m2 in that order.

2The responsibilities will be explained in Chapter 4.
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Total Order

The total order property ensures that all the members of the group receive all messages in

the same order. Thus, if two correct processes p and q deliver two messages m1 and m2, then

they deliver them in the same order. Message sequence numbers and generating functions are

used to provide the total ordering property. Implementation of the total ordering protocol

in the IT-GCS has been discussed in [Pan01].

Group Membership

The group membership property of the IT-GCS ensures that all correct processes maintain

the correct information about the current membership of the group in spite of intrusions.

The group membership protocol used in the ITUA architecture (for details, see [Ram02])

is responsible for maintaining group membership information, removing processes from the

group, and joining new processes into the group. In providing those functions, the protocol

relies on the reliable multicast and total order properties.

2.2.3 Intrusion-Tolerant Gateway

The architecture of the IT-Gateway, implemented as part of the ITUA architecture, is shown

in Figure 2.2. The gateway translates between the object-level messages at the CORBA ap-

plication object and the process-level messages multicast by the IT-GCS. A Group Factory

located on each host is used to create or kill that replica, and to obtain host information.

The application object generates IIOP3 messages to communicate with other distributed

application objects. These IIOP messages are intercepted by the dynamic skeleton interface

(DSI) of the handler for that object. The handler will then transparently communicate the

messages to the recipient process groups. The handler also takes care that only a single

response reaches the calling object. Thus, from the calling object’s perspective, communica-

tion with other distributed objects is the same as if plain CORBA (as opposed to the ITUA

middleware) were being used. The gateway also provides an infrastructure for implement-

ing various replication and voting schemes, and for detecting and reporting faults at the

replication-group level to the respective managers. Various components of the IT-Gateway

are discussed below.

3IIOP is the Internet Inter-Orb Protocol, which specifies transfer syntax and message format to allow
independently developed ORBs to communicate over TCP/IP.
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Gateway ORB

The IT-Gateway uses a standard ORB (the TAO ORB [DoCS] is used in our implementa-

tion). The server ORB receives request invocations (IIOP messages) from the client, and

returns the corresponding replies back to the client. It makes the IT-Gateway look like a

normal CORBA server to the client. The client communicates with the IT-Gateway in the

same way that it communicates with the standard CORBA server objects.

Naming Service

The naming service includes a naming context that is a table that maps object names to

object references. It is a local naming service in a gateway, and provides a way for the client

15



application to use the gateway handlers.

In the gateway design, in order to direct all of the client’s invocations to the gateway

handlers instead of allowing them to go to remote server objects directly, the handler servants

bind the naming service to associate the remote server objects’ names with the handlers’

own object references. Therefore, when a client application asks the naming service for the

location of a remote server object, a handler servant’s object reference is returned. The

client is then able to forward its invocations to the gateway handler.

On the server side naming service, the server object binds the object reference associated

with its name to the naming context, and the handler servants find the location of the server

objects via the naming service instead of binding themselves to the naming service.

DII Processor

The DII processor is used to deliver invocations that it received from the handlers to the ap-

plication object. In order to ensure strong data consistency among replicas, the DII processor

contains a synchronous queue that ensures that the incoming invocations are delivered to the

application in the order in which they were received from the group communication system.

The construction for the invocation is provided by the Dynamic Invocation Interface. The

Dynamic Invocation Interface allows the server gateway to pick the target server object at

runtime and then dynamically invoke its methods. Using DII, the server gateway can in-

voke any operation without requiring precompiled stubs. This means that the gateway does

not require compile-time knowledge about the server object’s IDL methods. It dynamically

constructs the request invocation by specifying the operation of the method and copying the

arguments of the method from the gateway message. The use of DII in the server gateway

creates a dynamic environment that allows the system to remain flexible and extensible. If

the invocation is a synchronous CORBA message, the DII processor waits for a reply, and

then returns the reply to the appropriate handler.

Handlers

Each handler servant is responsible for sending and receiving messages for a particular repli-

cated object. When a client gateway handler receives an invocation from the application, it

will save the invocation so that it can be used to reconstruct the CORBA message at the

other end. It then constructs a gateway message that will carry the CORBA invocation to

the gateways of the remote replicated servers, through the connection group.

Once a handler on the server side has received a gateway message, it removes the gateway

header and gets the name of the operation and the arguments for the original IIOP invocation
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from the gateway message payload. The handler uses its Communication Strategy to ensure

that only a single request or response reaches the calling object based on multiple responses

received from the group. The Communication Strategy of the handler implements consensus

on every request to be sent to the application, using messages from all the replicas in the

group. A Strategy Factory is used by the handler to obtain its communication strategy.

In order to send the invocation to the server object, the handler in the server gateway

obtains the server’s object reference from the naming service. It then constructs a new

dynamic invocation based on the information from the gateway message and inserts the

invocation into the synchronous queue in the DII processor.

Again, the server side handlers also participate in the replication protocols. As mentioned

before, the choice of handler depends on the intrusion tolerance requirements of the applica-

tion. A replica uses the handler factory to create the required handler. The handler factory

has a handler repository that provides different types of handlers. We used the leader-only

handler [Ren01] in our study.

Group Member Layer

The Group Member layer relieves the handler from having to know anything about the

group communication system. It is used in the ITUA architecture, along with appropriate

handlers, to construct Replication-Group Member and Connection-Group Member for the

replication group and connection group, respectively. It uses functions provided by the GCS

adaptation layer to provide the IT-Gateway with an interface to the GCS being used in the

system. The Group Member layer is described in detail in the next chapter.

GCS Adaptation Layer

The GCS adaptation layer is the only component that knows what kind of GCS is being

used for group communication. A GCS Adaptor is implemented specifically for a given

GCS and provides a standard set of functions to the Group Member Layer. In the current

implementation of the ITUA architecture, the GCS Adaptor interfaces with the HOT layer

on top of the C-Ensemble group communication system. The gateway obtains the required

GCS Adaptor for a given GCS from the GCS Adaptor Factory.
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Chapter 3

The Group Member Layer

The Group Member Layer provides the handlers with a standard object-oriented interface

to the group communication system. The interface visible to the handlers is independent of

the GCS being used in the architecture. The implementation of this layer is done using the

functions provided by the GCS adaptation layer. Thus, the Group Member layer can work

on top of any GCS using the corresponding GCS Adaptor.

The Group Member layer also implements an intrusion-tolerant state transfer protocol

that ensures removal of trust between members of the group during the state transfer process,

which is discussed in detail in Section 3.4 and Chapter 4.

3.1 Interface Details

The group member layer provides the following functions to the other components of the

IT-Gateway.

int register handler (Replication Handler &) This function can be called to register a han-

dler with the group member. The Replication Handler class can refer to any particular

type of handler, like the leader-only handler that we use. The handler is added to

the list of handlers maintained by the group member to which it delivers the messages

received from the IT-GCS.

int join (char **gcs options) This function is used by the IT-Gateway to join the group

after the replica is started. The gcs options can be set to correspond to the particular

IT-GCS being used below the GCS Adaptor, and according to the requirements of the

application. Example options include the use of cryptography or reliability.

int leave (void) This function can be used to exit from the group of replicas.
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int send (Member Id&, Gateway Message&) This function can be used to send a message

to some other member in the group specified by the Member Id. The message sent is

a Gateway Message that is converted to a GCS Message (understood by the GCS) by

the GCS Adaptor.

int send to leader (Gateway Message&) This is an extension of the send function and is

used to send a message to the leader of the group.

int suspect (Member Id List&) This is a very important function with respect to intrusion

tolerance, as it enables the group member to send a suspect message corresponding to

all the members it has detected to be corrupt in the group. If enough members suspect1

a particular member, then that member will be removed from the group by the group

membership protocol. Note that the Group Member Layer does not implement its own

consensus algorithm to remove suspected members, but leverages an IT-GCS’s group

membership protocol to do so.

Member Id& member id (void) This allows the group member to retrieve its own reference.

int cast (Gateway Message&) This function is used to cast a message to all the members

in the current view.

int scast (Gateway Message&) This function can be used to cast a message to all the

stateful members in the group.

GCS Adaptor Base& GCS adaptor (void) This function is called to obtain a reference to

the GCS Adaptor.

int GCS adaptor (GCS Adaptor Base &) This function makes it possible to bind the

GCS Adaptor with the group member when the member process is started.

The following are functions in the Group Member that are used by the lower layer, that

is, the GCS Adaptor.

void recv scast (Gateway Message &) This function is called by the GCS Adaptor to pass

a scast message received from the IT-GCS to the group member layer.

void recv cast (Gateway Message &) This function is called by the GCS Adaptor to pass

a cast message received from the IT-GCS to the group member layer.

1Suspecting a member implies multicasting a “suspect” message in the group, indicating that the specified
member is corrupt.
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void recv ptp (Gateway Message &) This function is called by the GCS Adaptor to pass a

point-to-point message received from the IT-GCS to the group member layer.

void recv view (Gateway Message &) This function is called by the GCS Adaptor to notify

the group member of the change in group membership of the system.

void flush block getstate (int) This function is used by the State Transfer Processor (see

Section 3.4) to ask the upper layers to finish the processing of all the enqueued mes-

sages, block further processing, and if required, return the state. The integer argument

of the function specifies whether the application has been asked for state or not. In the

current implementation, this function flushes all the handlers, blocks the DII Processor

so that no non-state transfer messages are processed during state transfer, and obtains

the application state if the integer argument is set.

int set application state (ACE Message Block &) This function is used by the group mem-

ber to install the state provided as argument. In the current implementation, the

application state is provided as argument to this function and the function calls the

DII Processor to install the state.

The Group Member Layer is built of three component processors: Receiving Proces-

sor(described in Section 3.2), Sending Processor(described in Section 3.3), and State Transfer

Processor(described in Section 3.4).

3.2 Receiving Processor

The receiving processor is the message-receiving component of the group member. It imple-

ments the functions used by the GCS adaptor to deliver data and system messages to the

group member. The messages received by the receiving processor are GCS messages. The re-

ceiving processor maintains a message queue, and any incoming messages are enqueued into

it. The messages are dequeued, converted to gateway messages, and dispatched to either

appropriate handlers or the state transfer processor depending on the opcode. All state-

transfer-related messages and view-change messages are sent to the state transfer processor,

and all other messages are passed to the handlers. Figure 3.1 shows the interactions of dif-

ferent components of the system with the receiving processor. The functions implemented

by the Receiving Processor are:

int put (GCS Message *) This function is called by the GCS Adaptor to enqueue a GCS

message into the receiving processor queue, from which messages are taken and pro-

cessed in FIFO order by the svc() function.
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int svc (void) This function is indefinitely executed by a worker thread. It waits for and de-

queues GCS messages from the queue and converts them to Gateway messages. It then

checks whether the message is related to state transfer or is an application message.

It processes any state transfer related message by calling appropriate functions in the

State Transfer Processor (see Figure 3.1), as discussed in Section 3.4. It delivers any

application messages to all handlers registered with the group member using functions

recv cast and recv send (see Figure 3.1).

3.3 Sending Processor

The sending processor is the only way messages can be sent from the gateway or the group

member layer to the group communication system. It does not maintain a message queue

like the Receiving Processor does. As shown in Figure 3.2, the sending processor forwards

all the gateway messages received from the handlers or the state transfer processor to the

GCS adaptation layer after converting them to GCS messages.

int send(Gateway Message &, Member Id &, int gcs opcode = GCS Message::GW DATA)

This function is called by other components of the group member layer to send a point-

to-point message to a member. Since the message is in the Gateway format, it has
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to be converted to the GCS format, and for that the corresponding GCS opcode is

specified by the caller. The default opcode is kept as GW DATA, which is the opcode

for application messages.

int cast(Gateway Message &, int gcs opcode = GCS Message::GW DATA) This function is

called to cast a message to all the members in the current view.

int scast(Member Id List, Gateway Message &, int gcs opcode = GCS Message::GW DATA)

This function is called to cast a message to a list of members specified by the data

structure Member Id List.

int scast(Gateway Message &, int gcs opcode = GCS Message::GW DATA) This function

is called to cast a message to all the stateful members in the current view.

int send to leader(Gateway Message &, int gcs opcode = GCS Message::GW DATA) This

function is called to send a point-to-point message to the leader of the group.

3.4 State Transfer Processor

The state transfer processor implements the most important functionality of the group mem-

ber layer, while the receiving processor and the sending processor mostly act as forwarders
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and assist in converting messages from the gateway format to the GCS format and vice versa.

The state transfer processor is pluggable into the system as long as it implements the same

interface. So, any state transfer protocol can be plugged into the Group Member layer. The

state transfer processor does not maintain any queue of messages. It receives state transfer

related messages from the receiving processor, handles them appropriately to get information

about the state transfer going on in the system, and uses the sending processor to send state

transfer messages to the other members of the system. Figure 3.3 shows the interaction of the

state transfer processor with the other components of the system. The State Transfer Pro-

cessor calls function cast() on the Sending Processor and flush() on the handlers (by calling

function flush block getstate() on the Group Member layer). The functions recv new view(),

recv ask state(), recv state(), and recv state vote() are called on the State Transfer Processor

by the Receiving Processor upon receipt of messages with corresponding opcodes. Details

of the implementation of this processor, along with details of the state transfer protocol for

removing trust among replicas, are provided in Chapter 4.
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Chapter 4

The State Transfer Protocol

In the ITUA architecture, the state transfer protocol is implemented in the State Transfer

Processor (discussed in Section 3.4) to ensure removal of trust during state transfer between

members in a group. To tolerate malicious intrusions in the system, the ITUA architecture

must ensure that all the members of the group coordinate among themselves to make any

decisions, without trusting any of the other members in the group. The removal of trust is

particularly important in a dynamic environment because there, trust is not permanently

associated with a particular host or machine, but depends only on whether the host or

domain has been compromised due to an attack. In such a scenario, past performance

of a member cannot be used as a basis for assuming its future behavior or estimating its

“trustworthiness,” because of the possibility of successful attacks.

Removal of trust between members requires a protocol that gets useful information from

other group members, ensuring that the correctness of the information received does not

depend in any way on whether the other group members are correct or corrupt, but is only

dependent on certain reasonable assumptions about the current state of the system. The

assumptions include certain properties, such as assured delivery of messages to all of their

intended recipients (reliable delivery) [Pan01], delivery of all messages to all the recipients

in the same order (total order) [Pan01], and consistent view of the composition of the group

across all the members of the group (group membership) [Ram02], as discussed in detail in

Section 2.2.2.

When a new member or members join a group, the group membership protocol ensures

that the new view, with the new member(s) included, is updated in all the members of the

group, including the new member(s). A group can consist of both stateful and stateless

members as explained in Section 4.1. The state transfer protocol ensures that if some

assumptions about the group size are met, a new stateful member will get the correct state

of the system, consistent with the already existing correct stateful members of the group,
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irrespective of the number of corrupt members or stateless members in the group.

A point to be noted here is that the current ITUA implementation allows only one

member to join the group at a time. Also, the current architecture neither requires nor

allows both stateful and stateless members to exist in the same group. The state transfer

works within the current ITUA implementation but has been designed to be generic and to

work equally well with any underlying GCS that supports the joining of many members to

the group together or that allows both stateful and stateless members to be present in the

group, provided that the assumptions stated in Section 4.1 are satisfied.

The rest of the chapter describes the state transfer protocol in detail. In particular, the

next section discusses the system model and assumptions. Then we present a high-level

description of the state transfer protocol, followed by section with more of its details. The

last section discusses the correctness of the protocol and the rationale behind its design.

4.1 System Model and Assumptions

The state transfer protocol is built on top of the IT-GCS model discussed in Section 2.2.2.

Each member in the group is either stateful or stateless. The stateful members maintain the

application state of the system based on requests received or any processing done. Stateless

members, on the other hand, do not maintain any state consistent with other members

of the group, although they might have some local state of their own. If they do, it will

not influence the replies sent out to the group, in response to the requests received. The

provision for stateless members that are not concerned with the state of the system can

be relevant in a connection group that has been formed for message exchange only. In

ITUA architecture though, even the connection group members are stateful because of the

requirement to maintain consistent handler states. Stateful members constitute a replication

group that maintains some state. However, a replication group can also consist of stateless

members if the application does not need the members to maintain a consistent state. A

group consisting of both stateful and stateless members can be useful in scenarios in which

a stateful replication group is interacting with some managers.

A member needs to know which members in its view are stateful and which are state-

less. Otherwise, a corrupt stateless member could pretend to be stateful and hamper the

state transfer protocol. This knowledge of other members is called view state, because it is

associated with the current view and its composition, irrespective of the application running

on top of the system and its state. Stateful members maintain the correct view state of

the system by maintaining separate lists for the stateful and stateless members; stateless
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members do not have the total information and maintain only partial view state by auto-

matically considering all members present in the group to be stateless. Another goal of the

state transfer protocol is to update the correct view state information in the new member

that wants to be stateful.

The group membership protocol of a group containing both stateful and stateless mem-

bers is required to ensure that the leader is always stateful. The process group can continue

to provide correct service if there are no more than f = �(|V | − 1)/3� corrupt processes.

Another requirement in a group with both stateless and stateful members is that the number

of correct-stateful members should be at least f + 1 = �(|V |+ 2)/3�. The rationale behind

these assumptions is explained in Section 4.4.

4.2 High-level Protocol Description

The state transfer protocol is essentially a voting protocol based on pull -type state transfer.

The protocol supports both stateful and stateless members and state transfer is desired only

when a stateful member joins the group. Thus, in absence of any state-related information

from the group communication system, it needs to be a pull -type protocol. The protocol

consists of two phases: the state-cast phase and the voting phase (see Figure 4.1). When

a new member joins the group, the group membership protocol updates the view of all the

existing and new members. If the new member joining the group intends to be a stateless

member, no state transfer takes place, and the group can continue with its functions.

The state-cast phase is initiated when the new joining member (that intends to be state-

ful) multicasts an ask state request to the other members of the group, as soon as it has

received the view change. When the existing members receive that request, they block

any further message processing except for state-transfer-related messages. The leader of the

group responds to the request by blocking itself and multicasting its state to the whole group.

If the leader is corrupt and does not reply to the ask state message, it will be suspected by

the correct stateful members of the group after a certain state-cast timeout. If that happens,

the state transfer process will start again from the state-cast phase after the leader has been

removed from the group and a new leader elected.

The voting phase starts when the state cast by the leader is received by the members in

the group. When the new member receives the state, it stores the state but does not install

it. The stateless members just cast a neutral vote on receiving the state from the leader.

When a stateful member receives the state from the leader, it compares it to its own state.

If the leader’s state does not match its own state, the stateful member suspects the leader,
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sends a no vote and stops participating in the protocol. By that process, a corrupt leader

will become suspected by enough correct stateful members (when it does not send a state or

sends a wrong state), that it will be removed from the group. A new leader will be elected,

and state transfer will start again from the state-cast phase after a view change.

If the leader is correct, all the correct stateful members multicast a yes vote after confirm-

ing that the state cast by the leader matches their own. The new member keeps collecting

the yes votes from the members and adding them to its local list of stateful members in

the group. All members also keep a count of the number of yes votes received. When all

the votes have been received or a voting timeout has occurred, the protocol is said to have

completed if all of the members have received at least f +1 yes votes; otherwise, all the sus-

pected members will be removed via a consensus among the correct members, and protocol

will be repeated. If the protocol completes, the new member(s) install the state and update

their view states. If that happens, the stateful members will also update their view states by

moving the new member(s) to their list of stateful members, and will suspect any stateful

members that voted no or did not vote at all or any stateless members that voted yes or

no. Stateless members keep all the members in the view as stateless members and make no

distinctions based on state.
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We will show in Section 4.4 that if the assumptions in Section 4.1 hold, the state transfer

protocol will always complete.

4.3 Detailed Protocol Description

This section provides a detailed description of the state transfer protocol. We start with a

description of additional information that must be kept at each member for state transfer

to work without the new member(s) trusting any existing members in the group.

At any time, each member of the group is in one of the following protocol states: Ini-

tial, Joining, NonBuffering, GettingState, Stateful, Stateless, StateXfer,

or StatelessXfer.

• Initial: The protocol state of a member when it starts.

• Joining: This is the protocol state when the member has formed a singleton group

and is in the process of merging with the main group.

• Stateful: This is the protocol state of a stateful member during the normal func-

tioning of the group.

• Stateless: This is the protocol state of a stateless member during the normal func-

tioning of the group. It is also the protocol state of a new stateful member before it

has initiated the state transfer process.

• NonBuffering: This is the protocol state of a new member in the state-cast phase

of the protocol (after it has sent out the request for state, and before it has received

the state from the leader). While in this protocol state, the member does not process

any messages that come to it.

• GettingState: This is the protocol state of a member in the voting phase of the

protocol (when it has received the state and is waiting for the state transfer pro-

tocol to complete before installing the state and proceeding as a stateful member).

GettingState is a blocking protocol state, and a member in GettingState pro-

tocol state buffers any messages unrelated to state transfer.

• StateXfer: This is the protocol state of any stateful member during the period of

state transfer. In this protocol state, all messages not related to state transfer are

blocked and buffered.

28



• StatelessXfer: This is the protocol state of any stateless member during the period

of state transfer. Again, all messages not related to state transfer are blocked and

buffered.

Every member keeps a number of lists locally to keep track of the protocol state and

other information about other members of the group:

• stateful list: In this list, the stateful members keep the identifiers of those members in

the group that are known to be stateful. This list is empty for stateless members.

• stateless list: This lists members in the group known to be stateless. Stateless members

are not aware of whether the other members are stateful or stateless and keep identifiers

corresponding to all the group members in this list.

• xfer list: This lists members in the group that have requested state from the group

and are in the process of getting state. This list is non-empty only during the duration

of the state transfer protocol.

• suspect list: This list consists of members that are suspected of bad behavior and

should be removed. This list also is non-empty only during the state transfer process.

• view: This list consists of all the members in the group. It also is non-empty only

during state transfer.

The stateful list and stateless list constitute the view state of the system, although stateless

members maintaining only partial view state use only the stateless list.

A new member starts up in the Initial protocol state. The member has a variable

want state (initialized from the configuration files), which indicates whether this member

wants to get the state of the group upon joining. want state is 1 for stateful members, and

0 for stateless members. Thus, no state transfer is required for members with want state

equal to 0. The member makes a Join call that asks the IT-GCS to make it a part of

the group. The IT-GCS first makes a singleton group consisting only of the new member,

and the member receives a view-change notification. The singleton group then merges with

the main group to complete the join process, and the second view change is received. Two

view-change notifications are received even if the member is the first member of the group.

Protocol State Transition: The protocol state transition diagram corresponding to the

state transfer protocol is shown in Figure 4.2. In a steady state, all the members are either

in the protocol state Stateful or in Stateless. A member starts with the protocol state
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Initial. It forms a singleton group and moves to protocol state Joining when it tries to

merge with the main group. When a view change corresponding to the merge is received

(function recv new view, Figure 4.3), the member moves to protocol state Stateless and

checks whether it wants to become stateful. A member that does not want to become state-

ful stays stateless. A member that wants to become stateful simply moves to protocol state

Stateful if it is the only member in the group. Otherwise, it moves to protocol state

NonBuffering and sends an ask state request. Function recv ask state (Figure 4.4) is

called on all members when they receive the request for state. Stateful members move to

protocol state StateXfer, and Stateless members to StatelessXfer. The new mem-

ber moves to protocol state GettingState. The leader casts its state. If the leader does

not send its state, leader response timeout occurs, StatelessXfer members move back to

protocol state Stateless, and Stateful members move back to protocol state Stateful.

Function recv state (Figure 4.5) is called when a member receives the state from the leader.

The members stay in the same protocol state and those in protocol states StateXfer and

StatelessXfer cast their votes on the state received. When a vote is received, function

recv state vote (Figure 4.6) is called. All members check whether they have received votes

from everybody else, and, if they have not, stay in the same protocol state. If the mem-

bers have received all the votes or if the voting timeout occurs (Figure 4.7), all execute the

finish function (Figure 4.8). StatelessXfer members move back to protocol state State-

less, Stateful members move back to Stateful and the members in protocol state Get-

tingState also move to protocol state Stateful. Thus, the protocol completes with all

the members back in protocol state Stateless or Stateful.

recv new view: Figure 4.3 describes the action taken by members in different proto-

col states when a view-change notification is received (and a call to recv new view is made).

When the view change for the singleton view is received, the member (protocol state Ini-

tial) changes its protocol state to Joining. After that, the IT-GCS merges the singleton

group with the group to be joined and sends a new view. When the second view change is

received by the new member (protocol state Joining), it changes to Stateless and stores

all the members in the view in stateless list.

When the view change is received, any stateful or stateless members (in protocol state

Stateful or Stateless, respectively) just update the view information that they have in

the stateful list and stateless list by removing members no longer in the group and adding

any new members in the group to the stateless list. The stateless members install a new

view with all members in the stateless list. The stateful members install the new view with

the already existing stateless members and the new member(s) in the stateless list, and all
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Recv New View(view data vd)
1 cancel any pending timers
2 view ← vd.member list()
3 switch (protocol state)
4 case Initial :
5 protocol state← Joining

6 case Joining :
7 case NonBuffering :
8 case GettingState :
9 protocol state← Stateless

10 stateless list← view
11 case Stateless :
12 case StatelessXfer :
13 protocol state← Stateless

14 stateless list← view
15 case Stateful :
16 case StateXfer :
17 protocol state← Stateful

18 stateful list← stateful list ∩ view
19 stateless list← view \ stateful list
20 if protocol state = Stateless & want state = 1
21 then if only one member in the group
22 then protocol state← Stateful

23 move my id from stateless list to stateful list
24 else protocol state← NonBuffering

25 cast ask state message
26 unblock message processing, if blocked

Figure 4.3: The recv new view Function

the stateful members in the stateful list.

A view change can sometimes be made to occur during the state transfer protocol to

restart the protocol from the beginning. If that happens, any member waiting to receive

or install state during the state transfer process (protocol state NonBuffering or Get-

tingState), when it receives a view change, assumes that the state transfer process was

terminated, discards the state, and becomes Stateless. Any stateless or stateful members

that receive the view change when the state transfer protocol is progressing (protocol state

being StatelessXfer or StateXfer, respectively) also consider the state transfer to have
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terminated, and move to protocol states Stateless or Stateful, respectively. They also

update the stateful list and stateless list using the view information received. Function

recv new view ensures that all members are in protocol state Stateless or Stateful and

have the updated view state information in the lists stateless list and stateful list. In case

the view change terminates the state transfer process, the members also unblock message

processing (blocked for the duration of state transfer) on receiving the view change.

If no stateless member in the group wants to become a stateful member, the state transfer

protocol is not started, and the group can start normal functioning. On the other hand, if

any stateless member has want state equal to 1 and the number of members in the group

is more than 1, the member sends a request for state (ask state message) to the group,

blocks itself, and moves to protocol state NonBuffering (see Figure 4.3). This marks the

beginning of the state-cast phase of the state transfer process. However, if the number of

members in the group is 1 (that is, this member is the first member of the group), if it has

want state equal to 1, it just moves to protocol state Stateful and does not try to get

state from other members (because this is the only member). Any stateless members with

want state equal to 0 stay stateless.

recv ask state: When the group members receive a request for state, function recv ask state,

as shown in Figure 4.4, is called. If the requester is not in stateless list, the request is ig-

nored. If any stateful member sees that the request is from a stateful member, it suspects

the requester. Any stateful or stateless member, on getting an ask state message from a

stateless member, moves the member from stateless list to xfer list. It also flushes its han-

dlers and starts blocking and buffering any incoming messages other than the state transfer

messages. The leader of the group multicasts its state to the group. All non-leaders start a

state cast timer and start waiting for the state from the leader.

If a member that has itself requested state (protocol state NonBuffering) receives an

ask state message, it checks whether the requester is in the view and if it is, starts buffer-

ing non-state-transfer-related messages, moves the requesting member from stateless list to

xfer list and moves to protocol state GettingState. Any GettingState member that re-

ceives ask state just moves the requesting member from stateless list to the xfer list. Stateful

or stateless members that are already in the process of state transfer (protocol state Sta-

teXfer or StatelessXfer) only move the requester from stateless list to the xfer list and

continue with the protocol. At that point, if the request was a valid request (that is, it was

from a NonBuffering member), all members move to GettingState, StateXfer, or

StatelessXfer protocol state. However, if the request was invalid, there is no change in

the members, and any malicious member might be suspected.
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Recv Ask State(Member Id origin)
1 switch (protocol state)
2 case NonBuffering :
3 if origin ∈ stateless list
4 then move origin from stateless list to xfer list
5 protocol state← GettingState

6 block message processing
7 case GettingState :
8 if origin ∈ stateless list
9 then move origin from stateless list to xfer list

10 case Stateless :
11 if origin ∈ stateless list
12 then protocol state← StatelessXfer

13 move origin from stateless list to xfer list
14 block message processing
15 start state cast timer
16 case Stateful :
17 if origin ∈ stateful list
18 then suspect list.insert(origin)
19 Suspect(suspect list)
20 else if origin ∈ stateless list
21 then protocol state← StateXfer

22 move origin from stateless list to xfer list
23 block message processing
24 stored state← application state
25 start state cast timer
26 if is leader
27 then Cast state(stored state)
28 case StatelessXfer :
29 if origin ∈ stateless list
30 then move origin from stateless list to xfer list
31 case StateXfer :
32 if origin ∈ stateful list
33 then suspect list.insert(origin)
34 protocol state← Stateful

35 Suspect(suspect list)
36 else if origin ∈ stateless list
37 then move origin from stateless list to xfer list

Figure 4.4: The recv ask state Function

34



If a non-leader in protocol state StateXfer or StatelessXfer does not receive the

state cast from the leader and the state cast timer goes off, the non-leader moves to proto-

col state Stateful or Stateless, respectively, and suspects the leader. In the presence of

certain minimum number of suspects, the normal view change starts, a new leader is elected,

and the state transfer resumes after recv new view. As discussed in Section 4.4, the number

of suspects needed to remove a corrupt member, is f + 1.

recv state: The voting phase starts when all of the members have received a state cast

(before the timeout) and recv state is called, as shown in Figure 4.5. If the state was received

from a non-leader, it is neglected. If the state was received from the leader, but the recipient

is not in any of the “state-transfer protocol states”, that is, StateXfer, StatelessXfer,

or GettingState, the sender is suspected, because the state transfer is not taking place.

This prevents a malicious leader from stopping the group’s functionality by initiating state

transfer arbitrarily, and avoids Denial of Service attacks.

Members in protocol state StateXfer or StatelessXfer cancel the state cast timer

on getting the state from the leader. The StatelessXfer members cast the vote neutral

because they do not have knowledge of the actual current state and cannot check whether

the state cast by the leader is correct. Still, the vote cast by the stateless members is

important for synchronization after the voting process is over. The StateXfer members

compare the received state with their own. If the states match, a yes vote is multicast to

the group. If the states do not match, the leader is assumed to be corrupt and a no vote is

cast. If that happens, the member also moves to protocol state Stateful and suspects the

leader. The change of protocol state indicates that this member no longer participates in

the protocol and aims to participate only after the exclusion of the corrupt leader from the

group. Any StatelessXfer or StateXfer members with matching state start waiting for

votes with a certain voting timer. They copy the stateless list and stateful list to voter list.

The voter list contains the identifiers for members from which votes are to be received,

including the member’s own identifier. If the state was sent by the leader, any member in

protocol state GettingState (one that wants state) saves the state temporarily, and waits

for votes on this state.

recv state vote: Every member maintains a yes count, which is the number of yes votes

received for the state cast by the leader. The function recv state vote, as shown in Figure 4.6,

is called whenever a member receives a vote on the state cast by some member of the group.

The sender of the vote is removed from the voter list. If the sender was not in the list,

the vote is neglected. If the sender was present in the voter list, a GettingState or
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Recv State(Member Id origin, ACE Message Blockstate)
1 if protocol state = Stateless ‖ protocol state = Stateful

2 then suspect list.insert(origin)
3 Suspect(suspect list)
4 return
5 if origin �= leader()
6 then suspect list.insert(origin)
7 return
8 yes count← 0
9 switch (protocol state)

10 case GettingState :
11 stored state← state
12 voter list← view \ xfer list
13 start voting timer
14 case StatelessXfer :
15 cancel state cast timer
16 voter list← view \ xfer list
17 Cast vote ′neutral′

18 start voting timer
19 case StateXfer :
20 cancel state cast timer
21 if stored state = state
22 then voter list← view \ xfer list
23 Cast vote ′yes′

24 start voting timer
25 else Cast vote ′no′

26 suspect list.insert(origin)
27 protocol state← Stateful

28 Suspect(suspect list)
29 case default :
30 suspect list.insert(origin)
31 Suspect(suspect list)

Figure 4.5: The recv state Function

StatelessXfer member also increments the yes count for a yes vote and does nothing else

for a neutral or no vote. A GettingState member also adds the sender to stateful list.

That is important, because the state transfer protocol aims not only to install state in the

new member(s) but also to inform them about the view state of the group. A StateXfer
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Recv State Vote(Member Id origin, string vote)
1 if origin /∈ voter list
2 then return
3 voter list.remove(origin)
4 if vote =′ neutral′

5 then if protocol state = GettingState

6 then stateless list.insert(origin)
7 else if protocol state = StateXfer & origin ∈ stateful list
8 then suspect list.insert(origin)
9 stateful list.remove(origin)

10 else if vote =′ yes′

11 then yes count + +
12 if protocol state = GettingState

13 then stateful list.insert(origin)
14 else if protocol state = StateXfer & origin ∈ stateless list
15 then suspect list.insert(origin)
16 stateless list.remove(origin)
17 else
18 if protocol state = StateXfer

19 then suspect list.insert(origin)
20 if voter list = φ
21 then cancel voting timer
22 Finish()

Figure 4.6: The recv state vote Function

member checks which list the sender of the vote lies in. A neutral vote should be cast only by

a member of the stateless list and a yes or no only by a member of stateful list ; otherwise,

the sender is suspected. For a yes vote cast by a member of stateful list, the yes count is

incremented, while for a no vote, the member is added to suspect list but not immediately

suspected. That allows the correct members to suspect all the corrupt members together in

the end, so as to reduce the time required by the protocol. It also prevents an intelligent

attacker from delaying the state transfer by making a corrupt member misbehave by casting

a no vote every time the state is cast. The view state of the new member can get corrupted

because of corrupt members’ wrong votes, but those members will be suspected and removed

from the group, and the correct view state will be restored.

Figure 4.6 shows that after every vote, the members check whether the voter list is empty.

If all the votes have been received, the voting timer is canceled, and the protocol is completed
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by a call to finish (which will be discussed later in this section).

voting timeout handler: The voting timeout handler, as shown in Figure 4.7, is called if

the protocol does not finish before the voting timer goes off. It simply moves all the members

from the voter list (a list of those whose votes were not received before the timeout) to the

suspect list, and calls finish to complete the protocol.

Voting Timeout Handler()
1 if protocol state �= GettingState

2 then suspect list← suspect list ∪ voter list
3 Finish()

Figure 4.7: The voting timer Timeout Handler

finish: The function finish, as shown in Figure 4.8, completes the protocol. The protocol

completion condition is that the yes count should be greater than �(|V | − 1)/3� (that is, at

least 1 more than f). This implies that at least one correct member has voted for the state.

Thus, the state cannot be wrong, and the protocol should end with the installation of state

in the new member and its addition to the stateful lists at all the members. When finish is

called and the completion condition holds true, the StateXfer members add the members

of the xfer list to the stateful list, while the StatelessXfer members just add them to the

stateless list. The stateful or stateless members also move to protocol state Stateful or

Stateless, respectively. The GettingState members install the state when the comple-

tion condition holds true, add the xfer list to the stateful list, and move to protocol state

Stateful. They put all the remaining members into the stateless list.

Whether the completion condition holds true or not, all stateful or stateless members

also suspect the members in their suspect list. All unblock further message processing and

move to protocol state Stateful or Stateless.

4.4 Correctness

The state transfer protocol discussed above aims to enable state transfer from the existing

stateful replicas in the group, to a new stateless replica that wants state, without any implicit

trust being placed on the replica actually sending the state or the replicas voting for the state.
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Finish()
1 switch (protocol state)
2 case StateXfer :
3 if yes count > (view size− 1)/3
4 then stateful list← stateful list ∪ xfer list
5 unblock message processing
6 protocol state← Stateful

7 if suspect list �= φ
8 then Suspect(suspect list)
9 case StatelessXfer :

10 if yes count > (view size− 1)/3
11 then stateless list← stateless list ∪ xfer list
12 unblock message processing
13 protocol state← Stateless

14 if suspect list �= φ
15 then Suspect(suspect list)
16 case GettingState :
17 if yes count > (view size− 1)/3
18 then stateful list← stateful list ∪ xfer list
19 stateless list← stateless list \ stateful list
20 protocol state← Stateful

21 Install State()
22 else protocol state← Stateless

Figure 4.8: The finish Function

Moreover, this protocol installs the view state into the new member and tries to remove any

members from the current view state that misbehaved during the state transfer protocol.

During this protocol, care is taken at every step to look suspiciously at every member’s

actions and to proceed further only after that action is proved to be correct by a majority

or proved incorrect, in which case the member is suspected.

The protocol has been designed to tolerate malicious behavior of any member in the

group as long as certain assumptions hold true. The possible intrusions are described below.

The leader is corrupt: If the leader is corrupt, it can try to harm the state transfer

in two possible ways: by not casting the state or by casting the wrong state. The protocol

handles both cases, but the handling does affect the performance of the protocol. The impact

of the leader’s corrupt behavior on the performance of the protocol is discussed in detail in
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Section 5.2.2.

• If the leader does not cast the state, the state-cast timeout occurs, and the leader is

suspected by all correct members (even stateless members keep track of this timer).

Thus the protocol is restarted and the performance is degraded as the state-cast phase

of the protocol is repeated.

• If the leader is corrupt and casts the wrong state, the assumption that there will be

at least f + 1 correct stateful members implies that at least f + 1 suspects will be

generated when the leader’s state is checked, and that the leader will be suspected and

removed. Again, this will also lead to degradation in performance, as the protocol will

have to be restarted.

A non-leader member is corrupt: If a non-leader stateful or stateless member is cor-

rupt, it can try to disrupt the state transfer in many ways. The protocol handles that with

some degradation in performance, which is discussed in detail in Section 5.2.3. The ways in

which a non-leader can misbehave are outlined below.

• If a non-leader misbehaves by sending state, the protocol ignores it. State sent by a

non-leader is not even checked for correctness.

• A member can cast a wrong vote, but that will lead to its elimination from the group in

the next view change. This won’t even degrade performance, because all the noticeably

corrupt members are removed only after the state transfer is complete.

• A corrupt member can degrade performance by not voting at all and forcing the vot-

ing timeout, but that will lead to its exclusion from the group after the state transfer

is complete.

New member is corrupt: If the new member is corrupt, it can misbehave by not asking

for state, in which case it will be considered stateless. It can send a state itself, but the state

would be neglected, as this member is not a leader. It can try to send a wrong vote, but that

vote would also be neglected, as new members are not in the voter list. The new member

cannot do anything to corrupt other members’ states or delay the state transfer process.

We made some important decisions during the design of this protocol to ensure removal

of trust with little compromise on the performance of the protocol. Some design decisions

and assumptions have been discussed below.
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Significance of the leader casting the state: One important decision was to have the

state cast to the new member by the leader of the group and not by any arbitrary member.

Although, this imposes on the group membership protocol the restriction that it must have

a stateful member as the leader of the group (if not all members are stateless), it has some

advantages. Having the leader cast state means that there is none of the overhead that would

result from a decision algorithm used to decide which member should cast the state. Also, it

prevents faulty non-leaders from slowing down the protocol by casting the state when they

should not. If the state cast by the leader is incorrect, the other members first remove the

leader from the group and restart the protocol. It is necessary to restart the state transfer

protocol and obtain a fresh state cast to allow the new member to get the correct state.

f + 1 correct-stateful members necessary: The group membership protocol, as dis-

cussed in Section 2.2.2 and in detail in [Ram02], requires that at least one-third of the group

suspect a member before it decides that the member is faulty and has to be removed. In

other words, if �(|V | + 2)/3� members suspect a particular member, then that member is

removed from the group. This number is equal to f +1, and implies that even if one correct

member suspects a member, then that member should be eliminated from the group. During

the state transfer process, a limitation is that only the stateful members know whether some

other member is misbehaving by casting either the wrong state or a wrong vote. Hence we

have the additional requirement that at least f + 1 members be stateful and correct. That,

along with the assumption that at most f members can be simultaneously corrupt, implies

that 2f + 1 stateful members in the group will be sufficient for intrusion tolerance, though

not necessary.

Rationale behind having stateless members cast a neutral vote: The protocol aims

to implement transfer of both the application state and the view state with no implicit trust

in an asynchronous environment. The new member has no knowledge of the view state of

the system and uses the votes cast by the members only to construct the view state. That is

why the protocol involves the stateless members also casting a neutral vote on receiving the

state. The view state could have been constructed even without the neutral vote if the new

member assumed that all members that have not cast their votes are stateless. However,

that approach would require the protocol to continue to a timeout even when all members

are correct, and thus would add delays. The timeout approach could be avoided by having

stateful members cast a transfer complete as they have the correct view state and would

know when all the stateful members have cast their votes, but that is not done because of

the high additional message-passing and synchronization overhead involved.
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Rationale behind waiting to receive votes from all the members during voting

phase: The members wait to receive votes from all the members, or the voting timeout to

occur, before calling the function finish, instead of completing the protocol after receiving f+

1 yes votes. The reason is that the state transfer protocol also aims to establish consistency in

state across replicas. Thus, any malicious or accidentally corrupted replicas can be removed

from the system. This helps in establishing the correct intrusion-tolerance level of the system

so that corrective action (such as starting more replicas) can be taken.
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Chapter 5

Performance Measurement

Facilitating state transfer without trusting the replica sending the state does impose ad-

ditional protocol overhead. This chapter describes the measurements done to gauge the

performance overhead and discusses the additional cost incurred due to our protocol. In

particular, Section 5.1 describes the environment in which the experiments were conducted.

It also discusses the metrics used to judge the performance of the protocol. Section 5.2

discusses the performance results obtained and their significance.

5.1 Experimental Setup

The tests were carried out on a testbed of ten 1GHz Pentium III CPU computers with 256Mb

RAM each. The computers were connected by a full-duplex 100Mbps switched Ethernet

network. The machines were otherwise unloaded, and a single process ran on each machine.

The time measurements were taken in units of clock cycles using an assembly-level instruction

provided by the Pentium instruction set; we converted the measurements to milliseconds for

clarity and ease of presentation, by multiplying them by the appropriate constant multiplier.

The experiments were done using a host key size of 1024 bits. The state transferred

had a size of 20 bytes. 50 runs of each experiment were done. The metrics measured were

time taken for the state-cast and voting phases of the state transfer protocol and also the

total time taken for state transfer to complete. Mean values and confidence intervals were

calculated.

In addition to measuring the time spent in various phases of the protocol when the group

members work according to the protocol specification, the performance measurements also

examined cases in which the leader was corrupt or some non-leader member was misbehaving.

For measuring the performance of the leader misbehaving when the group size is n, we started

the leader with a command-line argument that configured it to misbehave when the group
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size reaches n. Similarly, errors in non-leader group members were also introduced from the

command line. Command-line arguments were also used to specify the type of misbehavior

displayed, such as failing to respond to a request or sending a bad reply.

5.2 Experimental Results

This section presents the results of the various experiments we conducted, and draws some

conclusions about the cost of removing trust from the state transfer process. In the graphs,

all confidence intervals depicted by error lines perpendicular to the graph represent 95%

confidence and were computed under the assumption that the samples were from a normal

distribution.

We conducted performance studies for our state transfer protocol when all the members in

the group were correct. We also introduced corrupt processes and did performance analysis

for cases in which the leader was corrupt or some non-leader members were corrupt. The

results and analysis follow.

5.2.1 Performance in the Absence of Corruption

We compared the performance of the state transfer protocol with the time taken for the

state-cast phase of the protocol. It should be noted that the state-cast phase of the protocol

consists only of the new replica casting a message and asking for state and the leader casting

the state. This step will be part of any pull -type state transfer protocol, which is required

if we want to have both stateless and stateful members in the group. Thus, the time taken

during the state-cast phase of the protocol is expected to be less than the time taken by any

protocol for state transfer. Thus, a comparison of the total protocol time with the time for

state cast gives a reasonable estimation of the overhead incurred in removal of trust.

As can be seen in Figure 5.1, for small group sizes, the protocol overhead represented by

the voting phase is almost negligible compared to the state-cast time. However, as the group

size increases, we observe that the fraction of total time spent in protocol overhead increases

from a small 7.3% for a group of size 4 to almost 20% of the total time for a group of size 10.

A point to be noted here is that the time measured for state transfer does not include the

time required to install the state at the new replica. The reason is that the time to install

state is highly dependent on two things: the actual size of the state and, more importantly,

the time taken by the IT-gateway to process the install state directive. Thus, if we were

to include the time for state installation in the total time, that would further reduce the

relative effect of protocol overhead on the total time taken by state transfer and installation.
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Figure 5.1: Performance in the Absence of Corruption

We notice in the figure that the voting time is almost 0 for group sizes 2 and 3, and even

state-cast time does not change for these group sizes. The reason is that the IT-GCS does

not use cryptography for group sizes less than 4, as it does not ensure any reliability for such

small groups. That is why, the time for state transfer rises steeply for group size 4. The

state-cast time increases with the increase in the number of groups and shows noticeable

jumps for group sizes 7 and 10. The reason is that group sizes equaling 3f + 1 increase

the intrusion tolerance of the group, thus requires that IT-GCS have to check additional

signatures to establish that the majority of replicas agree with any message sent [Pan01].

This overhead accounts for the increased time taken. On the other hand, no such noticeable

jumps are observed in the time taken by the voting phase of the protocol. The reason is

that in the voting phase, the new member waits for all the votes before installing the state,

in order to enable the state transfer protocol to suspect and remove misbehaving members

from the group. Therefore, every additional member in the group increases the time it takes

for the members to receive and process the votes almost linearly, so we see an almost linear

increase in the voting phase time.
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5.2.2 Performance When the Leader is Corrupt

The protocol relies on the leader to respond to the request for state by sending its own state.

Thus, to remove trust, it is necessary to consider a scenario in which the leader is corrupt

and tries to harm the functioning of the group by not casting the state or by casting a wrong

state. It is also essential to ensure that the performance degradation caused by a corrupt

leader is minimal.
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Figure 5.2: Performance When the Leader Does Not Reply

Corrupt Leader Does Not Respond: Figure 5.2 shows the performance degradation

in state transfer when the leader does not reply to the request for state. Since the time

taken for the leader to cast state is seen to be as much as 2 seconds for group size 10 (see

Figure 5.1), the timeout value for the leader to cast state is safely taken to be 5 seconds.

Note that a better estimate of timeout value could help improve the performance of the

system. It is observed that when the leader is corrupt and does not reply to state requests,

the time it takes for state transfer to complete for group size n includes the time it takes for

state-cast timeout to occur, the time it then takes to suspect and remove the leader from

the group, the time it takes for a view change to occur, and then the time it takes for state
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transfer to occur in a group of size n − 1. In the figure, while the time for state transfer

in the absence of corruption increases from approximately 1.25 seconds for group size 4 to

about 2.5 seconds for group size 10, the time when the leader is corrupt increases by almost

3 seconds from about 8 seconds for group size 4 to almost 11 seconds for size 10. The reason

is that a higher group size leads to an increase in the time it takes to suspect and remove

the leader, form a new group, and perform state transfer in the group after the view change.
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Figure 5.3: Performance When the Leader Sends a Wrong State

Corrupt Leader Sends Wrong State: A corrupt leader can also try to disrupt the

functioning of the group by sending a wrong state to the new member. The leader would

then be suspected and removed by the existing correct stateful members before state transfer

is restarted in the new group with one less member. Figure 5.3 shows the degradation in

performance because of the corrupt behavior of the leader. The time taken does not depend

on the choice of timeout values, but only includes the time for two state-cast phases and one

voting phase. Voting phase does not happen twice because on confirming the receipt of a

wrong state, the correct members immediately suspect the leader, thus starting the process

of consensus on suspects in the GCS. The figure also shows graphs of the times taken for

state-cast when there is no corruption in the n-member group and the total time taken for
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state transfer when there is no corruption in the (n−1)-member group. The graph of a leader

responding with bad state would be the sum of these two graphs plus the time it would take

for suspects to cause new group formation and view change. It can be seen that as group

size increases, the corresponding increase in time when the leader is corrupt is more than

double the increase we see when the leader is not corrupt. The reason is that the effect of

increasing group size is doubled if the leader is corrupt because state-cast will happen twice.

Also, increasing the group size increases greatly, the time it takes to suspect and remove the

corrupt leader.

5.2.3 Performance When a Non-leader Member is Corrupt

Any corrupt member can try to disrupt the state transfer process by voting against a correct

state sent by the leader, by voting for a bad state, or by not voting on the state.
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Figure 5.4: Performance When a Member Does Not Cast a Vote

Corrupt Non-leader Member Does Not Vote: When a member does not cast a vote

on the state, the protocol waits until the voting timeout occurs. As seen in Figure 5.4,

the timeout value is currently set to be 2 seconds, which is why the voting phase time is
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constant at 2 seconds for all group sizes when some member does not cast its vote. There

is no additional overhead, because the corrupt members are removed only after the state

transfer process is complete. Thus, the total transfer time if there is a corrupt member

reflects the increase in voting time, relative to the scenario with no corruption. We also

notice that the increase in state transfer time with increasing group size is less if there is a

corrupt member. The reason is that the voting phase time is constant when there is a corrupt

member, whereas if there is no corruption, when increasing group size increases voting time,

it also increases the total state transfer time.
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Figure 5.5: Performance When a Member Casts a Wrong Vote

Corrupt Non-leader Member Casts a Wrong Vote: When a member misbehaves by

casting a wrong vote (e.g., a stateful member casts a no vote even when the state is correct,

or casts a yes vote even when the state is bad, or a stateless member casts a yes or no

vote instead of a neutral vote), the protocol does not suffer any degradation in performance.

This is apparent if Figures 5.5 and 5.1 are compared. When a corrupt member casts a yes

vote on a bad state, the protocol proceeds by suspecting and removing the leader, and the

performance degradation is as shown in Figure 5.3. In other cases, when a wrong vote is

cast and the state is correct, the misbehaving member is just put into a list of members
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to be suspected, but a suspect message is not sent until the end of state transfer. Thus, if

the assumptions in Section 4.1 are met, enough correct votes will be received to attain a

majority, and state transfer will be completed in the same time it takes for state transfer to

complete with all correct members.

It is observed that the state transfer protocol can handle all the corruption cases as

long as the assumptions in Section 4.1 are met, but that some performance degradation is

observed. We have studied the dependence on group size of both the time it takes to perform

the two phases of state transfer and the total state transfer time. When timeouts occur in

any of the phases, the observed performance degradation is considerable. The performance

degradation in those cases, depends on the choice of timeout values and can be improved

to some extent by more intelligent selection of the respective values for the state-cast and

voting timeouts.
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Chapter 6

Conclusions and Future Work

6.1 Conclusions

This thesis discussed the need for an interface to a group communication system to facili-

tate ease of implementing intrusion-tolerant applications, independent of the type of GCS

being used. It detailed the implementation of one such interface, describing the different

components, their interactions among themselves, and details of the interface provided to

the IT-Gateway, as well as functions and properties required from the group communication

system. We also designed an intrusion-tolerant state transfer protocol that does not depend

on implicit trust between replicas and ensures that correct state is installed in a new member

even in the presence of corrupt members in the group. The protocol also aims to enable state

transfer in groups with both stateful and stateless members. The protocol was implemented

and extensively tested.

We did extensive performance analysis of our protocol in order to estimate the perfor-

mance overhead associated with removal of trust during state transfer. Comparing the time

taken for state transfer with the time taken for the state-cast phase shows that minimal

overhead is introduced by the additional message exchange because of voting on the state.

However, we observed that the overhead increases almost linearly with increasing group size.

Thus, removing trust from the state transfer process does come at a price. Comparing the

performance of the protocol when there are faulty non-leaders with the performance when

there is no corruption, shows that the overhead caused by the presence of faulty members is

very small when the members do not vote, and that in fact, no overhead is introduced when

the members cast wrong votes on the state. On the other hand, the presence of a faulty

leader does affect the performance considerably, because a large amount of time is spent

in excluding the leader from the group and repeating phases of the state transfer protocol.

Performance is negatively affected whenever timeouts occur because of the leader or non-
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leaders not replying, although that effect can be reduced to some extent by a better choice

of timeout values.

The state transfer protocol relies on certain assumptions about the group membership

and certain properties provided by the IT-GCS, but the Group Member layer can be put on

top of any GCS through use of an appropriate GCS Adaptor.

6.2 Future Work

The state transfer protocol has been designed to be generic so that it can work on top of any

group communication system and allow the presence of both stateless and stateful members

in groups of applications using the interface provided. The implementation has been tested

and shown to work within the ITUA framework. It can interact with C-ensemble and

Ensemble GCSs, and the IT-Gateway implemented in the ITUA architecture. However, the

current implementation of the IT-Gateway has two types of stateful members: those that

maintain only handler state (communication group members), and those that maintain both

handler state and application state (replication group members). Further work is needed

to modify the ITUA handlers to present a consistent notion of state to the Group Member

layer.

The correctness of the state transfer protocol has been discussed informally, but we

have not proven it formally. Considering the high possibility of errors in designing complex

distributed systems, formal validation of the protocol is an important future research step.

We observed that the slower phase of the protocol was the state-cast phase. More work

can be done in the area of improving the time taken to send the state. For example, we

might have more than one stateful member cast portions of state to the new member, and

check whether the time taken for the slower state-cast phase is reduced. Furthermore, if any

improvement is observed, strategies for voting and removal of trust in such a scenario should

be looked into.

The protocol uses two timeouts, which were fixed for the timing experiments. In fact,

the performance in the presence of corrupt members that do not respond, depends heavily

on those timeout values. Thus, we need to pursue ways to obtain better timeout values. In

particular, we might look into making the group member learn to adjust the timeout values

dynamically based on the message passing delays observed.
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