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Abstract

Building large-scale distributed object-oriented systems that
provide multidimensional Quality of Service (QoS) in terms
of fault tolerance, scalability, and performance is challeng-
ing. In order to meet this challenge, we need an architecture
that can ensure that applications’ requirements can be met
while providing reusable technologies and software solu-
tions. This paper describes techniques, based on the AQuA
architecture, that enhance the applications’ dependability
and scalability by introducing two types of group members
and a novel passive replication scheme. In addition, we
describe how to make the management structure itself de-
pendable by using the passive replication scheme. Finally,
we provide performance measurements for the passive rep-
lication scheme.

1. Introduction

There have been several attempts to build distributed object-
oriented systems that provide tunable fault tolerance, scal-
ability, and performance. Notable work includes the Delta-
4 project [Pow91], Aurora [AMW], and Chameleon
[Bag98], among others. Providing fault tolerance at the
process level through the use of the group communication
paradigm has also been studied. Work in this area includes
Ensemble [Hay98], Cactus [Bha97], and Rampart [Rei95].
There have also been many attempts to provide fault toler-
ance to distributed CORBA applications by using group
communication. Those projects include Maestro [Vay98],
OpenDREAMS [Fel96] and Eternal [Nar99]. The Object
Management Group (OMG), which designed CORBA, has
also recently provided a Fault Tolerant CORBA standard
[OMGY99]. Readers are referred to [RenOla] for a detailed
review of the related work.

The AQuA architecture [RenOla, RenOlb] is a framework
for building dependable, distributed, object-oriented systems
that support adaptation to both faults and changes in an ap-
plication’s dependability requirements. It provides the types
of fault tolerance specified by the CORBA fault tolerance
standard. In the previous AQuA work, active replication
schemes were developed. In active replication, all object
replicas independently execute the method invocations. This
technique requires that CORBA ORB and object replicas be
deterministic to ensure that incoming messages are dis-
patched from the ORB to the replicas in the same order, and
that the replicas process the messages in the same order.
However, distributed applications do not include only deter-
ministic operations; some of them may contain non-
deterministic operations. For example, an application could
contain multiple threads. For an application with non-
deterministic operations, although the active replication
mechanism can ensure that all incoming messages are deliv-
ered to the replicated objects in a totally ordered sequence,
the non-deterministic operations will cause the replicas in
different states to generate conflicting results. Since active
replication schemes are not suitable in these cases, we devel-
oped the AQuA passive replication schemes to handle non-
deterministic applications. The passive replication scheme,
in which only the leader of the replicas processes messages
and makes decisions, has the ability to provide fault tolerance
to the non-deterministic applications.

The remainder of this paper is organized as follows. In Sec-
tion 2, we will give a brief review of the AQuA architecture
in order to help readers understand the rest of the paper.
Section 3 introduces two types of group members and the
methods of reliable communication. Section 4 details the
implementation of the passive replication scheme. Section 5
focuses on how to provide dependability to the dependability



manager using the passive replication schemes. Section 6
provides detailed performance measurements for the passive
replication scheme. Finally, Section 7 concludes the paper.

2. AQuA Overview

This section briefly reviews the AQuA architecture. Readers
are referred to [Cuk98, RenOla] for details. In AQuA, fault
tolerance is achieved through replication of objects. The
AQUuA infrastructure consists of a replicated dependability
manager, a set of object factories, and gateway handlers.
The dependability manager determines system configura-
tions at runtime so that dependability requests are satisfied
and system resources are used in a cost-effective manner.
An object factory that resides on each host is used to create
and kill objects. The replicated objects form a group. Mes-
sages communicated among different objects are sent
through groups. A group communication system (Maes-
tro/Ensemble [Vay98, Hay98]) is used to provide reliable
message multicast, totally ordered message delivery, and
group membership maintenance.

In AQuA, we developed a unique proxy approach that uses
“AQuA gateways” to give a client object the perception that
it is talking to a single remote object. The AQuA gateway
has a standard IIOP interface to communicate with CORBA
applications, and a set of communication schemes and repli-
cation protocols to reliably communicate invocations to the
replicated remote servers. The communication and repli-
cation schemes are located in gateway handlers. Only the
handlers are inside the communication groups, as shown in
Figure 1, in which “h” represents a handler. The AQuA
gateway handler is responsible for finding a set of replicated
server objects that can implement a client’s request, passing
them the parameters, invoking their methods, and returning
the results. The replication schemes in the handler provide
strong data consistency among the replicated objects. They
ensure reliable message communication, no matter when
and where server object replicas fail before the client re-
ceives the replies.

3. Persistent and transient group members

To achieve scalability, we enhance the AQuA group struc-
ture by introducing persistent and transient group members.
In AQuA, two types of groups are provided: replication
groups and connection groups. A replication group is com-
posed of one or more replicas of an AQuA object. These
objects may be transient or persistent members of the group.
Persistent members join the group when they are created,
and remain in the group. Transient members join a replica-
tion group only when they need to multicast a message to
the replicas in the group. After sending a message, these
objects leave the group. A replication group has one persis-
tent object that is designated as its leader and may perform
special functions. A connection group consists of the per-
sistent members of two replication groups that wish to
communicate.

As specified above, each replicated object is located inside a
replication group. AQuA provides two methods of reliable
communication between objects that are in two different rep-
lication groups. One way is to use a connection group,
which is done if the sending object is a persistent member of
its replication group, and hence is in a connection group
shared by the destination replicated object. In that case, a
replicated object that is inside a replication group multicasts
messages within a connection group to forward them to the
other replicated object. Using that approach, two different
objects are able to communicate using both one-way and
synchronous remote method invocations. This approach
requires that there be a pre-established connection group
before objects send messages to each other.
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Figure 1: Example Group Structure in AQuA

In the second method of reliable communication, the sending
object becomes a transient member of a replication group
with which it wishes to communicate. The invocations made
by transient members can only be one-way. In addition, only
the leader of a sender replication group is allowed to become
a transient member of another replication group, and the
leader is responsible for making invocations on behalf of the
sender replication group. The method is only suitable for
situations in which duplicate messages are allowable (at-
least-once semantics). Communication through a transient
group member is useful in situations in which communica-
tion is fairly infrequent. In such cases, the overhead in join-
ing and leaving a replication group is small relative to that of
maintaining a connection group between two replication
groups.

As a result, the above two types of group members not only
provide different reliable communication methods, but also
allow an application to choose different types of AQuA
groups. For an illustration of the possible use of persistent



and transient group members, consider Figure 1. Solid lines
define the replication and connection groups. Each replica-
tion group implements a type of replication scheme. Inter-
operability between different replication schemes is sup-
ported though the connection group. The dashed oval repre-
sents the occurrence of a transient member joining a replica-
tion group. The leader of replication group 2 becomes a
transient group member of replication group 1 in order to
send messages to the replicas in replication group 2.

4. Passive replication schemes

In AQuA, passive replication is used to provide dependabil-
ity to non-deterministic applications to tolerate process
crash failures. During fault-free operation, only one mem-
ber of the object group, the leader, executes the method
invoked on the group. The gateways of the other replicas
store the sequence of method invocations in a buffer but do
not deliver the messages to their applications, and thus do
not process the request. Periodically, the state of the leader
is transferred to the other members (the backup replicas) or
to stable storage. In the presence of a leader crash, a
backup member becomes the new leader of the group and
updates its state. Two types of passive replication schemes
have been implemented: the passive replication with state
cast scheme and the passive replication with stable storage
scheme. In the first scheme, the leader multicasts its state to
the backup replicas. This scheme provides a way for the
backup replicas to access the state immediately during fault
recovery. In the second scheme, the leader stores its state in
stable storage. When the original leader fails, the new
leader will take over from the original leader by getting the
state from stable storage. Compared to the state cast
scheme, this scheme reduces the number of messages trans-
mitted over the network. However, the recovery time could
be longer than in the state cast case, because the new leader
needs time to get the state from stable storage.

In both of the passive replication schemes, an application
can determine the periodicity of state capture. If the state is
captured after more than one outgoing message has oc-
curred (periodic state transfer), the application must be de-
terministic. Otherwise (for example, if the application is
nondeterministic), the replaying of the same input messages
will lead the new leader to a different state, which could
generate inconsistent output messages. If the state is trans-
ferred after each outgoing message (every-message state
transfer), the new leader will always receive the state that
the original leader had before its last output message, and
thus will generate output messages that are consistent with
the original leader. In that case, the application does not
need to be deterministic.

The challenging issue in designing the passive replication
schemes was to guarantee strong data consistency among all
replicas (even when replicas crash or generate wrong mes-
sages). Strong data consistency includes the ability to (1)
ensure reliable transmission of each application message
from one replicated object to another, so that messages will

not be lost even if replicas crash, (2) guarantee that no dupli-
cate messages are delivered to the replicated objects, and (3)
react correctly when the number of replicas in a replication
group changes. In order to maintain strong data consistency,
each replication scheme contains a communication method-
ology that has several steps for sending each request and
receiving the corresponding reply. By using these steps, the
communication scheme can provide reliable message trans-
mission, totally ordered messages across replicas, and auto-
matic recovery from replica crash failures. In the following
subsections, we focus on the state cast scheme with every-
message state transfer strategy.
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Figure 2: Passive Communication Steps

4.1. Communication steps

We briefly describe the passive communication steps before
providing a detailed description in the next section. Suppose
that replication group i is the sender group and group j is the
receiver group, as shown in Figure 2. The replicas in replica-
tion group j are passively replicated. In the first step, the
replicas in group j receive a request from the replicated ob-
ject in group i. Only the leader Oy processes the request,
and the backup replicas Oy, keep copies of the request that
is waiting to be processed. In the second step, when the
leader O, generates a reply, it multicasts the reply together
with the list of delivered messages and its gateway state to
the backup replicas. The backup replicas keep copies of the
reply, remove the request that has been processed by the
leader, and update their gateway states. In the third step, the
leader forwards the reply to the replicas in group i by multi-
casting it in the connection group. The backup replicas use
the multicast as a signal to remove their copies of the reply.

4. 2. Communication scheme

Figure 3 illustrates the passive communication scheme in
detail. When replicas receive messages from other AQuA
objects (Figure 3, (1)), the backup replicas store the mes-



sages in their input message buffers, which hold the incom-
ing messages and will deliver them to applications when the
backup replica becomes the leader. The gateway of the
leader delivers incoming messages to its application, and
also stores the headers of the delivered incoming messages
in a delivered message list. The application does not need
to know when its state should be captured. The timing of
state captures is determined by an existing interceptor object
provided by AQuA. This interceptor object was developed
based on the ORB’s interceptor technique, which provides
access to messages when the messages are sent through the
ORB. For the nondeterministic applications, whenever the
leader of the replicas sends an output message, (Figure 3,
(2) through (5)), the AQuA’s interceptor will hold that mes-
sage and then generate a GetState callback to the applica-
tion. When the state is returned, the interceptor will for-
ward the outgoing message together with the state to the
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Figure 3: Passive Communication Scheme

When the leader’s gateway receives the message (Figure 3,
(6)), it will first put the output message, the state, and a list
of delivered input messages together, and forward them to
the backup replicas by multicasting them in the replication
group. Then, the gateway will empty its delivered messages
list. When the backup replicas’ gateways receive this mes-
sage (Figure 3, (6)), they place the output message in their
output buffers, remove the already delivered messages from
their input message buffers, and store the application state.
The output buffers are used in case the leader crashes before
sending the output messages to the remote replicated ob-
jects. If that happens, the backup replica that takes over
from the failed leader will get a copy of the messages from
the output buffers and then forward the messages to the re-
mote object. Each time a backup replica receives a state
transfer message, it stores the state, but will not begin to
process the state until the backup replica becomes the new
leader. When the backup replica becomes the leader, the
gateway of the new leader will first send a notification mes-
sage (is_leader) to its application, and then deliver the mes-
sages stored in the input message buffer to the application in
sequence. The notification message is necessary to let the
application start to recover state and process incoming mes-
sages. After that (Figure 3, (7)), the leader’s gateway mul-
ticasts the output message to the connection group. This
multicast will forward the message to the remote replicated

object. The multicast is also used as a signal to the backup
replicas to remove the output message from their output buff-
ers, since the remote objects must have also received copies
of the message as a result of this reliable multicast.
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Dashed ovals represent the occurrence of a transient member joining a replication group.
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Figure 4: The Dependability Manager Group Structure

5. Making the dependability manager depend-
able

The AQuA dependability manager that provides dependabil-
ity and resource management to distributed applications is an
important component in the system. Preventing it from be-
coming a single point of failure was an important issue in the
design of the AQuA architecture. Since the dependability
manager is a multithreaded application, the passive replica-
tion state cast scheme with every-message state transfer is
used to provide fault tolerance to the dependability manager.

The replicated dependability managers form a replication
group, and communicate with the other application compo-
nents through connection groups and through joining replica-
tion groups as transient members, as shown in Figure 4.
Connection groups are used to communicate with the object
factories, QoS requesters, advisor observers, and host ob-
servers/controllers [Ren99, Ren02]. The reason for using the
connection groups is that the messages communicated be-
tween the dependability managers and the other components
contain synchronous CORBA messages. Sending messages
to a replicated object by joining its replication group as a
transient member is used in three cases: when the leader of a
replication group reports persistent group membership
changes to the dependability managers, when the leaders
report value faults to the dependability managers, and when
the leader of the dependability managers changes the other
replicas’ gateway parameters. Becoming a transient member
requires the dynamic joining and leaving of groups. Since
the above cases do not happen often, frequent joining and
leaving of groups should not occur. An alternative to com-
municating as a transient member is to communicate via
connection groups. However, that approach requires the



maintenance of a large number of groups. Using transient
members can greatly reduce the number of connection
groups kept by the dependability managers. As a conse-
quence, we can avoid the scalability problem.

6. Performance measurement

We conducted some performance measurements using the
passive replication with state-cast scheme. We developed
the “deet” application, which uses the Visibroker ORB for
Java, to help test the replication scheme. The measurement
includes the round-trip time recorded in the application, and
the round-trip time spent on handlers in the client gateway,
the server gateway, and the group communication subsys-
tem. The application round-trip time is the time from when
an application sends an invocation until it receives a reply,
as shown in Figure 5. The handler round-trip time is the
time recorded from when the gateway ORB (TAO ORB)
passes a request to the gateway handler until the handler
receives the reply from the group communication subsystem
and forwards it to TAO, minus the time needed by TAO in
the server gateway and the server application to process the
message. The time spent by TAO in the server gateway and
the server application is measured from when the server
gateway forwards the request to TAO until it receives the
reply from TAO. By measuring delays in that way, we can
determine the overhead in delay caused by the developed
replication scheme on both the client and server gateways,
and by the group communication subsystem, independent of
the processing time taken to execute the remote method
itself and the time spent in the server application’s ORB.
This measure can thus give us a good indication of the
overall overhead added by making an application depend-
able, and the additional overhead added by the particular
replication schemes. In the test, a single (unreliable) cli-
ent was used to make requests. The server, which imple-
mented the remote method described above, was replicated,
with each replica running on a different host. In each study,
we ran the instrumented code fifty times to generate each
data point. The client was placed on the host that was the
leader of the replicated servers, so that we could collect the
data in the client and the gateway of the leader of the repli-
cated servers without requiring clock synchronization be-
tween the client and server machines.

First, we studied performance for the passive replication
scheme in terms of different numbers of replicas both with
and without the application’s state. The number of replicas,
which reflects the level of dependability requirements, was
increased from 1 to 11, and the application message length
was 100 bytes. The average round-trip times over the fifty
runs are shown in Figure 6. With application state (100
bytes), the leader of the replicated server transferred the
application’s state together with the gateway state to the
backup replicas whenever it sent an output message. With-
out application state, the leader of the replicated server
transferred its gateway state to the backup replicas only
when it sent an output message. For example, when there
were 3 replicas, with application state, the average handler

round-trip time was 7.8 ms over 50 runs. Without applica-
tion state, the handler round-trip time was 5.2 ms. From the
figure, we can also see that as the number of replicas in-
creases, the handler round-trip time increases slightly. This
performance decrease is caused by the group communication
system, since in order to ensure reliable and totally ordered
message delivery, the cost of group communication grows

with the size of the group.
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Figure 5: Application and Handler Round-trip Times

We then compared the application round-trip times and the
handler round-trip times for the passive replication schemes
with various message lengths (Figure 7). The message
length is the length of the string that is sent from the client to
the replicated server, and is returned back from the server to
the client. In the comparison, the message size varies from
1000 to 10,000 bytes. As expected, the round-trip times
spent on the application and on the handler increase with
message size. In particular, for both cases, the application
round-trip time increases greatly. Since the handler round-
trip time is about 9% to 12% of the total application round-
trip time, the overhead caused by the replication schemes and
the group communication subsystem (handler time) is much
smaller than the overhead caused by the TAO ORBs and the
communication between the TAO and VisiBroker ORBs.
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7. Conclusions

In this paper, we introduced two persistent and transient
group members in AQuA to enhance applications’ perform-
ance and scalability. Based on our unique group organiza-
tion, the passive replication schemes were developed. In



order to achieve strong data consistency among replicated
objects, the passive replication schemes uses several steps
to send each request and receive the corresponding reply.
By using those steps, the passive replication schemes can
provide reliable message transmission and automatic recov-
ery from replica crash failures. In addition, this paper de-
scribed how to make the dependability manager dependable
by using the passive replication scheme. Finally, perform-
ance measurements were conducted. The passive state-cast
replication scheme with different numbers of replicas and
various message lengths was studied.
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