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Abstract. Stochastic activity networks have been used since the mid-
1980s for performance, dependability, and performability evaluation.
They have been used as a modeling formalism in three modeling tools
(METASAN, UltraSAN, and Mdobius), and have been used to evaluate a
wide range of systems. This chapter provides the formal definitions and
basic concepts associated with SANs, explaining their behavior and their
execution policy precisely.

1 Introduction

The development of model-based methods for evaluating computer systems and
networks has as long a history as the systems themselves. When applied properly,
these techniques can provide valuable insights into nonfunctional properties of a
system, such as its performance, dependability, or performability. One approach
in this regard has been the development of stochastic extensions to Petri nets.
These extensions permit the representation of timeliness (real-time constraints)
as well as parallelism in a stochastic setting. As models for performability eval-
uation [1], they also permit the representation of fault tolerance and degradable
performance. Use of these nets was facilitated by the early recognition (see [2]
and [3, 4], for example) that, with an appropriate definition, their behavior could
be represented as discrete-state Markov processes. Motivated by this represen-
tational power and solution capability, researchers sought to define particular
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variants of stochastic Petri nets well-suited to particular application needs or
solution methods (DSPNs, GSPNs, SANs, and SRNs, for example).

One stochastic extension of these nets, known as “stochastic activity networks,”
was defined with the express purpose of facilitating unified performance/depend-
ability (performability) evaluation as well as more traditional performance and
dependability evaluation. In the time since their introduction, they have served
as the basis for three modeling tools (METASAN [5], UltraSAN [6], and M&bius
[7,8]), and have been used to evaluate a wide variety of systems. (See www. crhc.
uiuc.edu/PERFORM for a partial list of references and information on how to get
these tools.)

In order to be effective and generally applicable, a modeling scheme should have
a formal basis that describes its primitives and behavior in an unambiguous
way. A scheme must also be general enough to allow for easy representation
of realistic systems, and formal enough to permit derivation of useful results.
This chapter provides the formal definitions and concepts for stochastic activity
networks (SANSs), a variant of stochastic Petri nets. We first precisely define
activity networks. Activity networks are the non-probabilistic model on which
SANs are built, just as in a similar fashion, (un-timed) Petri nets provide the
foundation for stochastic Petri nets. We then describe the execution of a SAN as
a sequence of markings, activity completions, and case selections. With activity
networks as a base, we then define stochastic activity networks, and describe
precisely when a SAN’s behavior is fully quantified in a probabilistic sense. When
it is, we say that a SAN is well-specified. Finally, we provide basic algorithms
for determining when a SAN is well-specified, using the structure of the net to
do this efficiently.

While stochastic activity networks have been used since the mid-1980s, their
formal definition appears only in dissertation form, and is not generally available.
We hope that the definitions and concepts in this chapter will be more accessible,
and aid other researchers who are developing and applying formal methods for
stochastic evaluation of computer systems and networks.

2 Activity Networks

The desire to represent system characteristics of parallelism and timeliness, as
well as fault tolerance and degradable performance, precipitated the develop-
ment of general network-level performability models known as stochastic activ-
ity networks [9,10]. Stochastic activity networks are probabilistic extensions of
“activity networks”; the nature of the extension is similar to the extension that
constructs stochastic Petri nets from (classical) Petri nets.



2.1 Definitions

Informally (as in [10]), activity networks are generalized Petri nets with the
following primitives:

— activities, which are of two kinds: timed activities and instantaneous activi-

ties. Each activity has a non-zero integral number of cases .

— places, as in Petri nets.

— input gates, each of which has a finite set of inputs and one output. As-
sociated with each input gate are an n-ary computable predicate and an
n-ary computable partial function over the set of natural numbers which are
called the enabling predicate and the input function, respectively. The input
function is defined for all values for which the enabling predicate is true.

— output gates, each of which has a finite set of outputs and one input. Asso-
ciated with each output gate is an n-ary computable function on the set of
natural numbers, called the output function.

Timed activities represent the activities of the modeled system whose durations
impact the system’s ability to perform. Instantaneous activities, on the other
hand, represent system activities that, relative to the performance variable in
question, are completed in a negligible amount of time. Cases associated with
activities permit the realization of two types of spatial uncertainty. Uncertainty
about which activities are enabled in a certain state is realized by cases as-
sociated with intervening instantaneous activities. Uncertainty about the next
state assumed upon completion of a timed activity is realized by cases associated
with that activity. Gates are introduced to permit greater flexibility in defining
enabling and completion rules.

Before formally defining an activity network, it helps to define several related
concepts in a more precise manner. Let P denote the set of all places of the
network. If S is a set of places (S C P), a marking of S is a mapping pu :
S — IN. Similarly, the set of possible markings of S is the set of functions
Mg ={p| p:S— IN}. With these definitions in mind, an input gate is defined
to be a triple, (G, e, f), where G C P is the set of input places associated with the
gate, e : Mg — {0, 1} is the enabling predicate of the gate, and f : Mg — Mg is
the input function of the gate. Similarly, an output gate is a pair, (G, f), where
G C P is the set of output places associated with the gate and f : Mg — Mg is
an output function of the gate. One can then formally define an activity network
in terms of allowable interconnections between these model primitives.

Definition 1 An activity network (AN) is an eight-tuple

AN: (P’A7I7O7PY’T7L7O)

! The term case, as used here, should not be confused with the notion of cases of
elementary net systems [11]. Here the term case is used to denote a possible action
that may be taken upon the completion of an event.



where P is some finite set of places, A is a finite set of activities, I is a fi-
nite set of input gates, and O is a finite set of output gates. Furthermore,
v : A — IN' specifies the number of cases for each activity, and T : A —
{Timed, Instantanecous} specifies the type of each activity. The net structure is
specified via the functions ¢ and o. v : I — A maps input gates to activities, while
0:0 — {(a,c)la € Aand ¢ € {1,2,...,v(a)}} maps output gates to cases of
activities.

Several implications of this definition are immediately apparent. First, each input
or output gate is connected to a single activity. In addition, each input of an
input gate or output of an output gate is connected to a unique place. In contrast
to the definition in [10], different output gates and input gates of an activity may
be connected to identical places, as has been done in practice. Ambiguity in the
execution of the net is avoided by requiring that the marking obtained upon
completion of each activity not depend on 1) the order of application of the
input gate functions, or 2) the order of application of the output gate functions.

The following definitions aid in the discussion that follows.

Definition 2 If AN = (P, A,I,0,v,7,t,0) is an activity network and S,G C P
then

1. a mapping p: P — IN is a marking of the network,

2. for S C P, us : S — IN is the restriction of u to places of S (i.e. us(p) =
n(p),Vp € S),

3. an input gate g = (G, e, f) holds in a marking p if e(ng) =1,
4. an activity a is enabled in a marking p if g holds for all g € 1=*(a),
5. a marking p is stable if no instantaneous activities are enabled in p,

6. the input places of an activity a consist of the set IP(a) = {p | 3 (G,e, f) €
t~Y(a) such that p € G}, and

7. the output places of an activity a consist of the set OP(a) = {p | for some
c=1,2,...,v(a), 3(G,f)€o(a,c) such that p € G}.

The marking of a network can alternatively be represented as a vector, in
which each component of the vector is the number of tokens in a particular
place. The correspondence of components of the vector to markings of places is
done via some designated total ordering of P. For example, for a set of places
{p1,p2;--. ypn} € P and marking vector (ni,na,... ,ny), w(p1) = n1, u(p2) =
na, ..., (Pn) = Ny, if p1 < p2 < ... < p,. The functional notation for markings
is more convenient for the development of theory, while the vector notation is
useful for examples.



2.2 Graphical Representation

To aid in the modeling process, a graphical representation for activity networks
is typically employed. In fact, for all but the smallest networks, specification via
the tuple formulation presented in the definition is extremely cumbersome. Not
only is the graphical representation more compact, but it also provides greater
insight into the behavior of the network. For example, let ¢ and j be natural
numbers, and consider the following activity network:

P={AB,C}, where A< B<C
A={T1,T2, 11}
[ = {GAL1,GA2,GB,GC,G2)
0 ={AG,BG,CG,G1}
Y= {(T1,2), (T2,1), (I1,1)}
T ={(T1,Timed), (T2,Timed), (I1, Instantaneous)}
GAL = ({4}, {(,1) [ >0} U{(0,0)}, {(i,i—1) | i>0}U{(0,0)})
0} {

GA2 = ({A}, {(1) [i>03U{(0,0)}, {(i,i—1)i>0}U{(0,0)})
GB = ({B}, {(i,1) [ i >0} U{(0,0)}, {(,i—1) [i>0}U{(0,0)})
GC =({C}, {(3,0) [ > 0}uU{(0,1)}, {(4,) | Vi})

{B,C}, {((4,5),1)|i>00rj>0}U

(0,0),0)}, {((4,4),(0,0)) | Vi, 5})
AG = ({4}, {(G,i+1) | Vi})
BG = ({B}, {(i,i+1) | Vi})

{A, B}, {((i,7),(i4+2,7)) | i<5and j <5} U
((123), = 1,)) | 5> 5 and i = 0} U

((4,5),(i,7)) | 7> 5 and i # 0})
(GA1,T1), (GA2,11), (GB,I1), (GC,I1), (G2,T2)}
(AG,(T2,1)), (BG,(T'1,2)), (CG,(I1,1)), (G1,(T1,1))}
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Figure 1 depicts the graphical representation of this network.

One can immediately see the utility of a graphical representation. Here places
are represented by circles (4, B, and C), as in Petri nets. Timed activities
(T'1 and T2) are represented as hollow ovals. Instantaneous activities (I1) are
represented by solid bars. Cases associated with an activity are represented by
small circles on one side of the activity (as on T'1). An activity with only one
case is represented with no circles on the output side (as on 72).



Gate|Predicate Function

Gl |- if (MARK(A) < 5 and MARK(B) < 5) then
MARK(A) = MARK(A) + 2;

else if (MARK(A) > 0) then
MARK(A) = MARK(A) - 1;

G2 |MARK(B)>0 or MARK(C)>0|MARK(B) = 0;

MARK(C) = 0;

Fig. 1. Graphical Activity Network Representation

Gates are represented by triangles. G2 is an example of an input gate with 2 in-
puts. G1 is an example of an output gate with 2 outputs. Enabling predicates and
functions for gates are typically given in tabular form. Three types of commonly
used gates are given default (non-triangle) representations for ease of interpreta-
tion and to illustrate their similarity to classical Petri net primitives. In partic-
ular, an input gate with one input, enabling predicate {(i,1) | ¢ > 0} U {(0,0)},
and function {(¢,i—1) | i > 0} U{(0,0)} (e.g., GAL) is represented as a directed
line from its input to its output. Similarly, an output gate with one output and
output function {(i,i+ 1) | Vi} (e.g., AG) is shown as a directed line from its
input to its output. Finally, an input gate with one input, enabling predicate
{(4,0) | ©« > 0} U {(0,1)}, and function {(i,4) | Vi} (e.g., GC) is shown as a
directed line from its input to its output crossed by two short parallel lines.
This type of input gate corresponds to an inhibitor arc in extended Petri nets.
These shorthand notations for gates help the viewer understand the behavior of
a network from its graphical representation.

2.3 Activity Network Behavior

The behavior of an activity network is a characterization of the possible com-
pletions of activities, selection of cases, and changes in markings. Specifically,



Definition 3 An activity a may complete in a marking u if
1. a is enabled in p, and
2. if a is timed, no instantaneous activities are enabled in .

This imposes two explicit priority classes on activities. We can now define the
result of the completion of an activity and selection of a possible case. This is
made easier by expanding the domain and range of the gate functions to the
complete network marking. Specifically, for an activity network with places P, a
gate (of the network) with set of places G, and a function f, define the function
f: Mp — Mp where if f(;) =y then

) = {1057 e

Using this notion, we can define an activity completion and case selection.

Definition 4 Given an activity network AN = (P, A,I,0,~,T,t,0) with activ-
ity a that may complete in u, the completion of activity a and choice of case ¢
in p yields

W= Jou (- Jor (. G- Jro () ---)) ---)
where 1= Y(a) = {I1,... ,I,} and 0= *(a,c) = {O1,... ,0n}.

While the gates in the two sets are numbered, there is no implied ordering
of their application within a set, since the SAN definition does not specify an
ordering among input gates or output gates. Output gate functions are applied
after input gate functions, however. The notation p %% i/ is used to indicate that
the completion of a and choice of ¢ yields p/. Furthermore, we say that marking
’ e . . . a,c ..
w1 is immediately reachable from a marking p if p = p’ for some activity a and
case c.

The set of reachable markings from a given marking can be defined directly in
terms of the reflexive, transitive closure of the yields relation, which we denote
as —. Using this notation, the set of reachable markings from some marking can
be defined as follows.

Definition 5 The set of reachable markings of an activity network AN in a
marking uo is the set of markings R(AN, o) where

R(AN, pio) = {p | pro = p}-

Sets of “stable reachable markings” and “unstable reachable markings” of an
activity network can then be defined in terms of its reachable markings. Specifi-
cally, the set of stable reachable markings of an activity network AN in an initial
marking po is the set SR(AN, o) € R(AN, po) of reachable markings of AN
from g that are stable. Similarly, the set of unstable reachable markings, denoted
UR(AN, po), is the set of markings reachable from pg that are not stable.



The behavior of an activity network can be described in terms of successive ap-
plications of the yields relation. Each application of the yields relation represents
the completion of one of the one or more activities that may complete in the
marking. Note that, unlike elementary net systems [11], the yields relation is de-
fined only for single activities and that the concurrent completion of more than
one activity is not considered. Each step in the evolution of the network is called
a configuration, which, formally, is a marking-activity-case triple < u,a,c >
where a is some activity with case ¢ that may complete in u. A completion of
a configuration occurs when the activity associated with the configuration com-
pletes. The behavior of a network can thus be described in terms of possible
sequences of configurations, more formally called paths.

Definition 6 A path of an activity network, AN, with marking po is a sequence
Of conﬁgumtions <l"’1; ay, Cl>ﬂ <‘LL2, a2, 02>7 SR <:u’n7 A, Cn> such that;

1. H1 € R(ANa ,LLO);

2. for each pair of configurations (u;,a;,ci), (Hit1,0i+1,ci+1) (1 < @ < n),
pi S piga, and

8. g ST for some marking .
Definition of several additional terms will aid in the discussion that follows. In
particular, the initial marking of a path is the marking of the first configuration
in the path. The resulting marking of a path is the marking that is reached upon
completion of the last configuration in the path. A path is said to be from p to
w' if g is the initial marking of the path and p’ is the resulting marking of the
path.

3 Stochastic Activity Networks

Activity networks are interesting in their own right, and several of their prop-
erties have been studied [12]. However, for the purpose of this chapter, they
serve as a non-probabilistic base for a stochastic extension, called stochastic ac-
tivity networks, that is used for performability evaluation. When they are used
in this manner, care must be taken to insure that the probabilistic behavior of
the stochastic extension is completely specified. Specifically, since we want to be
able to ask questions regarding possible sequences of timed activity completions
and intervening stable markings, we require that a stable marking eventually be
reached after any sequence of consecutive instantaneous activity completions.
Identification of situations in which this may occur is aided by the introduction
of the notion of a step.

Definition 7 Let AN be an activity network and s be a path of AN with initial
marking po. Then s is a step if:

1. the initial marking of s is stable, and



2. the markings of all other configurations of s are unstable.

Note that the resulting marking of the step is not required to be stable. The set
of markings that can be reached by completion of different steps from a single
initial marking provides insight into the behavior of an activity network. To see
this, let

S(p) = {s | s is a step with initial marking p}

where g is a stable reachable marking of the AN in question. Now, since there
is only a finite number of steps of a given length from any marking p, the
cardinality of S(p) is No if and only if the length of steps in S(u) increases
without bound. Or, equivalently, since all of the activities except the first in
a step are instantaneous, |S(u)| = No if and only if an unbounded number of
instantaneous activities can complete without resulting in a stable marking. This
leads us to the following definition of a “stabilizing” activity network. Formally,

Definition 8 An activity network AN in a marking po is stabilizing if, for
every € SR(AN, po), the set S(u) is finite.

The following example illustrates the concept of stabilizing and non-stabilizing
activity networks in a marking. Consider the activity network of Figure 2. If we
denote its marking as a vector using the usual lexicographic ordering of place

Fig. 2. A Stabilizing Activity Network

names, then the set of steps associated with marking 100, i.e., the set S(100), is
{(100,71,1)(010,11,1), (100,71,1)(010,11,2)}.

Similarly, S(001) = {(001,72,1)}. These two markings are the only stable mark-
ings reachable from the pictured initial marking. Since both S(100) and S(001)
are finite, the activity network is stabilizing. Now consider the activity network
of Figure 3. For this network, S(100) is the countably infinite set

(100, 71,1)(010, I1,2),

(100,71,1)(010, I1,1),

(100, 7°1,1)(010, I1,1)(010, I1, 1),
(100,7°1,1)(010, I1,1)(010, I1,1)(010, I1,1),



Fig. 3. An Activity Network that is Not Stabilizing

Thus the activity network of Figure 3 is not stabilizing.

Generally, it is not decidable whether an activity network in a marking pg is
stabilizing. To see this, recall that it can be shown (see [13], for example) that
extended Petri nets (Petri nets with inhibitor arcs) are equivalent, computation-
ally, to Turing machines. The proof of this fact is by construction. Specifically,
it can be shown that any register machine can be converted into an equivalent
extended Petri net. For this reason, the languages generated by the net can be
taken to be the set of sequences of transitions that lead to a reachable marking.
Given this equivalence, it is evident that activity networks are equivalent to Tur-
ing machines, since every extended Petri net is an activity network (transitions
map to activities, places to places, and arcs to gates). In the context of an ac-
tivity network, the language generated can be taken to be the set of steps with
initial marking po (i.e., S(uo)). Thus the class of languages generated by the
set of possible activity networks is coextensive with the class of recursively enu-
merable sets. Since, generally, it is not possible to decide whether a recursively
enumerable set is finite [14], we have the following theorem.

Theorem 1 It is not decidable whether an activity network in a marking pg s
stabilizing.

There are, however, sufficient conditions by which the stabilizing property can
be established, based on the structural properties and configuration of the in-
stantaneous activities in the network. Identification of conditions is aided by the
introduction of two properties of instantaneous activities. Specifically,

Definition 9 An instantaneous activity is self-disabling if, given any reachable
marking p, it can only complete a finite number of times before any other activ-
ities complete.

This definition allows us to identify activities that can only complete a bounded
number of times before the markings of their input places change because of
other activities. While this may be a difficult condition to check generally, it is
easy to identify several frequently used activity-gate pairs that are self-disabling.
For example, an activity with disjoint sets of input and output places and only



default input gates (denoted by directed arcs) is self-disabling. In order to iden-
tify those activities that have no potentially unstabilizing interactions with other
activities, we introduce the notion of a cycle-free instantaneous activity.

Definition 10 An instantaneous activity Iy is cycle-free if there does not exist
a sequence of instantaneous activities I, Is, ... , I, such that

OP(I) N IP(I)
IP

I 0 A
OP(IQ)Q (Ig) 0 A

RN

OP(I,)NIP(I) # 0.

Informally, then, an instantaneous activity is cycle-free if there does not exist a
sequence of instantaneous activities that, through their completions, can affect
the original activity’s input places. Note that this is a purely structural condition
and that even if an activity is not cycle-free, the enabling predicates of the
activities in the cycle may be such that the cycle of completions can never
occur. Furthermore, because the number of activities in a network is finite by
definition, an algorithm exists to determine whether an activity is cycle-free.
These two concepts provide us with criteria to identify sufficient conditions for
an activity network to be stabilizing. Intuitively, if every instantaneous activity
is cycle-free and self-disabling, then no instantaneous activity can complete an
unbounded number of times before the completion of a timed activity intervenes.
More formally, we have the following theorem.

Theorem 2 An activity network AN in a marking u is stabilizing if every in-
stantaneous activity of the network is cycle-free and self-disabling.

Proof:

The proof is by contradiction. Suppose there exists an activity network AN
with activities A that is not stabilizing in a marking g, but in which every
instantaneous activity of the network is cycle-free and self-disabling. Then, by
definition, since AN is not stabilizing there exists an activity that can complete
an unbounded number of times without resulting in a stable marking. A self-
disabling activity can only complete an unbounded number of times without
reaching a stable marking if another instantaneous activity changes the marking
of one of its input places. But every instantaneous activity in A is cycle-free,
so that can not occur. Thus an activity network in a marking p is stabilizing if
every instantaneous activity in the network is cycle-free and self-disabling. O

For an example of an activity network that satisfies the conditions of the above
theorem, see Figure 4. First, note that all the instantaneous activities in the
network are self-disabling, since they all have default input gates and disjoint
input and output places. Secondly, note that all instantaneous activities are
cycle-free. Thus by Theorem 2 this activity network is stabilizing. The stability
of an activity network is an important necessary condition to insure that the



Fig. 4. A Second Stabilizing Activity Network

probabilistic behavior of its stochastic extension is completely specified. Before
the second necessary condition can be discussed, the definition of a stochastic
activity network must be given.

3.1 Definition of a Stochastic Activity Network

Given an activity network that is stabilizing in some specified initial marking,
a stochastic activity network is formed by adjoining functions C, F, and G,
where C specifies the probability distribution of case selections, F' represents
the probability distribution functions of activity delay times, and G describes
the sets of “reactivation markings” for each possible marking. Formally,

Definition 11 A stochastic activity network (SAN) is a five-tuple
SAN = (AN, uo,C, F, Q)

where:
1. AN =(P,A,I1,0,v,7,t,0) is an activity network.

2. no € Mp is the initial marking and is a stable marking in which AN is
stabilizing.

3. C is the case distribution assignment, an assignment of functions to activities
such that for any activity a, Cq : Mipyuopa) X {1,...,7(a)} — [0,1].
Furthermore, for any activity a and marking p € Mypayuop(a) in which a
is enabled, Cy(p, ) is a probability distribution called the case distribution of
ain p.

4. F is the activity time distribution function assignment, an assignment of
continuous functions to timed activities such that for any timed activity a,
F, : Mp x R — [0,1]. Furthermore, for any stable marking p € Mp and



timed activity a that is enabled in u, Fo(u,-) is a continuous probability
distribution function called the activity time distribution function of a in u;
Fo(u,7) =0 i 7 <0.

5. G is the reactivation function assignment, an assignment of functions to
timed actwities such that for any timed actwity a, G, : Mp — p(Mp),
where p(Mp) denotes the power set of Mp. Furthermore, for any stable
marking p € Mp and timed activity a that is enabled in p, Go(u,-) is a set
of markings called the reactivation markings of a in .

Recall that an activity is enabled if all of its input gates hold. While this concept
is sufficient to describe the behavior of an activity network, several additional
terms are needed to describe the behavior of a stochastic activity network. Fig-
ure 5 aids in the description of these terms. In particular, since timed activities
represent operations in a modeled system, events must be defined to denote the
start and finish of these operations. The start of an operation is signaled by an
activation of an activity. An activation of an activity will occur if 1) the activity
becomes enabled (illustrated by the first time-line) or 2) the activity completes
and is still enabled (illustrated by the second time-line). Some time after an
activity is activated it will either complete (illustrated by the first time-line) or
be aborted (illustrated by the third time-line). The activity will complete if it re-
mains enabled throughout its activity time (which will be defined momentarily);
otherwise it is aborted.

The activity time distribution function specifies (probabilistically) the activity
time of an activity, i.e., the time between its activation and completion. Any
continuous distribution (e.g., exponential or normal) is a legal activity time dis-
tribution, although the choice of distribution will affect the applicability of many
solution methods. Both the distribution type and its parameters can depend on
the global marking of the network at the activation time of the activity. Activity
times are assumed to be mutually independent random variables.

Two other functions are associated with an activity network to form a SAN. In
particular, the case distribution specifies (probabilistically) which case is to be
chosen upon the completion of an activity. These probabilities can depend on
the markings of the input and output places of the activity at its completion
time. A reactivation function is also associated with each timed activity. This
function specifies, for each marking, a set of reactivation markings. Given that an
activity is activated in a specific marking, it is reactivated (i.e., activated again)
whenever any marking in the set of reactivation markings for the activation
marking is reached before the activity completes (as illustrated by the fourth
time-line). Probabilistically, the reactivation of an activity is exactly the same as
an activation; a new activity time distribution is selected based on the current
marking. This provides a mechanism for restarting activities that have been
activated, either with the same or a different distribution. This decision is made
on a per-activity basis (based on the reactivation function) and, hence, is not a
net-wide execution policy.
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Fig. 5. Terms Related to the Execution of a Timed Activity



The definition of a stochastic activity network presented here differs from that
presented earlier in [9] in three respects. First, probabilities associated with cases
are required to depend only on input and output places of the associated activity.
This requirement permits the development of more efficient algorithms to test
whether the probabilistic behavior of a stochastic activity network is completely
specified. Since any place in a network can be made to be an input or output
place of any activity, this is not a restrictive requirement.

Second, the new definition requires that the probability distribution function
associated with each timed activity in a possible marking be continuous. This
requirement ensures that two timed activities do not complete at the same time,
since the behavior when this occurs is not specified. This requirement is not
overly strict for stochastic activity networks that are to be solved analytically,
since the solution method usually places stricter constraints on the distributions.
In the case of SANs that are to be solved via simulation, the ambiguity can be
avoided by assigning an ordering to timed activities that may complete at the
same time.

Third, the current definition does not require that the underlying activity net-
work be “well-behaved” [9] in its initial marking. An activity network is said to
be well-behaved in an initial marking p if

1. No infinite sequence of instantaneous activities can complete in any marking
reachable from marking u, and

2. If a marking reachable from p has more than one enabled instantaneous ac-
tivity, then, from that marking, all possible sequences of reachable markings
result in the same stable marking.

The requirement that the underlying activity network be well-behaved is more
strict than the requirement that the underlying AN be stabilizing, and does
lead to stochastic activity networks whose probabilistic behavior is completely
specified. However, delaying the introduction of conditions of this type until after
the stochastic extension is defined allows us to identify a larger class of networks
whose probabilistic behavior is completely specified.

3.2 Stochastic Activity Network Behavior

Before discussing in detail how activity time distributions, case distributions,
and reactivation functions determine an activity network’s behavior, it helps
to describe, informally, how a network executes in time. In particular, one can
think of an execution of a SAN as a sequence of configurations, where for each
configuration (u, a, c) the SAN was in marking p, activity a completed, and case
¢ was chosen. In any marking u, the activity that completes is selected from
the set of active activities in p, i.e., the set of those activities that have been
activated but have not yet completed or aborted. After each activity completion



and case selection, the set of activities that are active is altered as follows. If the
marking reached (as specified by the yields relation) is stable, then

1. the activity that completed is removed from the set of active activities,

2. activities that are no longer enabled in the reached marking are removed
from the set of active activities,

3. activities for which the reached marking is a reactivation marking are re-
moved from the set of active activities, and

4. activities that are enabled but are not in the set of active activities are placed
in it (including those that were reactivated).

In contrast, if the marking reached is not stable, then timed activities (other
than the one that just completed, if it is timed) are not added or deleted from
the set. Instead,

1. the activity that completed is removed,

2. instantaneous activities that are no longer enabled in the reached marking
are removed, and

3. instantaneous activities that are enabled but not in the set are added.

The choice of the activity to complete from the set of active activities is de-
termined by the activity time distribution function of each activity in the set
and the relative priority of timed and instantaneous activities (as specified by
the definition of “may complete”). If there are one or more instantaneous ac-
tivities in the set, one of them is chosen (non-deterministically) to complete. If
there are none, the timed activity with the earliest completion time is selected
(stochastically) based on the activity times of the set of active activities. Recall
that the activity time distribution function defines the time between an activ-
ity’s activation and completion. After the activity to complete is selected, a case
of the activity is chosen based on its case distribution in the current marking,
and a new marking is reached. The set of active activities is “initialized” at the
start of an execution by adding to the set all those activities that are enabled
in the initial marking. Note that, because choices between active instantaneous
activities are made non-deterministically but not probabilistically, there may be
networks for which these choices lead to behaviors that are not probabilistically
specified. We now investigate conditions under which probabilistic behavior of
the network is completely specified.

3.3 Well-Specified Stochastic Activity Networks

This section provides the basic concepts and ideas that define when a stochastic
activity network’s behavior is completely probabilistically specified. Since the
time this material first appeared [15], further work has been done to develop



algorithms that are tailored to specific reward variables [16], and are more effi-
cient [17]. In addition, [18] presents a similar concept in the context of stochastic
reward nets. These works present newer and more efficient algorithms to deter-
mine whether a net is well-specified; in contrast, this section focuses on the con-
cept itself and how the structure of a SAN can be used to reduce the complexity
of determining whether a SAN is well-specified.

Two types of nondeterminism can occur in stochastic activity networks: 1) un-
certainty as to which activity will complete among the active activities, and 2)
uncertainty as to which case of the activity that complete will be chosen. To aid
in the discussion that follows, we will refer to a choice of the first type as an
activity choice and a choice of the second type as a case choice.

In stochastic activity networks, case choices are quantified by the assignment
of a case distribution to each activity. Activity choices are quantified partially
by the assignment of an activity time distribution to each timed activity. How-
ever, the activity time distribution does not completely quantify this type of
non-determinism, since the behavior is not defined if two activities have the
same completion time. That would never occur for two timed activities, since
all activity time distributions are continuous. It will occur, however, whenever
two or more instantaneous activities are enabled, since instantaneous activities
complete in zero time. In this situation, the choice of which activity will com-
plete next is non-deterministic and not quantified by either the activity time
distribution function assignment or the case distribution assignment.

Since we are interested in possible sequences of timed activity completions and
reached stable markings, we would like the probability distribution on the choice
of the next stable marking to be the same regardless of any non-probabilistically
quantified activity choices that have been made. To investigate this more for-
mally, we introduce the notion of a stable step.

Definition 12 Let S = (AN, uo, C, F, G) be a stochastic activity network and s
be a step of AN with initial marking po. Then, s is a stable step if the resulting
marking of s is stable.

A stable step can be thought of as a “jump” in the execution of a stochastic
activity network that takes the network from one stable marking to another via
the completion of a timed activity and zero or more instantaneous activities.
There may be several steps with the same first marking and activity, but a
different final marking. Accordingly, we define the “set of next stable markings”
for a stable marking upon completion of an activity a as follows.

Definition 13 Let S = (AN, uo, C, F,G) be a stochastic activity network and p
€ SR(AN, o). The set of next stable markings for S in u upon completion of
a 1s the set

NS(i,a) = { W

3 a stable step s from u to u' such that
a is the activity of the first configuration of s



This set allows us to focus our attention on those stable markings that may
be reached from a particular stable marking by completion of a specific timed
activity. In order to insure that the probability distribution over the next stable
markings is invariant over activity choices between instantaneous activities, we
must define a measure on stable steps that captures the probability that a stable
step will be taken given that a set of activity choices is made in a manner such
that the step is possible. The case construct allows us to define this probability.
Specifically,

Definition 14 Let S = (AN, uo,C, F,G) be a SAN and let s be a path of S
such that s = (u*,a',ct)(u?, a?,c?) -+ (u"™ a™, c"). Then, the probability of s,
denoted Pr(s), is

1 1 2 2
Car (B1p@yuoP@) € ) X Ca2 (BT p(a2yuoP(az)> € ) - -+ X Car (BT p(anyuoP(an) ")
where X is taken to be normal multiplication on the set of real numbers.

This function defines the probability that a stable step will be taken given that
a set of activity choices was made such that the step may occur. Since we want
to insure that the probability distribution over the next stable markings upon
completion of a timed activity is invariant over possible sets of activity choices,
we consider the set of steps from some stable marking p to a stable marking
' € NS(u,a), by completion of a timed activity a that may complete in pu.
Formally, let

P, = {s | sisastable step from u to p' with first activity a }.

Different stable steps in this set can arise from different sets of activity choices.
In order to specify the set of stable steps from one marking to another upon
completion of some timed activity for a single set of activity choices, it helps to
define a relation relating stable steps that can occur under a single set of activity
choices. Specifically, define the relation R on Pg , to be

R=1{(s5) for every configuration (u, a,c) in s and configuration
o ’ (i',a’, "y in ¢’ such that p=p', a=a ’

Thus, two stable steps are related if, for every marking they share in common,
the same activity choice is made. Note that while R is not an equivalence re-
lation, it is a compatibility relation (i.e., it is reflexive and symmetric). While
a compatibility relation does not necessarily define a partition of a set, it does
define a covering of a set, by the maximal compatibility classes of the relation.
Recall that (as in [19]) a subset C' C Py , is called a mazimal compatibility class
if every element of C' is related to every other element of C' and no element of
P, — C is related to all the elements of C'. Each maximal compatibility class
contains stable steps that correspond to a single set of activity choices. More
specifically, note that all stable steps in C' correspond to steps from p to ' by
completion of timed activity a under some set of activity choices. The probabil-

ity that p’ is reached from p by completion of a, given that a particular set of



activity choices has been made, is thus the sum of the probabilities of all stable
steps in C, i.e.,

P(C) =Y Pr(s).

seC

All activity choices within stable steps correspond to choices between active
instantaneous activities and, hence, are not probabilistically specified. Therefore,
for a stochastic activity network to be completely probabilistically specified,
P(C) must be the same for all maximal compatibility classes C. To express this
precisely, we introduce the notion of a well-specified stochastic activity network.

Definition 15 A stochastic activity network S = (AN, po,C, F,G) is well-
specified if, for every marking p € SR(AN, uo), each activity a that may com-
plete in pu, and all p' € NS(p,a), P(C) is identical for all mazimal compatibility
classes C of R defined on Py ,

The above definition identifies a class of networks whose behavior is completely
specified, probabilistically, with respect to all notions of state that we intend to
consider.

It is interesting to compare the notion just presented to the “well-behaved”
notion used previously. In particular, one can show that every activity network
well-behaved in some marking g is well-specified for any choice of activity time
distributions, reactivation functions, and case probabilities. We state this fact
as a theorem.

Theorem 3 If an activity network is well-behaved in a marking po, then it is
well-specified for any choice of activity time distributions, reactivation functions,
and case distributions.

Proof:

Suppose an activity network AN is well-behaved in a marking ;9. Then, for every
marking p reachable from g, no infinite sequence of activities can complete in p.
Thus AN is stabilizing in pg. Augment AN with arbitrary activity distributions,
reactivation functions, case distributions, and initial marking pg to form a SAN.
Now, recall that this SAN is well-specified if for every stable marking u reachable
from pg, each activity a that may complete in p, and each p' € NS(u,a),
P(C) is identical for all maximal compatibility classes C' or R defined on Pg .
Consider an arbitrary stable marking p reachable from py and activity a that
may complete in p. Since S is well-behaved, one of three situations may arise
upon completion of a in p.

In the first situation, all markings in the set of next possible markings are stable.
There is thus only one maximal compatibility class for this marking and activity,
and the criterion of Definition 15 is satisfied.

In the second situation, at least one marking in the set of next possible markings
is unstable, and all possible unstable markings that may be reached before an-



other stable marking is reached have at most one instantaneous activity enabled.
Then, as in the first situation, there is only one maximal compatibility class for
this marking and activity, and therefore the criterion of Definition 15 is satisfied.

In the third situation, at least one marking in the set of next possible markings is
unstable, and some unstable marking that may be reached before another stable
marking is reached that has two or more instantaneous activities enabled. But,
since S is well-behaved, all possible sequences of markings reachable from that
marking will result in the same next stable marking. Thus, while there may be
more than one compatibility class for the marking and activity, they all result in
the same single marking with a probability of one, and hence, P(C) is identical
for all maximal compatibility classes. Again, the criterion of Definition 15 is
satisfied for this marking and activity.

Since the criterion of the definition is satisfied for each possible situation for
every reachable marking and activity that may complete in the marking, the
SAN is well-specified for any choice of activity time distributions, reactivations,
and case distributions. O

It should be noted, however, that the converse of 3 is not a theorem, and hence
that well-specified SANs are more general than well-behaved SANs. To see this,
consider the stochastic activity network of Figure 6. This SAN is well-specified

12 T3

Fig. 6. A Well-Specified, but not Well-Behaved, Stochastic Activity Network

in the pictured marking, since the activity choice that is made after comple-
tion of the enabled timed activity does not affect the distribution of the next
stable markings. It is not well-behaved, though, since two instantaneous activ-
ities may be enabled and more than one stable marking can be reached from
the current marking. Recall that in order for an activity network to be well-
behaved, whenever a reached marking has two or more instantaneous activities



enabled, all possible sequences of reachable markings must result in the same
stable marking.

Any algorithm to determine whether a given stochastic activity network is well-
specified must check that the probability distribution over each next stable mark-
ings does not depend on the set of activity choices that is made. This condition
can be checked using techniques developed to find the set of all maximal com-
patibles [20]. The following algorithm checks this for a particular stable marking
and timed activity.

Algorithm 1 (Determines whether the next stable marking probability distribu-
tion is invariant over possible sets of activity choices for a stable marking p and
activity a that can complete in u, and if it is, computes this distribution.)

Compute the set of all stable steps for which the initial marking is p and
timed activity is a.
Group the set of stable steps computed above according to the resulting mark-
ing of each step. The subset containing the stable steps from p to u' by
completion of timed activity a is denoted by Py
For each subset P; ,:
Construct the set of mazimal compatibles of R on Py
Compute P(C) for each mazimal compatible C.
If P(C) is not identical for all compatibles C, then
Signal SAN is not well-specified and abort algorithm.

M/'

Nexzt Py .
Return next stable marking probability distribution for marking and
activity.

For convenience, we denote this distribution by the function b, o : NS(u,a) —
[0,1], where for ' € NS(p, a), hy.o(p') is the probability that p’ will be reached
given that the SAN is in x4 and a completes.

The following example illustrates the use of Algorithm 1. Specifically, consider
the stochastic activity network of Figure 7. Here the case distribution for each
activity is denoted by the number next to each case for the activity. In addition,
markings are denoted by vectors, assuming the usual lexicographic ordering of
place names. With these facts in mind, we will show (using Algorithm 1) that
the next stable marking probability distribution is invariant over all possible
sets of activity choices for the initial marking 1000000 (lexicographic ordering on
place names) and timed activity T'1. The algorithm first computes the set of all
stable steps, which is shown in Figure 8. These steps are then used to determine
the set of possible next stable markings (N.S(1000000,7'1)), which is found to
be {0001010,0000011}. The set of stable steps is then split into two subsets,
according to their resulting markings. These two subsets serve as input to the
portion of the algorithm that computes sets of maximal compatibles, checks to
see that the probability measure is invariant over all possible compatibles, and
computes the next stable marking probabilities. The algorithm then computes
the set of maximal compatibles corresponding to the resulting marking 0001010;



Fig. 7. A Well-Specified Stochastic Activity Network

(1000000, T'1, 1)(0100100, 11, 1)(0001100, I3, 1),

(1000000, T'1, 1)(0100100, 71,2)(0010100, 12, 1)(0001100, I3, 1),
(1000000, T'1, 1)(0100100, 11, 2)(0010100, 12, 2)(0000101, I3, 1),
(1000000, T'1, 1)(0100100, 11,2) (0010100, 13, 1)(0010010, 12, 1),
(1000000, T'1, 1)(0100100, 11,2)(0010100, 13, 1)(0010010, 12,2),
(1000000, T'1, 1){0100100, 13, 1)(0100010, 11, 1),

(1000000, T'1, 1)(0100100, 13, 1)(0100010, 11,2)(0010010, 12, 1),
(1000000, T'1, 1)(0100100, 13, 1)(0100010, I1,2)(0010010, 12, 2)

Fig. 8. Set of Stable Steps for the Stochastic Activity Network of Figure 2.7 from
Marking 10000000 by Completion of Activity T'1.

the set consist of the three elements

C, = {(1000000, T'1, 1)(0100100, I1, 2)(0010100, 12, 1)(0001100, I3, 1),
(1000000, T'1, 1)(0100100, I1, 1)(0001100, I3, 1)},

Cy = {(1000000, T'1,1)(0100100, I1, 2)(0010100, I3, 1){(0010010, 12, 1),
(1000000, 7'1, 1)(0100100, 11, 1)(0001100, I3,1)}, and

Cs = {(1000000, T'1,1)(0100100, I3, 1)(0100010, 11, 2)(0010010, 12, 1),
(1000000, T'1, 1)(0100100, 13, 1)(0100010, I1, 1)}

P(C) is then computed for each maximal compatible C, and P(C;) = P(Cs) =
P(Cs5) = .58. Similarly, computing the set of maximal compatibles of stable steps
with resulting marking 0000011, we obtain:

C; = {(1000000, T'1, 1)(0100100, I1, 2)(0010100, 12, 2)(0000101, I3, 1)}
Cs = {(1000000, T'1, 1)(0100100, I1, 2)(0010100, 13, 1)(0010010, 72, 2)}
Cs = {(1000000, T'1,1)(0100100, I3, 1)(0100010, I1,2)(0010010, 12, 2)}



For these compatibles, P(C1) = P(C2) = P(C3) = .42. Since the probability
measure is the same for all the maximal compatibles in a set, for both sets, the
next stable marking probability distribution is invariant over the set of possible
activity choices for this SAN, starting marking, and timed activity.

By definition, then, a stochastic activity network is well-specified if this dis-
tribution is invariant for all stable reachable markings and activities that may
complete in these markings. In cases in which the set of stable reachable mark-
ings is finite, we define the following algorithm which determines whether a SAN
is well-specified.

Algorithm 2 (Determines whether a SAN with a finite reachability set is well-
specified and computes next stable marking probability distributions)

For each p € SR(AN, po) and activity a that may complete in fi:
Determine whether the next stable marking probability distribution
18 invariant over possible sets of activity choices for this choice of

w and a.
If distribution is not invariant for this p and a, then

Signal SAN is not well-specified and abort algorithm.
Next € SR(AN, uo) and activity a that may complete in p.
Signal stochastic activity network is well-specified.

Note that this algorithm is simply an iterative application of Algorithm 1. While
Algorithm 1 suffices to determine whether the next stable marking probability
distribution is invariant for a particular marking p and activity a, its performance
can be improved upon if information concerning the structure of the network
is used. This technique makes use of the concept of dependent instantaneous
activities. Specifically,

Definition 16 Let Iy and I> be instantaneous activities of some activity net-
work. Then Iy and Iy are dependent if

(IP(I,) UOP(Iy)) N (IP(Is) U OP(I3)) # 0.

Informally, then, two instantaneous activities are dependent if they have common
input or output places. Two activities that are dependent can affect each other
by changing the markings of each other’s input or output places. In order to
identify instantaneous activities that can affect each other through a sequence
of completions, we look at the transitive closure of a relation based on the above
definition. Specifically, let DEP denote a relation on the set of instantaneous
activities of a SAN such that Iy DEP I, if I; and I, are dependent. Furthermore,

* *
let DEP denote the transitive closure of DEP. It is easy to see that DEP is an
equivalence relation; thus, it partitions the set of instantaneous activities. The
blocks of the partition are sets of activities whose order of completion may affect
the probability distribution of the next stable markings. On the other hand,
pairs of activities from different blocks cannot affect each other by completing
(since activities can only change the markings of their input or output places,



and case probabilities depend only on input and output places). This suggests
that steps within each subnetwork defined by activities in each block can be
considered individually and combined to determine the total probability for a
possible next stable marking.

In order to explore this idea in more detail, we define the notion of an instanta-
neous subnetwork of a SAN constructed from a set of activities.

Definition 17 Given a stochastic activity network S = (AN, uo,C, F,G), un-
derlying activity network AN = (P, A,1,0,v,7,t,0), and set of instantaneous
activities A’ C A, the instantaneous subnetwork of S with respect to A’ is a
structure (M, ugy, C') where

1. M'= (P A, I',O',~',7,/,0) is an activity network with
(a) PP={p|pe P andp e IP(a) UOP(a) for someac A'},
(b) A’ is some specified set of instantaneous activities,
(c) I"'={g| g€l and g €7 (a) for someac A'},
(d) O = {g ] g € Oandg € o *(a,c) for some a € A andc =
1,2,...,7(a)}, and
(e) v, 7', \, and o' are the functions v, T, ¢, and o, respectively, restricted
toP', A", I', and O'.
2. py = po restricted to places P', and
3. C" is the function C restricted to A’.

While (M', mug, C') does not fit the definition of a stochastic activity network
precisely since the initial marking is not stable, it does provide us with a network
made up of instantaneous activities in which all the case probabilities are speci-
fied. The revised algorithm presumes that such a subnetwork is constructed for

each set of activities corresponding to a block of the partition defined by DEP.

By the nature of DEP, these subnetworks do not interact with one another.
This fact is exploited in the revised algorithm presented below.

Unlike Algorithm 1, which computes the set of all stable steps for the given
marking and activity immediately, the revised algorithm accomplishes the same
goal in two smaller steps. First, it computes the set of “next possible markings”
for the given starting marking and activity. The set of next possible markings is
the set of markings that can be reached by one application of the yields relation,
i.e., for a given marking p and activity a

NP(u,a) = {y | p %5 1/ for somea € Aand c € {1,...,y(a)}}.

Each of these markings can be either stable or unstable. If a marking is stable,
then it is a next stable marking for the specified starting marking and activity.
Furthermore, its probability of occurrence is just the sum of the probabilities of



all cases that lead to that marking. Since only probabilistically specified activity
choices were made in reaching the marking, the network is well-specified. A more
complicated situation exists for each unstable marking in NP (u,a).

These markings are those unstable markings that can be reached after one ap-
plication of the yields relation and, hence, represent situations where one or
more instantaneous activities must be completed to reach possible next stable
markings. To determine these markings, consider the instantaneous subnetworks
previously constructed. First, note that although the sets of places defined by
each subnetwork are disjoint, they may not partition the set of places of the
entire network, since there may be places that are connected only to timed
activities. The markings of these places will not change by completion of instan-
taneous activities and hence will remain the same in all next stable markings
of the network reached from this marking. In the algorithm that follows, the
marking of the places connected only to timed activities is denoted by p, for
each ' € NP(u,a). Similarly, the initial (unstable) markings of each of the n
subnetworks are denoted by uf, i, . .. , ., respectively, for each p’ € NP(u,a).
Now, since the markings of places of different subnetworks are independent of
each other, sets of next stable markings can be computed for each subnetwork
independently and be combined to obtain “global” next stable markings for the
entire network.

Computation of the local next stable markings, and the subsequent check that
the probabilities these markings are invariant over possible sets of activity choices
for each subnetwork, is done in a manner similar to that of Algorithm 1, except
that the initial marking of each of the possible paths to a stable marking is
not itself stable. Since these paths are suffixes of stable steps, we call them
partial stable steps. A partial stable step is a stable step without the initial
configuration. Except for this difference, the invariant check and computation
of probabilities are done exactly as in Algorithm 1. In the algorithm presented
below, for each subnetwork i, the set of (subnetwork) next stable markings is
denoted by NS; and the probability that subnetwork marking /1;’ ; will be reached

from subnetwork marking p is denoted by BHI (17 )-

After the possible next stable markings and probabilities of these markings have
been computed for each subnetwork, they are combined to construct next stable
markings and probabilities for the entire network. Possible next stable markings
for the entire network are constructed by forming all possible combinations of
p.’s and subnetwork next stable markings. Each marking constructed that way
is denoted by the concatenation of its constituent subnetwork markings together
with u’. The probability of each of these global markings is then computed as the
product of the probabilities of each of the constituent markings. Since each global
marking could also be reached in other ways (i.e., from another u/ € NP(y',a)),
the computed probability obtained in each way is summed to obtain the total
probability for this next stable marking.

A more precise description of the algorithm is the following.



Algorithm 3 (Uses concept of instantaneous subnetworks to determine, given
a stable marking p and activity a that can complete in p, whether the next stable
marking probability distribution is invariant over possible sets of activity choices,
and if it is, computes this distribution.)

Let NS(u,a) equal the null set.
Let hyq = 0.

Compute NP(u,a).

For each 1/ € NP(p,a):

Let hyo(p') = Z Ca(h1P(@)uOP(a); C)-
c such that p%5w
If 1’ is stable then
Add 1/ to NS(p,a).
Let hyo(1') = hpapt')-
else
For each instantaneous subnetwork i, i =1 to n:
Restrict 1/ to places of the subnetwork (this is denoted by p}).
Compute the set of all partial stable steps of the subnetwork with
initial marking ;.
Compute the set of resulting stable markings from the set of
partial stable steps. Label these k; markings pi;y, p1'9, -5 1y,
Group the set of partial stable steps computed above according to
their resulting markings. Pui’ui’,j denotes the subset containing
partial stable steps from p to ;.
For each Pu@ui;’y j=1tok;:
Construct the set of mazximal compatibles of R on PMLM’,J"
Compute P(C) for each maximal compatible C. '
If P(C) is not identical for all compatibles C' then
Signal SAN is not well-specified and abort algorithm.
else
Addﬂ;’,j to NS;(p}).
Let by () = P(C).
Next j.
Next 1.
{* Now form global next stable marking from subnetwork results *}
Forji1 =1 toky
For jo = 71 to ko

' For jn = jn—1 to ky

Add iy j, 1 g, - - i, 1 to NS (s, a).
Let hﬂva(ullajl MIQ,JQ o "ulmjnuls) =

hu,a(ﬂll,jlﬂé,jz e 'M:z,jn,“;) + Bu,a(ﬂl) Hi=1 to n hug (ﬂ;,ji)-
Next j,.



Nezxt jo.

Next j1.
Nexzt ' € NP(u,a).
Return next stable marking probability distribution for marking and activity.

This algorithm has significant advantages over Algorithm 1 for systems that
have several instantaneous subnetworks, and reduces to Algorithm 1 when there
is a single subnetwork. To illustrate this, consider again the stochastic activity
network of Figure 7, which was shown using Algorithm 1 to be well-specified.
Figure 2.9 depicts this activity network with the instantaneous subnetworks
outlined. As shown by Algorithm 3, each of these subnetworks can be analyzed

Fig. 9. A Well-Specified Stochastic Activity Network with Instantaneous Subnetworks
Noted

separately to check that the network is well-specified and to compute the next
stable state probability distribution. In order to do this, we must first compute
the set of next possible markings, which in this case is {0100100}. The probability
of this marking, denoted hi0oo000,71(0100100), is 1. Now, since the marking is
not stable, the set of next stable states and their probabilities must be computed
for each instantaneous subnetwork. For the first subnetwork, which contains 11
and 12, the set of partial stable steps is

(1000, I1,1),
(1000, 11,2)(0100, 12, 1),
(1000, 11, 2)(0100, 12, 2)

and the set of possible next stable markings, NSy, is {0010,0001}. There is one
maximal compatible corresponding to each possible next stable marking. The
first,

C = {(1000, I1,1), (1000, I1,2), (0100, I2,1)},



has probability P(C') = .58, and hence hooto = .58. The second, corresponding
to the stable marking 0001, is

C = {(1000, I1,2)(0100, 12, 2)}

and has probability ﬁ1000(0001) = .42. The computations for the second sub-
network are even simpler. For it, the set of partial stable steps is the singleton
set

{(10,13,1)}

where the set of possible stable markings, NSy, is {01} and h1(01) = 1.

Since the next stable state probabilities are invariant for each subnetwork, they
are invariant for the entire network. The global next stable marking probabil-
ities are computed by forming possible combinations of the local next stable
markings. When this is done, the set of next stable markings is found to be
N S(1000000) = {0001010,0000011} with probabilities hipo0000,71(0001010) =
.58 and h1000000,71(0000011) = .42. This result matches that computed previ-
ously using Algorithm 1.

4 Conclusion

This chapter has presented a formal definition of activity networks and stochas-
tic activity networks, formally described their behavior, and specified conditions
which describe when their behavior is completely probabilistically defined. By
providing formal definitions of these nets, we were able to precisely define when
they can be used for evaluation. Other publications have defined the framework
for defining reward variables on SANs [21] and the stochastic process represen-
tations of the behavior of SANs [22], when these conditions are met.
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