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Abstract

When executing time-sensitive distributed applications, a mid-
dleware that provides dependability and timeliness is faced with
the important problem of preventing timing failures both under
normal conditions and when the quality of service is degraded due
to replica failures and transient overload on the server. To ad-
dress this problem, we have designed a probabilistic model-based
replica selection algorithm that allows a middleware to choose a
set of replicas to service a client based on their ability to meet a
client’s timeliness requirements. This selection is done based on
the prediction made by a probabilistic model that uses the perfor-
mance history of replicas asinputs. In this paper, we describe the
experiments we have conducted to evaluate the ability of this dy-
namic selection algorithm to meet a client’s timing requirements,
and compare it with that of a static and round-robin selection
scheme under different scenarios.

1. Introduction

Server replication is commonly used to improve the
availability and response time of distributed services. Repli-
cating the servers improves the availability of a service
by allowing access to the service even when some of the
servers are not functioning, and improves the response time
of a service by allowing multiple clients to be serviced con-
currently. When executing time-sensitive applications, a
middleware that uses replicated servers to provide depend-
ability and timeliness is faced with the important problem of
preventing timing failures both under normal conditions and
when the quality of service is degraded due to replica fail-
ures and transient overload on the server. In a previous pa-
per [7] we described a dynamic replica selection algorithm
we designed to address this problem in AQUA [2]. The
algorithm we proposed estimates a replica’s response time
distribution based on performance measurements regularly
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broadcast by the replica. An online model uses these mea-
surements to predict the probability with which a replica
can prevent a timing failure for a client. A selection algo-
rithm then uses this prediction to choose a subset of replicas
that can together meet the client’s timing constraints with at
least the probability requested by the client.

Our work targets a system in which the machines hosting
replicated services are distributed across a local area net-
work (LAN). We mainly target applications such as search
engines and radar-tracking applications, in which the re-
quests made by a client do not modify the state of the server
replicas. A client that requires a service to respond to its
request within a specific time expresses its requirements as
a quality of service (QoS) specification, which includes the
name of a service, the time by which the client wants to
receive a response after it transmits its request to this ser-
vice, and the minimum probability with which it wants this
time constraint to be met. If a response does not meet this
time constraint, then it results in a timing failure for the
client. Some of the factors that may cause a timing fail-
ure include transient overloads on a replica or on the net-
work links, background load on the machines, and replica
crashes. The uncertainty resulting from these factors makes
it hard to provide deterministic temporal guarantees, and
prompted us to use a probabilistic model instead.

The rest of this paper is organized as follows. Section 2
briefly describes some of the replica selection schemes that
have been developed by other researchers. Section 3 de-
scribes the replica selection algorithms we have used in our
experimental study, which includes the probabilistic selec-
tion algorithm we have developed, a static selection scheme
that sends a request to a fixed set of replicas, and a round-
robin selection scheme. In Section 4 we analyze the perfor-
mance of the probabilistic replica selection algorithm. We
compare the performance of the probabilistic scheme with
the static scheme in Section 5 and with the round-robin
scheme in Section 6. All of the experimental results are
based on our implementation of these selection algorithms



in AQUA. We present our conclusions in Section 7.

2. Related Work

Several other replica selection algorithms have been for-
mulated with the objective of choosing the replica that can
deliver the lowest possible response time. Similar to our
work, these algorithms often target stateless, distributed ap-
plications. Some of these algorithms choose the nearest
replica based on a distance metric [5], and some choose the
replica with the best historical average response time [8].
Some predict the time to propagate a message to different
replicas using regression analysis of previously collected
data [1], and pick the replica that has the lowest future prop-
agation time. Finally, some of them actively monitor both
replica load and network delays, use these to estimate the
response times of the replicas, and select the replica that has
the smallest estimated response time [3]. All of these efforts
assign a single replica to each client and do not consider the
case in which a replica may fail while servicing a request.
As such, it is the responsibility of the client to retransmit its
request upon failure to receive a response. Such schemes
that make use of temporal redundancy, however, may not
be suitable for clients with specific time constraints. In con-
trast, the probabilistic selection scheme we have developed
makes use of spatial redundancy to address the problem of
meeting specific timing requirements of clients. It tunes
the redundancy level to service a client’s request based on
the client’s QoS requirements and the responsiveness of the
replicas.

3. Replica Selection in AQUA

One of the main components of the AQUA middleware
is the AQUA gateway, which is associated with each client
and server object. The different replica selection schemes
supported in AQUA are implemented as selection handlers
within the gateway, as shown in Figure 1. Each selection
handler has three main modules: a replica selector, an infor-
mation repository, and a timing failure detector. An AQUA
client can specify the selection scheme it wants to use in
a configuration file. The corresponding selection handler
is then loaded dynamically by the gateway during startup.
The handler on the client side transparently intercepts a
request from the client, and hands over the request to its
selector module. The selector retrieves the replica list for
the service from its information repository, and chooses the
replicas to service the request based on the client’s QoS re-
quirements, using the selection strategy implemented in the
handler. The handler then multicasts the request to the se-
lected set of replicas through the Maestro-Ensemble group
communication layer [9, 4]. We now describe the different
replica selection schemes we have built into AQUA.
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Figure 1. Replica selection in AQUA

3.1. Probabilistic Replica Selection Scheme

We first describe the probabilistic replica selection
scheme we have developed. To identify the parameters of
our probabilistic model, we conducted experiments to de-
termine the factors that have a significant impact on the re-
sponse time in AQUA. Based on our experimental analysis,
we identified three factors: the queuing delay, W, which is
the time that a request spends waiting in the request queue
of a server; the servicetime, S, which is the time spent by a
server in processing the request after dequeuing it from the
request queue; and the gateway-to-gateway delay, which is
the time it takes for an AQUA request or response to travel
between the client and server gateways. The gateway de-
lay is incurred on both the request and response paths, and
the two delays together make up the two-way gateway-to-
gateway delay, T'. Equation 1 expresses the relationship be-
tween these three factors and the response time, R;, which
is the time it takes to receive a response from a replica ¢,
after a request is transmitted to it.

Ri=S;+W;+1T; (1)

We experimentally measure the values of the service time,
S;, and the queuing delay, 1;, as described later in Sec-
tion 3.1.2, and record the values of the most recent [ re-
quests in a sliding window, L. The value of [ is chosen
so that it includes a reasonable number of recent requests
but excludes obsolete measurements. \We store these ex-
perimentally measured values on a per-replica basis in the
information repository that is associated with each client’s
handler. For the gateway-to-gateway delay, 7';, rather than
record its history over a period of time, we use its most re-
cently measured value, because of the observation that the
traffic in a LAN does not fluctuate as often as the other two
parameters. For environments in which this observation is
not true, it would be simple to extend our approach to record
the history of the gateway-to-gateway delay as we do for the
service time and queuing delay.

3.1.1. Probabilistic Model. Using the performance mea-
surements collected above as inputs, the probabilistic se-



lection handler builds a model to predict the probability,
Pk (t), that a response from a subset K C M, consisting
of £ > 0 replicas, will arrive by the client’s deadline, ¢,
and thereby avoid the occurrence of a timing failure. M is
the complete set of replicas offering the service requested
by a client. The selection is then done based on this resul-
tant probability. Let P, (¢) be the minimum probability with
which the client wants a response for its request by time
t. Each replica in the selected subset independently pro-
cesses a request and sends back its response. However, only
the first response received for a request is delivered to the
client. Therefore, a timing failure occurs only if no response
was received from any of the replicas in the set K within ¢
time units after the request was sent. It is straightforward to
compute the distribution of the time to receive the earliest
response if we assume that the response times of individual
replicas are independent of one another. While this is not
strictly the case in a shared network, in which the network
delays may be correlated, we believe that it is a reasonable
assumption to make, since the network delay across a LAN
is usually a small fraction of the replica’s response time,
especially for compute-bound servers like the ones we are
interested in. We use this independence assumption to com-
pute the probability, P (t), for the replicas in subset K, as
follows:

Pk (t) =1 — P(no replicain K responds before t)
Pe(t)y=1—[] P(R; > 1)

ieK

Pr(t) =1 ] (1 = Fr,(t)) 2)

€K

where Fg, (t) is the response time distribution function for
replica 7. Using the performance measurements we col-
lect at runtime, we compute the probability mass function
(pmf) of S; and W; for a replica ¢ based on the relative
frequency of their values recorded in the sliding window,
L. We then use the pm f of S;, the pmf of W;, and the
recently recorded value of T'; to compute the pm f of the
response time R; as a discrete convolution of W;, S;, and
T;. The pmf of R; can then be used to compute the value
of the distribution function F'g, (¢) for a replica i.
Algorithm 1 presents the selection algorithm used by the
probabilistic selection handler when selecting the replicas
to service a client. Since replicas may crash, our goal is to
choose a set of replicas that can meet a client’s time con-
straint with the probability the client has requested, even
when one of the replicas in the selected set crashes while
servicing the request. Our intuition is that if we can choose
a set of replicas that can satisfy the timing constraint with
the specified probability despite the failure of the member,
mg, that has the highest probability of meeting the client’s
deadline, then such a set should be able to handle the failure

of any other member in the set. In [7] we have provided a
formal justification for this intuition.

Algorithm 1 Replica Selection Algorithm

Require: V. =< i, Fg,(t) > {set of replicas and their corre-
sponding distribution function}

Require: Client Inputs:

t : client’s deadline,

P.(t): probability that this deadline will be met

X<o

i prod <=1

: sortedList <= sort V in decreasing order of Fr, (¢)

K <« |[first(sortedList)] {always include the replica that

has the highest probability in the selected list}

ER N

5. newSortedList <= sortedList — K
6: for all 7 in newSortedList do
7. X< XU
8: g1<:1—FRL(t)
9:  prod <= prod % g;
10: if 1 —prod > P.(t) then
11: K=XUK
12: return K {found an acceptable replica set}
13:  endif
14: end for

15: return M {return the set comprising all the replicas}

The steps of the algorithm are as follows. The proba-
bilistic selection handler first includes the replica, m, that
has the highest probability of meeting a client’s deadline,
in the selected set, K. It then visits the remaining repli-
cas in decreasing order of their response time distribution
function, including each replica in the candidate set X, un-
til it includes enough replicas in X such that the condition
Px(t) > P.(t) is satisfied. Px (t) is computed using Equa-
tion 2. Thus, we effectively simulate the failure of mq by
excluding it when building the set X . If the selection han-
dler finds enough replicas to satisfy the above condition,
then it extends this set to include mq and form the final
selected set, K. If, however, it is unable to find enough
replicas to meet this condition, it chooses all the available
replicas to service the client. If a service is new and no
performance history has been recorded for any of its repli-
cas, the handler chooses all the available replicas offering
the service. Although Algorithm 1 only addresses single
replica crashes, it should be simple to extend it to handle
multiple replica crashes.

Finally, since the replica selection is done when a re-
quest is invoked, the selection overhead, ¢, itself may cause
adelay in the response time. Hence, to account for this over-
head in an actual implementation, we measure the algorithm
overhead each time the selection algorithm is executed and
use the most recently measured value of 6 to compute the
value of F'g, (t — ¢). We then modify Algorithm 1 to use the
value of F'g, (t — 0) wherever it uses the value of F'g, (¢), S0
that it selects those replicas that can respond within ¢ — §



time units rather than ¢ time units, where ¢ is the client’s
deadline as before.

3.1.2. Online Performance Monitoring. The client han-
dlers that are interested in receiving performance updates
from the servers initially multicast their subscription to the
server replicas. The handler on the client side transparently
intercepts a request from the client, and records the inter-
ception time, tq. It then hands over the request to its se-
lector module. Using the appropriate selection algorithm,
the selector selects a set of replicas to service the request.
The handler then multicasts the request to the selected set
of replicas through the Maestro-Ensemble group communi-
cation layer.

Upon receiving the request from a client, the probabilis-
tic selection handler at the server enqueues the request in the
replica’s request queue and records the time at which the re-
quest is enqueued. The AQUA gateway asynchronously pro-
cesses the request queue in FIFO order. When the request
is dequeued for service, the gateway records the dequeue
time before using CORBA’s dynamic invocation interface
to invoke the server application to service the request. The
queuing delay, ,, for a request is the difference between its
dequeue time and enqueue time. When the server sends its
response back to the client, the server handler intercepts the
response and records the service duration, ¢ . The handler
then forwards the reply back to the client gateway along
with the performance data, which includes the service dura-
tion, ¢, and the queuing delay, ¢,. Each server replica also
publishes the newly measured values of ¢, and ¢, to its sub-
scribers, whenever it completes servicing a request. This
information, pushed from the server replicas, is then used
to update the client’s gateway information repository.

When the client handler receives a reply from a replica,
it records the time of reception, ¢,,, and extracts the perfor-
mance data embedded in the message. If the reply is the first
one it has received for a request, the handler delivers the re-
ply to the client. For all the replies the handler receives for
a request, it uses the extracted performance data to measure
the new two-way gateway-to-gateway delay, ¢ 4, between the
client and the responding replica. This delay, ¢ 4, is given by
tg =t, —tm — tqy — ts, Where ¢, and ¢, are obtained from
the extracted data. ¢,,, is the time at which the handler mul-
ticast the request to the selected set of replicas using Mae-
stro/Ensemble. The handler then records this new value of
the gateway delay in its local information repository. The
timing failure detector in the handler checks whether a tim-
ing failure has occurred, by computing the response time,
t, = t, — to. Atiming failure occurs if ¢, > ¢, where ¢ is
the response time requested by the client. The timing failure
detector maintains a counter that keeps track of the number
of times its client has failed to receive a timely response
from a service. If the frequency of timely responses from

the service is lower than the minimum probability of timely
response the client has requested in its QoS specification,
the handler notifies the client by issuing a callback. Note
that when we collect the timing data as explained above, we
do not require that the clocks be synchronized, because we
always measure the two end-points of a timing interval on
the same machine.

3.2. Static Selection Scheme

The static scheme allocates a fixed number of replicas
to service a client. In our implementation, we chose to as-
sign all the available replicas to service a client. Hence,
we call this static scheme static_all. Two sources of
overhead that are present in the probabilistic scheme are
absent in the static_all scheme. These are the com-
putational overhead incurred by the replica selection algo-
rithm and the communication overhead incurred by the reg-
ular performance updates. Intuitively it would seem that we
may be able to reduce the probability of timing failures for
a client by sending its request to as many replicas as pos-
sible. On the other hand, by having all the replicas process
a request, the static_all scheme may result in higher
queuing delays for the requests, leading to higher response
times. Thus, we were interested in finding out under what
load conditions it would be beneficial to have all the avail-
able replicas process a request, and when it would be de-
sirable to use a scheme, like the probabilistic scheme, that
sends a request to no more than the number of replicas re-
quired to meet the client’s timing requirements. The results
presented in Section 5 provide this comparison.

3.3. Round-Robin Selection Scheme

In the round-robin scheme each client’s request is sent to
two different replicas, which are selected from the replica
list in a round-robin fashion. We chose a redundancy level
of two for the round-robin scheme so that the round-robin
algorithm, like the probabilistic algorithm, can tolerate sin-
gle crash faults. The round-robin scheme is dynamic be-
cause it chooses different replicas for each request. How-
ever, unlike the probabilistic algorithm, the round-robin
scheme uses a fixed redundancy level, and does not use
any knowledge of a replica’s performance history during the
replica selection. The results presented in Section 6 provide
a comparison between the adaptive probabilistic selection
scheme and the round-robin scheme.

4. Performance Evaluation

We now discuss the experiments we conducted to an-
alyze the performance of the probabilistic replica selec-
tion algorithm, as implemented in AQUA. Our experimental
setup is composed of a set of uniprocessor Linux machines
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Figure 2. Overhead of probabilistic replica se-
lection algorithm

distributed over a 100 Mbps LAN. All confidence intervals
for the results presented are at a 95% level, and have been
computed under the assumption that the number of timing
failures follows a binomial distribution [6].

4.1. Overhead of the Probabilistic Selection Algo-
rithm

Figure 2 shows how the overhead of the probabilistic se-
lection algorithm varies with the number of available repli-
cas for three different sliding window sizes: 5, 10, and
20. These overheads include the time to compute the dis-
tribution function and the time to select the replica subset.
These overheads are incurred during each request. Compu-
tation of the response time distribution function contributes
to 90% of these overheads, while selection of the replica
subset using Algorithm 1 contributes to the remaining 10%.
The larger the sliding window, the more the number of data
points used to compute the response time distribution, re-
sulting in higher selection overhead. For the following eper-
iments, we used a sliding window of size 5, unless other-
wise stated.

4.2. Validation of the Probabilistic M odel

We also conducted experiments to evaluate how effec-
tively the subset of replicas chosen by the probabilistic se-
lection algorithm was able to meet a client’s deadline with
the probability requested by the client. To do this, we used
two clients that ran on two different machines and inde-
pendently issued requests to the same service with a 1000
millisecond delay between receiving a response and issuing
the next request. We use the term request delay to define
this duration that elapses before a client issues its next re-
quest to a service after it receives a reply for its previous
request. The number of server replicas available for selec-
tion during each experiment was 7. Each server replica ran
on a different machine and responded with an integer value.
We simulated the background load on the servers by hav-
ing each replica respond to a request after a delay that was
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scheme in a crash-free scenario

normally distributed with a mean of 100 milliseconds and
a variance of 50 milliseconds. In every run, each of the
two clients issued 1000 requests to the service. One of the
clients requested a deadline of 200 milliseconds in each run
and specified that this deadline be met with a probability
> 0. The second client requested a different deadline in
each run. For each of these deadline values of the second
client, we computed the probability of timing failures in a
run of 1000 requests by measuring the number of responses
in the run that had failed to arrive by the deadline specified
by the second client. In order to study the behavior of the
probabilistic selection algorithm for different values of the
probability of timely responses specified by a client, we re-
peated these experiments for three different probability val-
ues specified by the second client in its QoS specification:
1) a probability value of 0.9, 2) a probability value of 0.5,
and 3) a probability value of 0. We chose a probability value
of 0 because this represents the case in which the dynamic
selection algorithm would achieve the highest timing failure
rates. Hence, this case would provide a perspective on the
worst-case behavior of the algorithm.

Figure 3a shows the average number of replicas selected



by the dynamic selection algorithm to service the second
client for each of its QoS specifications. From this figure
we observe that the redundancy level chosen by the algo-
rithm to service a request reduces as the client’s QoS spec-
ification becomes less stringent. The reason for this is that
our algorithm never selects more than the minimum number
of replicas necessary to meet a client’s QoS requirement.
The less stringent a client’s QoS specification, the higher
the probability that a chosen replica will meet the client’s
specification. Hence, the algorithm can satisfy the QoS re-
quirement with fewer replicas.

Figure 3b shows how successful the selected replicas,
shown in Figure 3a, were in meeting the QoS specifications
of the second client. Figure 3b shows that when the client
specifies that the probability of timely responses must be
at least 0.9, the maximum probability of timing failures we
observe experimentally is only 0.08, which is lower than
the 0.1 timing failure probability that the client is willing
to tolerate. Similarly, for the cases in which the client is
willing to accept failure probabilities up to 0.5 and 1, we
observe maximum timing failure probabilities of 0.32 and
0.36, respectively, for the deadline values we used. These
results show that, in each case, the set of replicas selected
by Algorithm 1 was able to meet the client’s QoS require-
ments successfully by maintaining the timing failure proba-
bility well below the failure probability that was acceptable
to the client. Thus, for the experimental runs we conducted,
the model we used was able to predict accurately the set of
replicas that would be able to meet the client’s deadline with
at least the probability requested by the client.

4.3. Performance During a Replica Crash

In Section 3.1 we claimed that if we choose a set of
replicas in a manner such that they can satisfy the timing
constraint of a client with the specified probability even if
the member that has the highest probability of meeting the
client’s deadline crashes, then such a set should be able to
tolerate any single replica crash that occurs when the re-
quest is being serviced. In order to verify the validity of
this claim experimentally, we used the same experimental
setup with two clients that we used for the experiments in
Figure 3 for the crash-free scenario. We simulated the crash
of a replica by having the timing fault handler forward a
client’s request to all the selected replicas except to the one
with the highest probability of meeting the client’s deadline.
Since the client never receives a response from the omitted
member, this effectively simulates the scenario in which the
member has either crashed before completing its service, or
is unresponsive. Figure 4a shows the results of our experi-
ments using a sliding window of size 5. From Figure 4a, we
see that despite the failure of a replica, the probabilistic al-
gorithm is able to meet the client’s QoS specification when
the client specifies a value of 0.5 or lower for the probabil-
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ity of timely response. However, when the client requests
a higher value, such as 0.9, for the probability of timely
response, the timing failure probability measured experi-
mentally is about 0.2, which is higher than the 0.1 failure
probability allowed by the client’s specification. Since at
the time of selection, Algorithm 1 is able to find a replica
subset that has the ability to meet a client’s timing require-
ments with a probability > 0.9, even if one of the selected
replicas crashes, one possible explanation for this behavior
is that the performance measurements that our model uses
as inputs to select the replica subset during a crash may not
have the accuracy needed to ensure low timing failure prob-
ability, specifically values < 0.1.

To test this hypothesis, we repeated the experiments we
used to obtain the results in Figure 4a by using a larger slid-
ing window. Figure 4b shows the results we obtained using
a sliding window of size 20. From Figure 4b we see that the
observed probability of timing failures is now within 0.1 for
the case in which the client requests that its deadline be met
with a probability > 0.9. Thus, by using more experimen-
tal measurements to improve the accuracy of the estimated
response time, the model was able to improve its ability to



predict the set of replicas that can meet a client’s QoS spec-
ification with more stringent requirements. So why was the
model able to predict successfully the set of replicas that
can meet a client’s deadline with a probability > 0.9 in the
crash-free scenario in Figure 3, despite using a sliding win-
dow of size 5? We think the reason is that the inaccuracy in
the experimental measurements in the crash-free case was
largely offset by the fact that there is one additional replica
processing the request. More importantly, this additional
replica was also the one that had the highest probability of
meeting the client’s deadline.

In summary, we have shown that our model can success-
fully predict the ability of a set of replicas to meet a client’s
QoS specification. However, the accuracy of the prediction
is dependent on the accuracy of the performance measure-
ments the model uses as its inputs. One way of improv-
ing the accuracy of the prediction is to use a sliding win-
dow that includes more sample points for computing the re-
sponse time distribution of the replicas. Using a large slid-
ing window, however, has the disadvantage that it may al-
low obsolete performance information to be included when
a service is not accessed frequently. Therefore, choosing
a small window size may be more appropriate in environ-
ments in which a replica’s responsiveness changes rapidly
with time, as a smaller window allows quicker adaptivity to
changes in a replica’s responsiveness. Thus, the size of the
sliding window has to be chosen based on the specific envi-
ronment and access patterns of a service, through an assess-
ment of the tradeoffs between the desired levels of accuracy
and adaptivity.

5. Probabilistic vs. Static Selection

We now describe the experiments we conducted to com-
pare the performance of the probabilistic replica selection
algorithm with that of the static_all selection scheme,
under different load conditions. When conducting exper-
iments using the probabilistic scheme, all the clients in-
volved in the experiment chose the probabilistic selection
handler. Similarly, for the static_all scheme, all the
clients involved in the experiment used the static selection
handler. We carried out our experiments by varying the
client-induced load in two ways.

In the first case, we varied the client-induced load by
varying the request delay. The induced load on the servers
is higher for smaller request delays. We used the same
experimental setup with two clients, as described in Sec-
tion 4.2. Figure 6 compares the performance of the proba-
bilistic scheme with that of the static scheme for different
values of the request delay. The graphs in the left column
of Figure 6 compare the observed timing failure probability
for different values of the request delay, while the graphs on
the right provide the comparison for the average number of
replicas selected for the corresponding cases.

In the second case, we varied the client-induced load by
varying the number of clients accessing a service concur-
rently. The induced load on the servers increases with the
number of clients. All the clients used the same request
delay value of 250 milliseconds. One of the clients speci-
fied a different deadline in each run and requested that its
deadline be met with a probability > 0.5. All the remain-
ing clients specified a deadline of 200 milliseconds in each
run and requested that this deadline be met with a probabil-
ity > 0.0. The plots in Figure 7 compare the performance
of the probabilistic scheme with that of the static scheme
using 2, 4, and 8 clients. Figure 7a shows the timing fail-
ure probability for each case, as measured at the client that
specified that its probability of timely response should be at
least 0.5, and Figure 7b shows the corresponding average
number of replicas selected by the probabilistic scheme to
meet the QoS specifications of this client.

We observe from the graphs in Figures 6 and 7 that
the static_all scheme results in fewer timing failures
than the probabilistic scheme when the client-induced load
is low. For example, when the request delay is consider-
ably larger than the mean service time (which in our case
was 100 milliseconds), the static scheme outperforms the
probabilistic scheme. However, as the client-induced load
increases, the performance of the static scheme degrades
considerably compared to the probabilistic scheme. This is
shown in Figure 6 for the case in which the request delay is
100 milliseconds, and in Figure 7 for the case in which there
are 4 or more clients. This is because the static.all
scheme uses all the available replicas to service the requests
of both the clients, while the probabilistic scheme selects
replicas as shown by the graphs in the right-hand column.
The above results lead us to conclude that a dynamic selec-
tion scheme, such as the probabilistic scheme we have pro-
posed, scales better with load because it adaptively changes
the replica assignment to meet a client’s timing require-
ments by monitoring the changes in the responsiveness of
the replicas. A second important conclusion we arrive at is
that we do not gain much in performance by assigning more
than the required number of replicas to service a request.

From Figures 6 and 7 we observe that as the queuing
delay increases, there are cases in which the probabilistic
scheme is unable to find enough replicas to meet the dead-
line with the probability requested by the client. For in-
stance, in Figure 6c, for the case in which the request delay
is 100 milliseconds, the probabilistic scheme is unable to
find a replica subset to meet deadline values < 120 mil-
liseconds with a probability > 0.9. In this case, the proba-
bilistic scheme sends the request to all 7 available replicas,
as shown in Figure 6d. There are some alternative measures
that the selection handler can take under such conditions.
For example, it could inform the client that there are insuf-
ficient resources to satisfy its QoS requirement, so that the
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Figure 5. Probabilistic scheme vs. Round-
Robin scheme

client can choose to either renegotiate its QoS specification
or send its requests at a later time when the system is less
loaded.

6. Probabilistic vs. Round-Robin Selection

In order to compare the performance of the probabilistic
selection scheme and the round-robin scheme under differ-
ent load conditions, we repeated the same experiments as
above by varying the number of clients accessing a service,
and used the round-robin selection scheme to assign repli-
cas to service all the clients. Figure 5 shows the probability
of timing failures observed by the client that requested a dif-
ferent deadline in each run and specified that this deadline
be met with a probability > 0.5.

When the client-induced load increases, the queuing de-
lays in the case of the round-robin scheme are not as high
as those for the static_all or the probabilistic schemes.
This is because the round-robin scheme assigns pairs of
replicas to service a client in a round-robin manner and
is therefore able to balance the client-induced load across
the available replicas better than the other two schemes.
However, since the round-robin scheme chooses the replicas
without assessing their ability to meet a client’s QoS spec-
ification, it is hard to say conclusively whether the replicas
chosen by the round-robin scheme will be able to meet a
client’s requested probability of timely response, even when
sufficient replicas are available. For example, if the client
had requested that its probability of timing failure be < 0.1,
then from Figure 5 we observe that for the case in which
there were 8 clients accessing the service, the replica assign-
ment made by the round-robin scheme would have failed to
meet the client’s QoS specification.

In summary, a round-robin scheme is good when the pri-
mary goal is load balancing, rather than meeting specific
timing requirements of a client. It is also good when all of
the replicas have nearly identical performance characteris-
tics and exhibit little or no variability in their performance.
However, in a system in which the replicas have differ-

ent and variable performance characteristics, if the primary
goal is to meet specific timing requirements of a client, a
more adaptive replica selection scheme, like the probabilis-
tic scheme, is more effective.

7. Conclusions

The experimental results we have presented show that a
scheme like the static_all scheme or the round-robin
scheme would be sufficient when all the clients have either
the same or no specific timing constraints. They also show
that an adaptive scheme, like the probabilistic replica selec-
tion scheme we have developed, would be useful in an envi-
ronment in which time-sensitive clients with different QoS
specifications access compute-bound service providers that
display significant variability in their response times. Al-
though we currently require the client to input the proba-
bility value, a possible extension to our model would be to
allow a client to specify a priority or cost value as input, in
addition to its deadline. The middleware can then map the
priority or cost to a probability value, and use the proba-
bilistic selection algorithm to select replicas to meet these
higher-level requirements.
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