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Abstract

Distributed systems are being increasingly used to build critical systems. This necessitates
the validation of their dependability. Fault injection, using a representative set of faults, is
an important and effective method of validating dependable systems. However, a distributed
system can fail in subtle ways that depend on the state of multiple parts of the system. This
suggests that faults should be injected in a distributed system based on its the global state.
However, it is well known that it is practically impossible to maintain the global state of a
distributed system at runtime, with minimal intrusion into the system. Hence, fault injection
based on the global state of a distributed system is difficult.

This thesis presents work on a fault injector, called Loki, that addresses the challenges of
global-state-based fault injection in distributed systems. In Loki, fault injection is performed
based on a partial view of the global state of a distributed system. Once faults are injected,
a post-runtime analysis, using off-line clock synchronization, is used to place events and
injections on a single global timeline and to determine whether the intended faults were
properly injected. Finally, experiments containing successful fault injections are used to
estimate the specified measures. The contributions of the work in this thesis include an
enhanced Loki runtime that allows dynamic entry and exit of nodes in the system, and
a new and flexible method for obtaining a wide range of performance and dependability

measures in Loki.
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Chapter 1

Introduction

1.1 Motivation

The dependability of computer systems is very important, considering the pervasiveness of
computers in our everyday life. However, the level of dependability required varies from
system to system; for example, a computer system controlling a medical system must be
much more dependable than a web server, which should be more dependable than a home
user’s desktop. Thus, each computer system should be validated to ensure that it meets the
required dependability levels.

Before moving further, a few definitions are in order. A fault is any physical influence
that could potentially cause the system to deviate from its intended functionality. An error
is the effect of the fault on the system and thus is the result of the fault. If the system is not
able to cope with the error then a failure of the system results [1]. Note that not every fault
leads to an error and not every error results in a failure. Coverage is the probability that
the system recovers (i.e., does not have a failure) given that a fault occurred. Dormancy
is the amount of time between the occurrence of a fault and its manifestation as an error.
Latency is the amount of time from the occurrence of an error to either failure of the system
or detection and system recovery. Coverage, dormancy, and latency are important properties
of a dependable system that need to be evaluated.

Ideally, validating a system should involve running it in a configuration and environment



similar to that in the field for sufficiently long enough to determine the system’s dependabil-
ity. However, this is not possible in practice. Therefore, in practice, two methods are used:
system modeling and fault injection.

System modeling involves developing a formal mathematical representation of the system
and solving it to determine the system’s properties. It requires a detailed knowledge of the
complete system and its execution. Modeling has the advantage that the behavior of the
system over a long period of time, and in a variety of configurations and environments, can
be obtained in a relatively short period of time. However, by its very nature, a model cannot
mimic the actual system completely; hence, results from modeling could be less accurate
than those from runs of the actual system. Also, some parameters needed by a system
model have to be obtained from the system itself. In practice, these parameters are very
sensitive, and an inaccurate estimation would lead to wrong overall values for the properties
of the dependable system.

Experimental evaluation of the system and, in particular, fault injection can be used
to obtain the required parameters. Fault injection is the process of generating faults in a
system at a rate much higher than the rate at which they appear in the system’s actual
environment. This is done because it would take too long to wait for faults to occur by
themselves in the system. From the generated faults, observations are collected that are
used to determine the system’s properties. A tool that helps in the process of fault injection
is called a fault injector. Fault injection is used for two different purposes: fault removal and
fault forecasting.

Fault removal uses fault injection to stress the system under study to verify whether the
system behaves as given in its functional specification. Thus it is used during the building
of the system to remove any design and implementation deficiencies (“bugs”) in the system.
Fault forecasting is done after the system has been completely implemented. It uses fault
injection to evaluate the efficiency of the long-term operational behavior of the fault-tolerance

mechanisms in the system. One good way of using modeling and fault injection together



to evaluate a system is as follows. First, a model of the system design is developed. Then
a prototype is implemented and evaluated to obtain the parameters needed for the model.
The parameters are then fit into the model to check whether the system design is adequate.
If not, the design is modified and the above process is repeated until the design is adequate.
The final system design is then implemented and fault-injected for fault removal. Finally,
fault forecasting is done on the system before it is deployed.

If the system under consideration is a reliable distributed system, a failure of a component
in the system could result from a fault in the component itself or from the propagation of a
fault in another component of the system. Thus, failures in the system depend on the global
execution state of the system, i.e., the combined state of all the components in the system.
For that reason, during fault injection of a reliable distributed system, a fault injector needs
to keep track of the global state of the system. Other desirable features of fault injection in
a distributed system include verification that the faults have been injected in the intended
global states, and a flexible measure estimation method.

This thesis focuses on the development of a fault injection tool, called Loki, to assist
in the evaluation of a system’s dependability, particularly when the system is a distributed
system. More specifically, Loki provides a framework for specifying and injecting faults
in a distributed system based on the global state of the system. The results from the
fault injection experiments are collected and a check is performed, by constructing a global
timeline from the results, to verify the correctness of the global-state-based fault injections.
Loki also provides a mechanism for specifying and computing a wide range of dependability

and performance measures from the fault injection results.

1.2 Related Work

There are several fault injection and measurement tools already in existence, several of which

are targeted specifically to distributed systems. These tools are well-suited for the applica-



tions for which they are intended. However, they do not meet all the requirements necessary
for distributed system fault injection, namely fault injection based on global state, verifica-
tion of the correctness of faults, and accurate computation of a wide range of performance
and dependability measures. This section gives a brief description of these tools.

JEWEL [2] is a measurement system that performs monitoring and evaluation tasks of
distributed (and local) systems based on user-defined specifications. A graphical visualiza-
tion tool is used to display the results on-line (i.e., in real-time). JEWEL also provides
off-line analysis of the collected results. However, it can only observe the system under
study; it cannot control the system’s environment by injecting faults. Also, it uses hardware
clocks in the system that are synchronized to maintain a global clock.

CESIUM [3] is a testing environment based on the centralized simulation of distributed
executions and failures. The distributed execution of the processes in the system under
study is simulated on a single machine in a single address space, with network interaction
and system clocks simulated by the CESIUM environment. The code of the system under
study is not instrumented; therefore, decisions and observations cannot be made based on
the internal state of a process, and fault injections cannot be targeted to specific states of
operation within a node. In addition, this simulation-based approach cannot fully mirror the
operation of the system in a real environment; hence, for proper evaluation of the system, it
is desirable to experiment on a real system. Also, no mechanism for obtaining measures is
present in CESIUM.

The DOCTOR [4] fault injector is one of the tools developed to evaluate the HARTS
distributed real-time system. Memory, CPU, or communication faults can be injected prob-
abilistically or based on past history. However, faults cannot be injected based on the global
state of the distributed system. Also, the correctness of the injected faults cannot be ver-
ified. DOCTOR has an integrated synthetic workload generator that can be used during
the evaluation of the system. During the evaluation, performance and dependability data is

collected. However, there is no mechanism for obtaining measures. Timing is done using a



hardware solution, which requires a shared backplane bus not available to all systems.

EFA [5] is designed to be used mostly for verification of the system, i.e., checking whether
the system works according to its functional specification. The EFA fault injector generates
random fault cases, user-defined fault cases, and/or fault cases derived from an analysis of
the source program of the fault-tolerant system. It allows the user to express fault locations
and types using a special language. EFA also provides support for controlling the sequence
of concurrent events in a distributed system. However, EFA’s approach may be too intrusive
to the system. Also, it provides neither verification of the proper injection of faults nor a
mechanism to obtain measures.

The Orchestra [6] fault injector integrates into the system under study as a layer that can
be inserted anywhere in a layered protocol stack. Orchestra allows for fault injection based
on the local state of a node; however, it does not provide a formal means for exchanging
information between nodes, and does not allow fault injection based on the global state.
Additionally, it does not provide a means for generating measures.

SPI [7] provides a flexible framework for distributed system evaluation and visualization.
It is based on the event-action programming model, in which “ea-machines” observe events
in the system and execute actions. Though SPI was developed primarily with measurement
and evaluation in mind, it can also be used for fault injection. However, it can neither
check for proper fault injection nor generate measures. This system currently runs on SUN
workstations and the Intel Paragon.

The NFTAPE [8] fault injection tool was developed to inject both hardware- and software-
based faults. To do this, the tool is divided into system-independent and system-dependent
parts. The system-independent part executes the experiments, monitors the system, and
collects observations. The actual fault injection is done by lightweight fault injectors that
are system-dependent. This makes NFTAPE very portable. However, the tool does not
verify that the fault injections have taken place in the right global states and also does not

provide a means of obtaining accurate measures.



All the tools described above have been successfully applied to many systems. However,
they do not have all the capabilities needed for fault injection in distributed systems. Specif-
ically, most of them lack the ability to inject faults based on the global state of the system.
Also, they do not verify that the injected faults are correct. Additionally, most of them
do not have capabilities to specify and compute accurate measures from the results of the
fault injections. The goal of the work described in this thesis was to design a fault injection
and evaluation tool, called Loki, which has the above capabilities necessary for evaluation of

distributed systems through fault injection.

1.3 Organization of the Thesis

The remaining chapters describe the design of the Loki fault injector. More specifically,
Chapter 2 presents the ideas underlying Loki and gives an overview of the workings of Loki.
Chapter 3 describes the runtime architecture, its mechanism, and some implementation
details. Chapter 4 details the mechanisms for specifying and computing a wide range of
dependability and performance measures in Loki. Chapter 5 gives an example of how to use
Loki for fault injection. It describes a simple example system and explains step-by-step the
process of evaluating the system using Loki. Finally, Chapter 6 presents conclusions and

suggestions for future work.



Chapter 2

Overview of the Loki Fault Injector

2.1 Introduction

As mentioned in Chapter 1, a fault injector for distributed systems needs to keep track of
the global state of the system. However, it is well known that tracking the global state
of a distributed system at runtime, with minimal intrusion into the system’s behavior, is
impossible in practice. A possible solution to this problem would be to synchronize the
execution of all the components of the system at every state change and determine whether
faults are to be injected. However, this is very intrusive to the system under study, and would
cause it to deviate greatly from its normal execution. Another solution would be to have
the fault injector maintain very loose synchronization by sending notifications among the
components at every state change, and inject faults in a component based on the component’s
view of the global state. However, the component’s local view of the global state could be
outdated, because the system could have changed state while the state change notifications
were in transit. This would cause the fault injector to inject faults in incorrect states.
Measures obtained from such incorrect fault injections would not be valid.

The distributed system fault injector Loki, which is the main contribution of this thesis,
solves this problem and makes fault injection based on the global state of a distributed
system practical. This chapter explains the basic concepts underlying Loki and details the

method by which Loki solves the above problem. Additionally, it also briefly describes the



various steps in the evaluation of a system using Loki.

2.2 Loki Concepts

This section describes the basic concepts of Loki. First, the concept of partial view of
global state, which is central to Loki, is explained, along with the concepts of state, local
state, and global state. Then the concepts of a node and Loki runtime are introduced, and
the organization of a fault injection process into campaigns, studies, and experiments is

explained.

2.2.1 Partial View of Global State

The concept of state is fundamental to Loki. It is assumed that at the desired level of
abstraction (for fault injection and measure estimation), the execution of a component of
the distributed system under study can be specified as a state machine with state transitions
triggered by local events in the component. In other words, at any time, a component is
in a particular local state, and it transitions to a new state only when an event occurs in
it. The new state is computed using a transition function, and is uniquely determined by
the old state and the event. The global state of the system is the vector of the local states
of all of its components. During the fault injection process, it may be necessary to inject
faults in a component based on the state of other components of the system. To do so,
it is not necessary to keep track of the complete global state of the system at all times;
instead, it is sufficient to track an “interesting” portion of the global state that is necessary
for the injection of the required faults in the component. This interesting portion is called
the partial view of the global state, and its selection depends on the particular system under

study and the faults to be injected.



2.2.2 Node

In Loki, the distributed system (under study) is divided into basic components (which are
processes in the current implementation), from each of which state information is collected
and into each of which faults are injected. Each of these basic components of the distributed
system, together with the attached Loki runtime, is called a node. The Loki runtime is the
Loki code that executes along with the distributed system and maintains the partial view
of the global state necessary for fault injections. It also performs fault injections when the
system transitions to the desired states and collects information regarding state changes,
fault injections, and their occurrence times. The Loki runtime can be divided into two main
parts: one that is independent of the system under study, and the other that is dependent
on it. The state machine, state machine transport, fault parser, and recorder constitute the
system-independent part, while the probe is the system-dependent part. These units of the

runtime together perform all of the functions that are mentioned above.

2.2.3 Fault Injection Campaign

Structurally, the process of fault injection using Loki consists of one or more fault injection
campaigns. A fault injection campaign for a particular distributed system is made up of
one or more studies. For a study, each component of the distributed system is defined by
a state machine specification! and a fault specification. The state machine specification
describes the execution of the component at the desired level of abstraction. It consists of
the set of states, the transitions between these states, and the events in the components that
trigger these transitions. The fault specification consists of a set of faults and a Boolean
expression for each fault that specifies the states in which particular state machines should

be when the fault is injected into the component. Details of both these specifications are

INote that a state machine specification is a description that is dependent on the system under study.
However, the state machine is independent of the system, and is a component of the runtime that tracks the
state given in the specification.



given in Chapter 3. Note that the division of the fault injection process into campaigns and
the division of a campaign into studies is left to the discretion of the user. However, it is
desirable that a study consist of a set of correlated fault injections and a campaign consist
of all the related studies, since combining results across different campaigns is not possible
while obtaining measures in Loki. Each study consists of a set of experiments, each of which
is one run of the distributed application along with the fault injections corresponding to
the study. Thus, an experiment can be thought of as an instance of its study, with the
state machine following the state machine specification, and fault injections being performed
according to the fault specification. Multiple experiments (instances) are conducted for each

study to obtain results that are accurate.

2.3 Evaluation of a System Using Loki

After the campaigns have been specified, the actual evaluation of the system has to be
performed. Figure 2.1 illustrates the process of evaluating a system using Loki. Procedurally,
the process can be divided into three main phases, namely the runtime phase, the analysis
phase, and the measure estimation phase. There are also synchronization-message-passing
mini-phases before and after each experiment in the runtime phase. Note that each of these
three phases is executed for each experiment within every study, in each campaign. The

following sections describe these phases in detail.

2.4 The Runtime Phase

The runtime phase is the phase during which fault injections are performed during exper-
iment runs. It involves running the distributed system, injecting faults into the system
at appropriate times, collecting observations, and recording them. To do this, the runtime

phase makes use of the Loki runtime. During the running of an experiment, the Loki runtime

10
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attached to each node performs the above functions on that node.

The Loki runtime interacts with the system under study using the system-dependent
probe. The probe has to be defined by the system designer as part of the application
instrumentation. The probe notifies the node’s runtime of local events occurring in the
node’s component. The fault injections into the component are also performed by the probe.

The state machine specifications are used in maintaining the partial view of the global
state, and the fault specifications are used in triggering fault injections. The state machine
tracks the local state of the component using the state machine specification and the probe’s
local event notifications. The state machine transport notifies the remote state machines of
local state changes and also receives state change notifications from the remote state ma-
chines. The local state is used along with the remote state change notifications to maintain
the required partial view of global state. Whenever the partial view of global state changes,
the node’s fault parser evaluates all the Boolean fault expressions given in the fault speci-
fication. If a fault expression that was previously false now transitions to true, the parser
instructs the probe to inject the corresponding fault, and the probe then does the actual
fault injection.

During the course of an experiment, the recorder records the times at which local state
changes and fault injections occur, into a local timeline. A detailed explanation of the Loki
runtime and the functions of its various components are given in Chapter 3. Note that the
runtime uses only the user-specified state change notifications between nodes to keep track
of the partial view of the global state. Also, a LAN separate from the one used by the
system can be used for transmitting the notifications. Additionally, to be as non-intrusive
to the system as possible, the runtime does not block the system while these notifications
are in transit. That means that the system could change state while the notification is in
transit; this implies that the partial view could sometimes be out-of-date. That could lead
to incorrect fault injections in some experiments. If we did not remove these experiments as

described in the next section, this could lead to incorrect measures.
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2.5 Analysis Phase

The analysis phase prevents the errors that are mentioned in the previous section by con-
ducting a post-runtime check on every fault injection to determine whether it has indeed
been performed in the desired state. An off-line check is used to avoid the expense and
intrusiveness of an on-line check. The results of the incorrect fault injections are discarded,
and only the correct fault injections are used in computing the measures. The post-runtime
check involves placing the local timelines from each of the state machines into a single global
timeline, and then using the fault specifications to determine whether each fault was injected
in the right state. This process is explained in detail below.

In particular, Loki uses an off-line clock synchronization algorithm to calibrate the clocks
on the multiple machines on which the fault injector operates, so that all the local timelines
of an experiment can be combined into a single global timeline. One machine’s clock is taken
as the reference, and the offset and drift rate of other machines’ clocks are estimated relative
to the reference clock. These offsets and drift rates are then used to place all the times onto
a single global timeline.

Methods used to calibrate clocks in distributed systems include hardware methods, soft-
ware methods, or a combination of the two. The choice of a method involves a trade-off
among accuracy, intrusiveness, and portability. Hardware methods are highly accurate and
not very intrusive, but they are generally system-specific. Conversely, software methods
increase the portability, but decrease accuracy and increase intrusiveness. Finally, the hard-
ware in the methods combining hardware and software reduces the intrusion and improves
accuracy compared to the pure software methods. Since portability is an important concern
in Loki, and the accuracy provided by software-based methods is sufficient, a software-based
approach is used in Loki. However, the time is read from the hardware clock of the processor
(whenever possible) to improve the accuracy of measurement.

The analysis phase assumes that the drifts of the processor clocks of the different machines

13



in the distributed system are linear. Therefore, if there are m machines in the system,
numbered 1 to m, we have the following relation between the processor clock time Cj(t) on
machine 7 and the processor clock time C}(¢) on machine j, where ¢ is the physical clock

time:

C](t) QG +/8U01(t), Z,] = 1, .., m (21)

where a;; is the offset between the clocks of machine ¢ and machine j at ¢ = 0, and §;; is
the drift of the clock of machine j with respect to the clock of machine .

If a machine r is chosen as the reference machine, the calibration of the clocks of the
machines in the system is reduced to a computation of «,; and f,;, fori = 1,... m. (It
can be easily seen that a,, = 0 and 5., = 1.) The method used in Loki to compute these
values is described in detail in [9]. Tt involves passing synchronization messages in two
synchronization-message-passing mini-phases before and after each experiment during the
runtime phase, and using a convex hull algorithm to compute the required values. Note that
the synchronization messages are passed before and after each experiment and not during
the experiment, so that the intrusiveness into application execution is reduced. Furthermore,
note that the algorithm does not compute exact values for «,; and (3,;. Instead, it computes
the lower and upper bounds, a; and o, and 3., and 3%, respectively. Unlike confidence
intervals for which a value has a high probability of being in a certain interval, the correct

_l’_

values of a,; and f3,; are always in the intervals [a_;, o] and [8;;, 3%] respectively (even
though their exact values are unknown). It has been shown in [9] that this algorithm works
well in practice and yields bounds on estimates of «,; and [,; that are acceptably small.
As mentioned above, every local state change and fault injection in a node are recorded
in its local timeline. The times used in the local timeline are the local times of the machine.
During the conversion of the local timelines of all the nodes into a single global timeline,

the occurrence times of all the events and fault injections have to be projected into a single
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(reference) timeline. Suppose an event occurred on machine ¢ at physical clock time T (i.e.,
local time on machine ¢ is Cj(T)). Then, from Eqn. (2.1), we have the reference clock time

as

Oi(T) — Qg

CH(T) = =

However, since only the bounds for «,; and (3,; are known, only the upper and lower

bounds of C,.(T') can be found. This is done as follows:

Therefore, an event occurring at time 7" on the physical clock time on machine i corre-
sponds to an event occurring between bounds C,.(T)~ and C,.(T)" on the reference machine
r. Using this method, the events in the local timeline of all the nodes can be projected onto
a (reference) global timeline. In practice, the difference between the bounds C,.(T)~ and
C,.(T)* has been found to be quite small if all the machines in the system are on a LAN
(i.e., average message delay between the machines is small) [9].

After the conversion to the global timeline, all the fault injections are checked to de-
termine whether they were proper, i.e., they have occurred in the correct global state as
specified in the fault specification. This is done with a check that sees whether the time
interval between the upper and lower global-time bounds of a fault injection completely
lies within the time interval between the upper and lower global-time bounds of the correct
global state. More specifically, the upper bound of the state start time and lower bound
of the fault injection time are used to determine whether the fault was injected after the
state was entered. Likewise, the lower bound of the state end time and upper bound of the

fault injection time are used to determine whether the fault was injected before the state
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was exited. If both the criteria are met, the fault was injected as intended. Note that even
if both criteria are not met, it may be the case that the fault was injected correctly, but
Loki conservatively assumes that it was not, to be sure that no experiments with incorrect
fault injections are mistakenly deemed to be correct. This procedure is repeated for each
injection that should have been made in the experiment; the experiment is only marked as
successful if all the injections in the experiment were done correctly. If any of the fault
injections were done incorrectly, the experiment results are discarded and are not used for

measure computation.

2.6 Measure Estimation Phase

By the end of the analysis phase, the results of all the experiments with incorrect fault
injections have been discarded, and only the results of the experiments with correct fault
injections have been retained. The next phase in Loki, namely the measure estimation
phase, allows the user to obtain measures from the results of the correct fault injections.
He or she can use these measures to assess the dependability and performance of his/her
distributed application. For this purpose, Loki contains a flexible language for specifying a
wide range of dependability and performance measures. Also, Loki uses several statistical
features to estimate these measures with high accuracy. In Loki, measures are defined at
two levels: the study level and the campaign level. A measure at the study level consists
of an ordered sequence of (subset selection, predicate, observation function) triples, and is
associated with all the experiments in a study. Once these sequences have been defined for all
studies, measures are defined across studies using one of the following two approaches. The
first one, called simple sampling measure, considers the experiment results of all the studies
to be similar, i.e., to be instances of the same random variable. The second approach,
called “stratified sampling,” considers the experiment results of each study as a separate

random variable. These random variables are then combined to get a campaign measure.
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If the function used to combine the random variables is a linearly weighted function, the
obtained campaign measure is a stratified weighted measure. If it is a user-defined function,
the obtained measure is a stratified user measure. Chapter 4 explains the measure estimation

process in Loki in greater detail.
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Chapter 3

Loki Runtime Architecture

3.1 Introduction

The Loki runtime manages the runtime phase of the fault injection process. During every
experiment execution, it maintains the partial view of the global state for each of the com-
ponents of the distributed system. It also performs fault injections and collects observations
when necessary. This chapter describes the architecture of the Loki runtime in detail. More
specifically, the original Loki runtime and its shortcomings are first detailed. Then the de-
sirable features of an enhanced runtime, which overcomes the shortcomings of the original
runtime, are presented. The different designs that could have been used for the enhanced
architecture are then identified and described. Based on its advantages, one of the designs

is chosen for implementation of the enhanced runtime and is explained in detail.

3.2 The Previous Loki Runtime

3.2.1 Overview of the Previous Runtime

The original Loki runtime is shown in Figure 3.1. The original version of the runtime
provides the core functionality required for fault injection in Loki. It consists of a state

machine, state machine transport, fault parser, recorder, and probe for each node in the

18



Node 1 Node 2 Noden

System Loki Runtime System Loki Runtime System Loki Runtime
Under Stud
Under Study Under Stud
State State State
Probe Machine Recordel Probe Machine Recorde| Probe Machine Recorde;
Notification| Notificationf Notification}
" oEon
InjectFault State InjectFault State InjectFault State
Fault Machine! Fault Machine Fault Machine
Parser | (Transport Parser | ITranspor Parser | (Transport

LAN1

LAN2

Figure 3.1: Original Loki Runtime Architecture

system. The functionalities of these components (except the state machine transport) are
similar to those of the corresponding components in the new runtime, and are described
in detail in Section 3.5. Using local event notifications and remote state notifications, the
original runtime maintains the partial view of the global state of the distributed system
that is necessary for fault injection. When the system transitions to the desired states, it
instructs the probe to perform fault injections. It uses Boolean fault expressions and provides
the user with considerable freedom in his/her choice of fault types. The runtime also collects
observations regarding state changes and fault injections that are used for off-line analysis
and measure computation. A detailed description of the original Loki runtime architecture

can be found in [10].

3.2.2 Performance Analysis

The main goal in designing the original version of the runtime was to prove the concepts
underlying Loki. The secondary goal was to obtain an efficient runtime implementation with
very low intrusion and high efficiency in fault injection and measurement. To verify that
these goals were met, a performance analysis of the original Loki runtime was conducted,
the detailed results of which are presented in [10]. A simple test application was used

during the performance analysis, and the efficiency of Loki in injecting faults was measured.
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Figure 3.2: Correct Fault Injection Probability as a Function of Time Spent in a State (10ms
Linux Timeslice)

This involved varying the amount of time the application spent in a particular global state
in which a fault was to be injected, and measuring the percentage of time the fault was
correctly injected by Loki. This measurement was done for two values (10ms and 1ms)
of the underlying OS’s (Linux’s) timeslice, to determine the effect of the OS on Loki’s
performance. Figures 3.2 and 3.3 show the measurement results when the OS timeslice is
10ms and 1ms respectively. It can be easily seen that the original Loki runtime was able
to inject faults in the desired global states if the application stayed in the state for a time
greater than a couple of OS timeslices. This shows that the actual time taken by a notification
message on the network, and the overhead incurred due to the fault injection by Loki, are
minimal compared to the OS context switching overhead incurred during the sending and
receiving of a notification message. It also shows that the accuracy of fault injection can be
further improved if the OS overhead in sending and receiving messages was decreased. Thus,
the original runtime was an accurate and minimally intrusive runtime implementation that

proved Loki’s basic concepts.

20



: ¥
08 //

07 pi

0B
05
0.4
0.3
02
0.1

Prohability of proper injection

0 2 4 B g 10 12 14 16 15 20
Time in state (ms)

Figure 3.3: Correct Fault Injection Probability as a Function of Time Spent in a State (1ms
Linux Timeslice)

3.3 Shortcomings of the Original Runtime

Despite its advantages and accuracy, a major shortcoming of the original runtime is that it
is static in nature, i.e., it does not allow nodes to exit from or enter into the runtime system
dynamically. This means that nodes can be started only at the beginning of the experiment
and can exit only at the end of the experiment. However, that limitation is unacceptable,
because processes can crash and restart during the fault injection of a general distributed
system. Another minor point of note is that in this runtime, state machines in the same
host communicate using TCP/IP that could be optimized using some form of interprocess

communication (IPC), such as shared memory or pipes.

3.4 Design Choices for the Enhanced Loki Runtime

As mentioned in the previous section, it was necessary for the enhanced runtime to support
dynamic entry and exit of nodes. Also, the new runtime needed to maintain the low intrusion
and high efficiency of the previous runtime, both during normal execution and during node

entry and exit. Note that to achieve the dynamic entry and exit of nodes, the design of
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most of the core Loki runtime components (i.e., state machine, fault parser, recorder, and
probe) and their interaction did not need to be changed. Only the transport mechanism
needed to be redesigned so that a dynamically entering node’s state machine can establish
communication with all the existing state machines in the system. Consequently, the new
transport mechanism should have low delays during normal notification message delivery (as
in the previous transport mechanism), and also have low overhead and low intrusion during

the entry and exit of nodes.

3.4.1 The Design Choices

Three possible high-level designs were identified for the enhanced Loki runtime architecture.
They are shown in Figure 3.4. These designs use daemons to provide the functionality
needed by the enhanced runtime. A daemon is a process that always executes in the system,
independent of the entry or exit of nodes, and monitors all the nodes associated with it.
The distinction between the three designs is in the number of and organization of daemons
in the system and in the number of nodes associated with each of the daemons. In the
centralized design, there is a single global daemon that caters to all the nodes in the system
through TCP/IP links. The partially distributed design has one daemon per host machine;
this daemon caters to all the nodes on that host using IPC connections (such as shared
memory). In the fully distributed design, there is one daemon per node, connected to the
node by IPC. In both of the distributed designs, the daemons themselves are connected to
each other using TCP/IP.

In each of the three designs, communication between the nodes’ state machines can be
done in one of two ways: either the state machines communicate directly with each other,
or they communicate via the daemons. If they communicate directly, the nodes will have
direct TCP/IP connections in addition to the connections with the daemons. In all of the
above designs, when a node crashes, its corresponding daemon detects the crash (because of

the breaking of the communication link), and writes the crash event information to the local
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Figure 3.4: Design Choices for the Loki Runtime Architecture

timeline of the node’s state machine. When a node restarts, it uses its daemon to establish
communication with all the other state machines in the system. If the communication
between the state machines is direct, the new node obtains information about all the state
machines in the system from the daemon and establishes TCP/IP connections with all of
them. Otherwise, it establishes a connection only with its daemon and communicates through

it.

3.4.2 Comparison of the Design Choices

The advantage of the centralized design, irrespective of whether the communication is
through the daemon, is that it is completely dynamic, in that new hosts can be added
to the system at runtime. The disadvantage is that there could be a relatively long delay in
detecting a node crash, since the detection is based on the breaking of a TCP/IP connection.
If the communication is through the daemon, an extra advantage of this design is the low
overhead and low intrusion on entry and exit of a node, since the node’s state machine needs

to connect to and disconnect from only the global daemon. There are also disadvantages, in
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that notification messages between state machines are slow since each message requires two
hops, and the system has limited scalability, since the global daemon could become a bot-
tleneck as the number of nodes increases. If the state machines communicate directly with
each other, there is an advantage in that notification messages between state machines are
faster. However, there is also a disadvantage in that on a node entry or exit, the node’s state
machine has to make or break TCP/IP connections with all the other state machines. As
the number of nodes increases, the overhead and intrusion of these operations could become
large.

Note that in the partially distributed design, the set of hosts in the system and hence
the location of local daemons on the hosts should be known prior to experiment execution.
Hence, independent of the communication mechanism, the disadvantage of this design is
that the set of hosts in the system is static, i.e., new hosts cannot be added to the system
during experiment execution. If communication is through the daemons, the advantages
of the partially distributed design are that there are low overhead and low intrusion on
entry and exit of nodes, multicast of notifications to state machines is more efficient, and
notifications between state machines on the same host go through IPC and hence are more
efficient. However, there is an added disadvantage, in that there is a slight increase in the
delay of notification messages between state machines on different hosts, since each message
involves two IPC communications and one TCP/IP communication. If the state machines
directly communicate with each other, the advantage is that the notification messages are
faster, but the disadvantage is the high overhead and intrusion on a node entry or exit, since
the node’s state machine has to make or break TCP/IP connections with all the other state
machines.

In the fully distributed design, the set of nodes must be known prior to experiment
execution. As a result, irrespective of the communication mechanism, the disadvantage of
this design is that the set of the nodes in the system is static, i.e., the number and location

of state machines in the system is static. If the communication is through the daemon, then
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there is lower overhead and low intrusion during node entry and exit, and higher overhead
during notification messages than if the state machines communicate directly with each
other.

The main goal of the enhanced architecture is to provide dynamic entry and exit of
nodes such that a node that crashed on one host can restart on another host. Most reliable
distributed systems allow crashed processes to restart on different hosts, so this capability
is essential. However, the fully distributed design has a static list of nodes and hence only
supports restarts on the same host. Since this would be very restrictive, the fully distributed
design is not suitable for the enhanced Loki runtime architecture.

In the centralized design, there could be a delay before the global daemon detects a node
crash. This would cause an incorrect time for the crash event to be recorded in the local
timeline. Also, there is no method of finding out the magnitude of error in this incorrect time.
This could lead to incorrect analysis and hence incorrect measure estimations. Additionally,
the centralized design limits scalability both when the communication is through the daemon
and when the state machines communicate directly with each other. Hence, the centralized
design is not acceptable.

The static list of hosts in the partially distributed design is not a limitation in practice,
since all the hosts in a distributed system are generally known before experiment execution.
Comparing the two communication mechanisms in the partially distributed design, we find
that communication through daemons is more efficient than direct communication between
state machines. The communication using daemons offers more efficient multicast of noti-
fications, more efficient notifications between state machines on the same host, and lower
overhead on node entry and exit, as compared to direct communication between state ma-

chines®. Also, in communication using daemons, if the runtime portion of a node becomes

I Assuming that the rate of processing of messages by a host is faster than the rate at which the network
delivers them, it might be argued that if the number of nodes on a host becomes large, the local daemon for
the host would become a communication bottleneck, since all the communication is queued at the daemon.
However, this is not the case, since all of the host’s communication is queued at the network interface of the
host anyway.
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corrupted during fault injection, proper checks implemented at the local daemon could help
contain the effect of the fault. These checks could verify the validity of the notification mes-
sages being sent out by a node before transmitting them to the remote node. Furthermore,
since in current systems the IPC delay is on the order of 20us and the TCP /IP delay is on the
order of 150us, we see that the overhead for notification messages in communication using
daemons is not dramatically larger than in direct communication between state machines.
Therefore, the design of choice for the new runtime is the partially distributed design with

communication through daemons.

3.5 Architecture of the New Loki Runtime

Figure 3.5 illustrates the new Loki runtime. It shows an example of a system with a runtime
that has four nodes on three hosts. Note that in addition to the local daemons of the
partially distributed design, there is also a central daemon to which all the local daemons
are connected. Fach node of the runtime consists of the system under study along with
the state machine, state machine transport, fault parser, recorder, and probe. The state
machine, state machine transport, fault parser, and recorder are independent of the system
under study, while the probe is highly dependent on it. These components of the runtime

are described in detail in the following sections.

3.5.1 Central Daemon

There are two types of daemons in the Loki runtime: a single central daemon, and one local
daemon for each host in the distributed system. The central daemon is responsible for the
overall management of each experiment in the runtime phase. At the beginning of every
experiment, it starts up the local daemons and also instructs them to start up the state
machines specified by the user. The user can specify the state machines to be started at the

beginning of an experiment using the node file. The node file has entries of the following
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format, one per line, for each state machine:

<SM NickName> [<HostName>]

If the optional <HostName> field is present, then at the beginning of every experiment,
the central daemon instructs the local daemon on <HostName> to start the state machine
<SM NickName> on that host. Otherwise, the state machine is not started at the beginning
of an experiment. During the execution of an experiment, the central daemon checks for
any abnormalities in the system execution, such as a local daemon crash. If an abnormality
occurs, the central daemon instructs the local daemons to kill all the state machines, and
aborts the experiment. Also, if an experiment takes longer than the timeout value specified
by the user, the central daemon considers the experiment as hung, instructs the local daemons
to kill all the state machines, and aborts the experiment.

When an experiment completes, the central daemon receives notification messages in-
dicating the experiment completion from all the local daemons. At this point it considers
the experiment complete and starts the next experiment. Currently, the central daemon is
integrated into the Loki graphical user interface and is described in greater detail in [11].
In the future, the central daemon may also take care of a host crash and reboot during the

execution of an experiment, as explained in Section 3.6.4.

3.5.2 Local Daemon

In Loki, there is one local daemon per host in the system, and it is connected to all the other
local daemons using TCP/IP links. The main functions of the local daemon are to take care
of entry, exit, crash, and restart of state machines, to provide communication between state
machines, to start and kill state machines based on the instructions of the central daemon,
and to check for experiment completion. These functions are explained below in greater

detail.
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The local daemons, on being started by the central daemon, contact each other at the
user-specified ports. To do this, they make use of the daemon startup file, which has to be
specified by the user before the start of the experiments. The daemon startup file has one
entry per line of the following format, indicating the corresponding port for the local daemon

on each host.

<HostName> <PortNumber>

After the local daemons connect to each other using TCP/IP, they create a shared mem-
ory region and an associated semaphore and write the shared memory and semaphore infor-
mation, which are used by the state machines to contact the local daemons, into a daemon
contact file. The state machines on startup and on restart use this information to contact
the local daemons on their respective hosts. The format of each line of the daemon contact
file is as follows. It gives the shared memory and semaphore identifiers needed to contact

the local daemon on each host.

<HostName> <SharedMemoryID> <SemaphoreID>

Then the local daemons wait for connections from new and restarted state machines.
When a new state machine starts up, it contacts its corresponding local daemon, and the
local daemon spawns a separate thread to service the state machine’s notification messages.
Then two new pairs of shared memories and semaphores are created for communication
between the service thread and the state machine. The local daemon also obtains the state
machine’s process id and local timeline file name. The local daemon also acts as a watchdog
for all of its associated state machines. When a state machine crashes, the local daemon
detects the crash either due to the deletion of the shared memories and semaphores by

the state machine when it crashed, or because the state machine does not respond to the
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watchdog messages. On a state machine crash, the local daemon writes a crash event and
crash state into the local timeline of the state machine, and notifies all the other local
daemons of the crash. The interaction of the local daemon with a restarted state machine
is similar to its interaction with a new one.

When a state machine wants to send a notification message to a remote state machine,
the state machine transport of the state machine sends the message to its service thread in its
local daemon. The service thread then sends the message to the local daemon of the remote
state machine using TCP/IP, which in turn passes it on to the remote state machine’s state
machine transport. When the central daemon wants to start a state machine on a particular
host, it instructs the local daemon on that host to perform this action. When the central
daemon wants to kill a state machine, it instructs its corresponding local daemon to do so,
which then uses the process id of the state machine to kill it. The local daemons also check for
experiment completion on every exit or crash of a state machine. An experiment is deemed
complete if there are no state machines executing in the system, i.e., all the state machines
have either exited or crashed. On the completion of an experiment, the local daemons notify

the central daemon of the experiment completion.

3.5.3 State Machine

A state machine keeps track of the partial view of global state necessary to inject faults in
the corresponding node’s application. Even though multiple nodes use the same executable,
there is one state machine per node, and it has to be given a unique name. For example,
during the fault injection of a replication scheme, each replica constitutes one node with a
unique name. The tracking of the partial view of global state includes tracking the local
state of the node’s application as well as maintaining the state of remote state machines
that is needed for fault injection. To keep track of the local state, the state machine uses
the state machine specification file provided by the user and the local event notifications

sent by the probe. The state machine specification file indicates all the states in which the
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state machine can be, along with the transitions between them and the events that cause
these transitions, i.e., it specifies the application’s execution as a state machine at the level
of abstraction needed for fault injection. There is one state machine specification file for
each state machine. The state machine specification for a particular state machine has the

following format:

global_state_list

<list_of_states>

end_global _state_list

event_list

<list_of_events>

end_event_list

state <state_.1> [notify <nickname_1; >, ... <nickname_l; >]

<event_1> <next_state_l; >

<event_m> <next_state_l,, >

state <staten> [notify <nickname n; >, ... <nickname n; >]

<event_1> <next_staten; >

<event_m> <next_state_n,, >

The list_of_states contains a list of the global states of all the state machines in the
system, with one state specified per line. The 1ist_of_events consists of the list of local
events in this particular state machine, with one event specified per line. After the event
list, the specification for each state is given. For each state, the list of state machines to be

notified when this state machine enters the state is specified after the notify keyword. The
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new states to which the state machine transitions when an event occurs in the state are then
specified.

When a local event occurs in the node’s application, the state machine is notified of
it by the probe. The state machine then uses its current state, the event, and the state
machine specification to determine the new state and then transition to it. Also, it sends
state notifications (using the state machine transport) to any other state machines that are
to be notified of the state machine’s new state, as given after the notify keyword of the
state definition of the new state. The state machines use these state notifications to keep
track of the necessary state of the remote state machines. Furthermore, on every change in

its partial view of global state, the state machine notifies the fault parser.

3.5.4 State Machine Transport

The state machines make use of their respective state machine transports to send notification
messages to each other. When a node starts up, its state machine transport looks up the
daemon contact file and establishes a connection with the local daemon on its host. It can
then send notifications to and receive notifications from the state machine transports of other
state machines using the intermediate local daemons. When the state machine requests that
the state machine transport send a notification to a remote state machine, the state machine
transport adds the necessary headers and sends the notification to the remote state machine
transport through its own local daemon and the local daemon of the remote state machine.
When the state machine transport receives a notification for its state machine, it forwards

it to the state machine.

3.5.5 Fault Parser

On every change in the partial view of global state, the state machine notifies its correspond-

ing fault parser. The fault parser then checks whether a fault needs to be injected in that
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global state. It makes use of the fault specification provided by the user, and the partial
view of global state, to perform the check. Each entry of the fault specification is of the

following format:

<FaultName> <BooleanFaultExpression> <oncel|always>

If the value of the <BooleanFaultExpression> transitions from false to true because of
a global state change, then the fault <FaultName> has to be injected, conditional upon the
<once|always> field. The <oncel|always> field indicates whether the fault is to be injected
the first time the state is entered (once) or whenever the state is entered (always), from a dif-
ferent global state. The <BooleanFaultExpression> consists of entries of the form (State
Machine:State) combined using the AND (‘&’), OR (‘1’), and NOT (‘") operators. For

example,

F1 ((SM1:ELECT) & (SM2:FOLLOW)) always

specifies that the fault F1 has to be injected whenever (always) the system enters the global
state in which the Boolean expression ((SM1:ELECT) & (SM2:FOLLOW)) is satisfied (i.e., the
state machine SM1 is in the state ELECT and state machine SM2 is in the state FOLLOW) from
a global state in which it is not satisfied.

So, on every state change, the fault parser parses all the Boolean fault expressions and
determines whether any of them have transitioned from false to true as a result of the state
change. For each of the fault expressions that has transitioned from false to true, it checks
whether the <oncelalways> field allows for fault injection; if it does, the parser instructs

the probe to inject the fault.
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3.5.6 Recorder

The recorder is the component of the Loki runtime that records the relevant data into a local
timeline file. The relevant data includes the information regarding local state changes and
fault injections along with their times of occurrence, and also any messages that the user

would want to include in the local timeline. The format of the local timeline file is as follows:

<mySMnickName>
state_machine_list

<index 1> <SMNickName 1>

<index n> <SMNickName n>
end_state_machine_list
global_state_list

<index 1> <stateName 1>

<index m> <stateName m>
end_global_state_list
event_list

<index 1> <eventName 1>
<index k> <eventName k>
end_event_list

fault_list

<index 1> <faultName 1> <faultExpr 1> <oncel|always>

<index i> <faultName i> <faultExpr i> <oncelalways>
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end_fault_list
local_timeline
<recorded local timeline events>

end_local_timeline

In the above format, mySMNickName is the nickname of the state machine corresponding
to the local timeline. The state machine 1list contains one line for each state machine;
the line contains the index of the state machine and the state machine nickname. The
global state_list contains the list of states in all the state machines and their correspod-
ing indices. The event_list contains the list of all the local events in the state machine
corresponding to the local timeline, along with their indices. The fault_list contains the
fault specification for the state machine along with an index for each fault. The state ma-
chine, state, event, and fault indices are used in the local timeline events in place of the
corresponding names. This makes the local timeline compact and decreases intrusion during
recording of the local timeline. Each of the recorded local timeline events can be either a

state change or a fault injection. The format for a state change is as follows:

STATE_CHANGE <EventIndex> <NewStateIndex> <EventTime.Hi> <EventTime.Lo>

where <EventTime.Hi> is the upper 32 bits of the 64-bit event time and <EventTime.Lo> is

the lower 32 bits. The format for a fault injection is as follows:

FAULT_INJECTION <FaultIndex> <FaultInjectionTime.Hi> <FaultInjectionTime.Lo>

The fault injection time is also a 64-bit number and the <FaultInjectionTime.Hi> and
<FaultInjectionTime.Lo> correspond to its upper and lower 32 bits. STATE_CHANGE and

FAULT_INJECTION are numerical constants with values 0 and 1 respectively.
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3.5.7 Probe

The probe is the system-dependent part of the Loki runtime. (Note that system-dependent
means that the user has to write the code for the probe implementation. Therefore, the
state machine is system-independent, even though the state machine specification is system-
dependent, since the state machine code is not written by the user.) The user should imple-
ment the probe while he/she is instrumenting the system under study. The two functions of
the probe are to notify the state machine of any local events occurring in the application,
and to perform the actual fault injection when instructed to do so by the fault parser. The
first thing to be done during the instrumentation process is to rename the main() function
of the application to appMain(). However, the arguments of the main() function need no
modification.

To notify the state machine of any local events, the probe makes use of the notifyEvent ()
method of the state machine and sends the event name and the time of its occurrence to the
state machine. However, the first event notification that the probe sends is considered as a
state and is used to initialize the state of the state machine. Note that since the state machine
uses the state machine specification to track the partial view of global state, the notifications
that are sent by the probe should be consistent with the state machine specification. The
probe should also implement the injectFault() method, which performs the actual fault
injection and returns the time of injection. Whenever the fault parser determines that a fault
is to be injected, it calls the injectFault () method of the probe along with the fault name.
The injected fault could cause a signal and a subsequent crash of the node. If the user’s code
has overridden the signal handler, then it should call the notifyOnCrash() method of the
state machine before it exits the process. This is done so that the local daemon corresponding
to the node registers the crash. When the state machine exits cleanly, it should notify its
local daemon using the notifyOnExit () method. Otherwise, the watchdog functionality of

the local daemon would consider the state machine to have crashed. For an example of a
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probe, refer to Section 5.5.

Note that though the interaction between the probe and the rest of the Loki runtime
is by in-process method calls, the Loki probe could be designed to be very general, like a
wrapper around a process, or a layer in a protocol stack. This could be achieved by having
one part of the probe in the same process as the other components of the Loki runtime, and
having another part be the wrapper around a process or a layer in the protocol stack. The
two parts of the probe could interact with each other to obtain the desired result. Also, in
a similar fashion, probes can be designed both when the source code of the application is
available (by integrating the probe into the application), and when it is not (by making the
probe a wrapper around the application). However, when the source code of the application
is not available, the application has to provide a means for changing the arguments it passes
to any node it starts. This has to be done since the Loki runtime attached to the started
node needs arguments to identify its corresponding state machine.

Additionally, note that some state and event names are reserved in Loki. The reserved
state names are BEGIN, EXIT, CRASH, and RESTART, and the reserved event names are
CRASH, RESTART, and default.

3.6 Operation of the New Loki Runtime

This section describes the operation of the new Loki runtime under different circumstances.
Mores specifically, it first describes in detail the normal operation of the runtime. Then the
sequence of steps performed on a node crash and restart are detailed. Finally, the behavior

of the runtime on a host crash and reboot is described.

3.6.1 Normal Operation

At the beginning of an experiment, the central daemon starts all the local daemons. The

local daemons connect to each other and to the central daemon through TCP/IP. Then,

37



each of the local daemons creates a known shared memory region with semaphore and waits
for connection requests from the local state machine transports. The local daemons store
the identifiers of these known shared memory regions in a daemon contact file. The central
daemon then instructs the corresponding local daemons to start up only those state machines
that are specified by the user in the node file as state machines to be started at the beginning
of an experiment. New nodes can enter the system or existing nodes can leave the system
at any time during the experiment execution. When a node starts up, its state machine
transport looks up the known shared memory region of the local daemon in the daemon
contact file, and sends a connection request to it. The daemon, on servicing the request,
creates a new shared memory region along with the associated semaphore for communication
of notification messages. Each local daemon maintains the location of all the state machines.
When a state machine transport sends the local daemon a state change notification along
with a list of state machines to be notified, the daemon first looks up the local daemons
of each of the recipient state machines and then forwards the notifications to them. These
daemons in turn forward the notification to the state machine transports of the recipient
state machines using shared memory. If there is a notification for a state machine that is
currently not executing, the notification is discarded with a warning message. Note that
the local daemon of the sending state machine needs to send only one notification per host,
even if multiple state machines on the host are receiving it. Also, notifications between state
machines on the same host go through shared memory and not through TCP/IP, and hence
are more efficient. When there are no more nodes executing in the system (because all of
them either crashed or exited), the experiment ends. At every state machine crash and exit,
the local daemons perform a local check for experiment end. If the local check indicates
that the experiment has ended, a local daemon sends a experiment end notification to the
central daemon. When the central daemon receives experiment end notifications from all the
local daemons, it considers that the experiment to have concluded, and then begins the next

experiment run. To prevent an erroneous application from executing indefinitely, the user
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can specify an application timeout value. If the experiment times out, the central daemon
instructs the local daemons to kill all the state machines, and, after cleaning up the current

experiment, starts the next experiment.

3.6.2 On a Node Crash

When a node exits normally, the node’s state machine sends an exit notification to all the
other state machines. However, when the node crashes, the Loki runtime detects the crash
in one of two ways. First, if a signal is generated due to the crash, the signal handler for
the node deletes the shared memory region used to communicate with the local daemon
and the associated semaphores. Because of this deletion, the local daemon is notified of
the crash by the OS. It is assumed that the user has not overridden the signal handler. If,
on the contrary, the signal handler has been overridden, then the user’s code must call the
notifyOnCrash() method of the state machine explicitly upon a node crash. Second, the
local daemon functions as a watchdog and monitors all the state machines associated with
it. If any of the state machines times out, it is assumed by the local daemon to have crashed.
The user is given the flexibility to fix the timeout value. On detecting a crash, the local
daemon writes the crash event to the local timeline of the crashed node’s state machine and

notifies all the other daemons of the crash.

3.6.3 On a Node Restart

When a node crashes, the reliable distributed system could restart it, possibly on a different
host. The new runtime provides support for this node restart. When a node is started,
its state machine checks its local timeline to determine whether the node is a new one or
a restarted one. (Note that the timeline file is NFS-mounted.) A restarted node’s state
machine writes restart event information to the local timeline. This information contains

the name of the host on which the state machine was restarted, which is used during off-
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line clock synchronization. Then the state machine connects to its local daemon much like
a new state machine would. The local daemon sends notifications to all the other local
daemons indicating that the state machine has restarted. The state machine then obtains
state updates from all the other state machines to update its view of the global state. After

that, the node executes like a normal node.

3.6.4 On a Host Crash and Reboot

If a host crashes, the local daemon on the host also goes down. The central daemon and the
other local daemons detect this because their TCP/IP connections with the crashed local
daemon break. The central daemon waits for the host to boot back up and restarts the local
daemon on it. The local daemon connects to the central daemon and all the other local
daemons, and the experiment execution continues normally. This support for host crash and

reboot has not yet been implemented in Loki.

3. ene ts of the Enhanced Runtime Architecture

Several design choices for the new Loki runtime have been considered, and the partially
distributed design with all communication through the daemons was chosen because of its
advantages over the other design choices. The main advantage of the enhanced Loki runtime
over the previous Loki runtime is that it allows dynamic entry and exit of nodes. Moreover,
it has some additional advantages. It offers more efficient multicast of notification messages
to state machines. Also, the notification messages between state machines on the same host
go through shared memory and hence are more efficient than in the previous Loki runtime.
Because of the hierarchical architecture, the new runtime is also more scalable, both during

normal execution and during entry and exit of nodes.
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3. Limitations of the Current Loki Implementation

Currently Loki has been implemented in C++ on Linux 2.2. Since the Loki library has to be
linked with the application code and function calls should be possible from application code to
Loki library and vice versa, the application has to be written in a language that provides this
support. Additionally, in the current implementation, Loki has a few other limitations, which
are listed below. These limitations are due to decisions made during implementation and
are not inherent in the concepts underlying Loki. Future implementations might overcome

these limitations.

A network file system is currently needed for the proper functioning of Loki.

The necessary state change notifications have to be manually specified by the user in
the state machine specification file. They are not automatically deduced by Loki from

the fault specifications.

If the application starts up nodes on its own, it has to provide Loki with a way of
specifying the arguments to the nodes. If the application does not provide this feature,

changes in the application source code to implement this feature might be necessary.

The application components cannot have arguments changing from one experiment
run to another, since the arguments are written into the study files of the components’

state machines.

Every state machine that could possibly start during the execution of the system must

be given a unique name and must be specified before the experiments are rumn.
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Chapter 4

Measure Estimation in Loki

4.1 Introduction

Measure estimation is a key component of performance and dependability assessment using
fault injection. It is important to note that the measures to be obtained are highly system-
and user-dependent; for example, computing the system’s coverage of a fault depends on
the user’s definition of a failure and recovery. Hence a fault injector should provide a means
for the user to obtain a variety of accurate measures from the results of the fault injection
experiments.

To this end, a flexible mechanism for measure estimation has been developed in Loki,
which is the subject of this chapter. The chapter first describes the flexible measure language
in Loki, which is used to specify a wide range of performance and dependability measures.
Included are the descriptions of the levels at which measures are specified and the different
types of measures at each level. The chapter then details the various statistical features used

by Loki to compute the specified measures with high accuracy whenever possible.

4.2 Overview of Measure Estimation in Loki

This section briefly describes the method of specifying measures in Loki. The later sections

describe this measure specification process, along with the terms used in this section, in

42



ainsea|y ainses|y . sanje/ uUoNoUNH UOBAIBSIQ [BUlH 7

pawbiom payiens Jssn paynens
[eqo|9 Jo g 19sans SanfeA uondung uoeAlssqo [euld
SOA ON
 UOTo9S 195078 SanfeA uonound UoNeAISSqO
=4
¢ uonauny pajyblam ainsesiy ol e 25
N =1
Buidwes sjdwis 2 m 5 mm
L [ QL
SOA ON onos|ag 19sgns Sauljawlil snjeA aredipaid
[eqo|o jo T 19sqns sanfe/ uondun4 uoneAIasqo leuld .m
o
£
o
Buowre arenualayiq o
¢ uonoaas 19sans sauljawil [eqo|9

Predicate 1
Observation
Function 1










10

éO éO 40

Global Time

io éO 30 40
Global Time

iO 20 éO 40

Global Time












-2












Chapter 5

Example of a Fault Injection
Campaign






ERROR
INIT_DONE

R
REST, T DONE TO EXIT STATE

LEADER







































Chapter 6

Conclusions






References









