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Abstract

Validation of distributed systems using fault injection
is difficult because of their inherent complexity, lack of a
global clock, and lack of an easily accessible notion of a
global state. To address these challenges, the Loki fault
injector injects faults based on a partial view of the global
state of a distributed system, and performs a post-runtime
analysis using an off-line clock synchronization algorithm
to determine whether the faults were properly injected.
In this paper, we first describe an enhanced runtime
architecture for the Loki fault injector and then present a
new method for obtaining measures in Loki. The enhanced
runtime allows dynamic entry and exit of nodes in the
system. It also offers more efficient multicast of notification
messages and more efficient communication between state
machines on the same host, and is more scalable than
the previous runtime. We then detail a new and flexible
method for obtaining a wide range of performance and
dependability measures in Loki.

Keywords : Dependable distributed systems, Validation,
Fault injection, Measure language, Statistical measure esti-
mation.

1. Introduction

Distributed systems are being increasingly used in build-
ing critical applications and hence validating their depend-
ability is an important activity. Fault injection is an impor-
tant and effective way to assess the dependability of such
systems. Since faults occurring in a distributed system can
depend on its global state, a fault injector needs to keep
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track of the system’s global state to inject realistic faults,
which makes its task difficult and challenging.

Several existing fault injection and measurement tools
(including EFA [9], Orchestra [8], SPI [2], NFTAPE [13],
DOCTOR [10], and CESIUM [1]) have focused on dis-
tributed systems. These tools work well for their intended
purposes. However, they do not support injections based on
the global state of a distributed system and do not provide
means to obtain statistical measures from the fault injection
experiments. With these issues in mind, we have developed
a global state-driven fault injector calledLoki [6, 7]. Loki
can inject faults in a distributed system based on a partial
view of its global state obtained using notifications, and can
determine, using a post-runtime analysis, whether each fault
was injected as intended. The results from the correct fault
injections are then used to compute the measures specified
by the user.

During fault injection in a distributed system, compo-
nents of the system may crash and restart. However, the
previous Loki runtime, as described in [7], did not support
dynamic entry and exit of components of the system. To
overcome this limitation of Loki, we redesigned the Loki
runtime. The first part of the paper describes the design of
the new Loki runtime. In particular, it presents a set of pos-
sible design choices and describes in detail the features of
the new runtime implementation. The second part of the
paper presents another new feature of Loki: statistical esti-
mation of a wide array of measures. The measures desired
from the fault injection results are typically closely related
to the nature of the system under study; hence, the fault
injector should give the user sufficient flexibility in speci-
fying measures. Also, these measures must be statistically
significant in order to be useful. Considering these issues,
we have developed a new method for measure estimation in
Loki that includes 1) a flexible measure language for speci-
fying a wide range of performance and dependability mea-



sures, and 2) the computations to be performed on the re-
sults from the correct fault injections to obtain statistical
estimation for the specified measures. Together, these new
functionalities significantly increase the capability of Loki.

The remainder of the paper is organized as follows. Sec-
tion 2 introduces the basic concepts of Loki and gives a brief
review of the Loki fault injector. Section 3 details the de-
sign of the enhanced Loki runtime. Section 4 presents the
new method for measure estimation in Loki, including the
flexible measure specification language, and the measure
computation. Section 5 gives an example application that
illustrates the use of the new runtime and measure estima-
tion. Finally, Section 6 presents our conclusions and gives
directions for future work.

2. Review of the Loki Fault Injector

In this section, we briefly review the Loki fault injector,
which is described in [6]. We first present the concept of
partial view of global state, which is central to Loki. We
then introduce the concepts of a fault injection campaign,
study, and experiment in Loki. Then we present the main
phases in the process of evaluation of a distributed system
using Loki.

The concept ofstateis fundamental to Loki. We assume
that at the desired level of abstraction (for fault injection),
the execution of a component of the distributed system un-
der study can be specified as a state machine. The global
state of the system is the vector of the local states of all of
its components. During the fault injection process, it may
be necessary to inject faults in a component based on the
state of other components of the system. To do so, it is not
necessary to keep track of the complete global state of the
system at all times; instead, it is sufficient to track an “inter-
esting” portion of the global state that is necessary for the
injection of the required faults. This interesting portion is
called thepartial view of the global state, and its selection
depends on the particular system under study and the faults
to be injected.

Structurally, the process of fault injection using Loki
consists of one or more fault injectioncampaigns. A fault
injection campaign for a particular distributed system is
made up of one or morestudies. For a study, each compo-
nent of the distributed system is defined by a state machine
specification and a fault specification. The state machine
specification describes the execution of the component at
the desired level of abstraction. It consists of the set of
states, the transitions between these states, and the events
in the components that trigger these transitions. The fault
specification consists of a set of faults and a Boolean expres-
sion for each fault that specifies the states in which particu-
lar state machines should be when the fault is injected into
the component. Each study consists of a set ofexperiments,

each of which is one run of the distributed application along
with the fault injections corresponding to the study. Fault
injection campaigns can be defined using Loki’s graphical
user interface, theLoki interfacedescribed in [6].

After the campaigns have been specified, the actual eval-
uation of the system has to be performed. Procedurally, the
process of evaluating a system using Loki can be divided
into three main phases, namely the runtime phase, the anal-
ysis phase, and the measure estimation phase. Note that
each of these three phases is executed for each experiment
within every study, in each campaign. These phases are
briefly described below. For more details, refer to [7].

The runtime phase involves running the distributed sys-
tem, injecting faults into the system at appropriate times,
collecting observations, and recording them. In Loki, the
distributed system (under study) is divided into basic com-
ponents (i.e., processes) from each of which state infor-
mation is collected and into each of which faults are in-
jected. Each of these basic components of the distributed
system, together with the attached Loki runtime, is called a
node. The runtime executes along with the distributed sys-
tem and maintains the partial view of the global state nec-
essary for fault injections. It also performs fault injections
when the system transitions to the desired states and col-
lects information regarding state changes, fault injections,
and their occurrence times. The state machine specifica-
tions are used in maintaining the partial view of the global
state, and the fault specifications are used in triggering fault
injections. The runtime can be divided into two main parts:
one that is independent of the system under study and one
that is dependent on it. Thestate machine1, state machine
transport, fault parser, andrecorderconstitute the system-
independent part, while theprobe is the system-dependent
part. These units of the runtime together perform all of
its functions that are mentioned above. For a detailed de-
scription of these units and their individual functions, refer
to [7]. Note that the runtime only uses the necessarystate
change notificationsbetween nodes to keep track of the par-
tial view of the global state. Also, to be as non-intrusive to
the system as possible, the runtime does not block the sys-
tem while these notifications are in transit. Therefore, the
system could change state while a notification is in transit:
this implies that the partial view could sometimes be out-of-
date. This could lead to incorrect fault injections and hence
incorrect measures.

The analysis phase prevents such errors by conducting
a post-runtime check on every fault injection to determine
whether it has indeed been performed in the desired state
(an off-line check is used to avoid the expense and intru-
siveness of an on-line check). Only the correct fault injec-

1Note that a state machine specification is a description that is depen-
dent on the system under study, while the state machine is a component of
the runtime that tracks the state given in the specification.



tions are used in computing the measures. The post-runtime
check involves placing the local times from each of the
nodes into a single global timeline, and then using the fault
specifications to determine whether each fault was injected
in the right state. Loki uses anoff-line clock synchronization
algorithm to translate the local times to a global timeline.
This algorithm uses synchronization messages, which are
generated by two synchronization-message-passing mini-
phases before and after the runtime phase. These messages
are non-intrusive, since they are generated when the appli-
cation is not executing. The algorithm assumes that the
drifts of the system clocks are linear. A more detailed ex-
planation of the algorithm, along with its use in Loki, can
be found in [7]. The measure estimation phase follows the
analysis phase and involves computing statistically signif-
icant values for the user-specified measures. Section 4 of
this paper presents in detail the measure estimation phase in
Loki.

3. Enhanced Loki Runtime Architecture

In this section, we describe the new Loki runtime archi-
tecture. More specifically, we first consider the shortcom-
ings of the previous Loki runtime and present the desirable
features of the enhanced runtime. We then identify differ-
ent designs we might have chosen for the enhanced archi-
tecture. Based on its advantages, we indicate which design
we chose for implementation and then explain it in detail.

3.1. Shortcomings of the Previous Architecture

A detailed description of the original Loki runtime ar-
chitecture can be found in [7]. The original version of the
runtime provided the core functionality required for fault
injection in Loki, as described in [7]. Our main goal in de-
signing the previous version of the runtime was to prove the
concepts underlying Loki. In addition, we wanted to get
an efficient runtime implementation with very low intrusion
and high efficiency in fault injection and measurement. We
have empirically shown in [7] that using by this runtime,
Loki was able to inject faults in the desired global state if
the application stayed in the state for a time greater than a
couple of OS time-slices.

However, a major shortcoming of the previous runtime
is that it is static in nature, i.e., it does not allow nodes to
exit from or enter into the runtime system dynamically. This
means that nodes can be started only at the beginning of the
experiment and can exit only at the end of the experiment.
However, during the fault injection of a general distributed
system, processes can crash and restart, so the static nature
of the previous runtime is an unacceptable limitation.

3.2. Design Choices for the Enhanced Architecture

As mentioned above, it was necessary for the enhanced
runtime to support dynamic entry and exit of nodes while
maintaining the low intrusion and high efficiency of the pre-
vious runtime. To do this, the transport mechanism of the
Loki runtime needed to be redesigned so that a dynamically-
entering node’s state machine can establish communication
with all the existing state machines with minimal intrusion
to the system.

3.2.1. The Design Choices. We identified three possi-
ble high-level designs, shown in Figure 1, for the enhanced
Loki runtime architecture. These designs usedaemonsto
provide the functionality needed by the enhanced runtime.
A daemon is a process that always executes in the system,
independent of the entry or exit of nodes, and monitors all
the nodes associated with it. The distinction between the
three designs is in the number and organization of daemons
in the system and the number of nodes associated with each
of the daemons. In thecentralized design, there is a sin-
gle global daemon that caters to all the nodes in the system
through TCP/IP links. Thepartially distributed designhas
one daemon per host machine: the daemon caters to all the
nodes on that host using IPC connections (such as shared
memory). In thefully distributed design, there is one dae-
mon per node, connected to the node by IPC. In both of the
distributed designs, the daemons themselves are connected
to each other using TCP/IP.

In each of the three designs, communication between the
nodes’ state machines can be in one of two ways: either
the state machines communicate directly with each other, or
they communicate via the daemons. If they communicate
directly, the nodes will have direct TCP/IP connections in
addition to the connections with the daemons. In all of the
above designs, when a node crashes, its corresponding dae-
mon detects the crash (because of the breaking of the com-
munication link), and writes the crash event information to
the local timeline of the node’s state machine. When a node
restarts, it uses its daemon to establish communication with
all the other state machines in the system. If the commu-
nication between the state machines is direct, the new node
obtains information about all the state machines in the sys-
tem from the daemon and establishes TCP/IP connections
with all of them. Otherwise, it establishes a connection only
with its daemon and communicates through it.

3.2.2. Comparison of the Design Choices. The main
goal of the enhanced architecture is to provide dynamic en-
try and exit of nodes such that a node that crashed on one
host can restart on another host. However, the fully dis-
tributed design has a static list of nodes and hence only sup-
ports restarts on the same host: this would be very restric-
tive. In the centralized design, there could be a delay before
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Figure 1. Design Choices for the Loki Runtime Architecture

the global daemon detects a node crash (because detection
is by breaking of TCP/IP links). This would cause an in-
correct time to be recorded for the crash event in the local
timeline, and could lead to incorrect analysis and hence in-
correct measure estimations. Additionally, the centralized
design limits scalability. Hence, both the fully distributed
design and the centralized design are not suitable for the
enhanced Loki runtime.

The static list of hosts in the partially distributed design
is not a limitation in practice, since all the hosts in a dis-
tributed system are generally known before experiment ex-
ecution. Comparing the two communication mechanisms
in the partially distributed design, we find that communi-
cation through daemons is better than direct communica-
tion between state machines. Indeed, the communication
using daemons offers more efficient multicast of notifica-
tions, more efficient notifications between state machines
on the same host, and lower overhead on node entry and
exit, as compared to direct communication between state
machines. Also, in communication using daemons, if the
runtime portion of a node becomes corrupted during fault
injection, proper checks implemented at the local daemon
could help contain the effect of the fault. Furthermore, since
in current systems the IPC delay is of the order of 20µs and
the TCP/IP delay is of the order of 150µs, we see that the
overhead for notification messages in communication using
daemons is not dramatically larger than in direct commu-
nication between state machines. Therefore, the design of
choice for the new runtime is the partially distributed design
with communication through daemons.

3.3. The New Loki Runtime

In this section, we describe the new Loki runtime in de-
tail. Specifically, we elaborate on the runtime architecture
and describe how it works when a node starts and during

the normal execution of a node. Then we describe what
happens on a node crash and restart, and on a host reboot.

3.3.1. Architecture. Figure 2 illustrates the new Loki
runtime. It shows an example of a system with a runtime
that has four nodes on three hosts. Note that in addition
to the local daemons of the partially distributed design, we
also have a central daemon to which all the local daemons
are connected. This central daemon executes on a host not
involved in fault injection, and is used to take care of host
crashes and reboots during fault injection. Each node con-
sists of the system under study along with the state machine,
state machine transport, fault parser, recorder, and probe.
The state machine, state machine transport, fault parser, and
recorder are independent of the system under study, while
the probe is highly dependent on it. The state machine keeps
track of the partial view of the global state necessary for its
node. It receives local state change notifications from the
probe, and state change notifications of remote nodes from
remote state machines.

The state machines of different nodes send state change
notifications to each other using the state machine trans-
port. The state machine transport is connected to the local
daemon using shared memory. Signaling between the state
machine and the local daemon, to indicate that the shared
memory contains a message, is done using semaphores. The
local daemons on different hosts are connected to each other
and to the central daemon using TCP/IP. The state machine
transports communicate the state change notifications via
the local daemons.

The recorder records the state changes and fault injec-
tions along with their times of occurrence. In Loki, Boolean
fault expressions are used to trigger fault injections. The
fault parser parses these fault expressions on every state
change and instructs the probe to inject the corresponding
fault when an expression is satisfied. The probe in Loki is
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Figure 2. The New Loki Runtime Architecture

system-dependent and must be implemented by the system
designer. It monitors the local node for state transitions and
notifies the state machine of them. Also, it is the probe that
performs the actual fault injections when the fault parser in-
structs it to do so.

3.3.2. Normal Operation. At the beginning of an exper-
iment, the central daemon starts all the local daemons. The
local daemons connect to each other and to the central dae-
mon through TCP/IP. Then, each of the local daemons cre-
ates a known shared memory region and waits for connec-
tion requests from the local state machine transports. The
identifiers of these known shared memory regions are stored
in a daemon-file. The central daemon then starts up only the
nodes specified by the user in a startup file. New nodes can
enter the system or existing nodes can leave the system at
any time during the experiment execution. When a node
starts up, its state machine transport looks up the known
shared memory region of the local daemon in the daemon-
file, and sends a connection request to it. The daemon, on
servicing the request, creates a new shared memory region
along with the associated semaphores for communication
of notification messages. Each local daemon maintains the
location of all the state machines. When a state machine
transport sends the local daemon a state change notification
along with a list of state machines to be notified, the dae-
mon first looks up the local daemons of each of the recip-
ient state machines and forwards the notifications to them.
These daemons in turn forward the notification to the trans-
ports of the recipient state machines using shared memory.
If there is a notification for a state machine that is currently

not executing, the notification is discarded with a warning
message. Note that the local daemon of the sending state
machine needs to send only one notification per host even
if multiple state machines on the host are receiving it. Also,
notifications between state machines on the same host go
through shared memory and not through TCP/IP, and hence
are more efficient. When all the nodes of the system reach
exit states, the experiment ends.

3.3.3. On a Node Crash. When a node exits normally,
the node’s state machine sends an exit notification to all the
other state machines. However, when the node crashes due
to an injected fault, the signal handler for the node deletes
the shared memory region used to communicate with the
local daemon and the associated semaphore. Because of
this deletion, the local daemon is notified of the crash by
the OS. The local daemon then writes the crash event to
the local timeline of the crashed node’s state machine and
notifies all the other daemons of the crash.

3.3.4. On a Node Restart. When a node crashes, the re-
liable distributed system could restart it, possibly on a dif-
ferent host. The new runtime provides support for this node
restart. When a node is started, its state machine checks
its local timeline to determine whether the node is a new
one or a restarted one. (Note that the timeline file is NFS-
mounted.) A restarted node’s state machine writes restart
event information to the local timeline. This information
also contains the name of the host on which the state ma-
chine was restarted, which is used during off-line clock syn-
chronization. Then it connects to its local daemon much



like a new state machine would. The local daemon sends
notifications to all the other local daemons indicating that
the state machine has restarted. The state machine then ob-
tains state updates from all the other state machines to up-
date its view of the global state. After that, the node exe-
cutes like a normal node.

3.3.5. On a Host Crash and Reboot. If a host crashes,
the local daemon on the host also goes down. The cen-
tral daemon and the other local daemons detect this because
their TCP/IP connections with the crashed local daemon
break. They wait for the host to boot back up and recon-
nect to its local daemon. This support for host crash and
reboot has not yet been implemented in Loki.

4. Measure Estimation

One of the main purposes of the Loki fault injector is to
assess the dependability and performance of a distributed
application. To do this, Loki contains a flexible language
to specify a wide range of dependability and performance
measures. Also, Loki uses several statistical features to esti-
mate these measures with high accuracy. In Loki, measures
are defined at two levels: at the study level and at the cam-
paign level. A measure at the study level consists of an or-
dered sequence of (subset selection, predicate, observation
function) triples, and is associated with all the experiments
in a study. Once these sequences have been defined for all
studies, measures are defined across studies using one of
two approaches. The first one, calledsimple sampling mea-
sure, considers the experiment results of all the studies as
similar i.e., as instances of the same random variable. The
second approach, called “stratified sampling,” considers the
experiment results of each study as a separate random vari-
able. These random variables are then combined to get a
campaign measure. If the function used to combine the ran-
dom variables is a linearly weighted function, the obtained
campaign measure is astratified weighted measure. If it is
a user-defined function, the obtained measure is astratified
user measure. Before detailing the above three campaign
measures, we first describe the measures at the study level.

4.1. Measures Defined at the Study Level

Measures at the study level are based on three concepts:
a “predicate,” an “observation function,” and “subset selec-
tion.” Each measure is an ordered sequence of (subset se-
lection, predicate, observation function) triples. We now
describe in detail these three concepts and their combina-
tion to get the study level measures.

4.1.1. Predicate. Predicates in Loki are used to query
the global timeline, which was generated during the analy-
sis phase described in Section 2, to identify whether certain

Global Timeline

State Machine Begin State Event Time

StateMachine3 State3 Event3 11.2
StateMachine1 State0 Event1 12.4
StateMachine1 State1 Event2 18.9
StateMachine3 State3 Event3 21.4
StateMachine2 State2 Event2 22.3
StateMachine3 State3 Event3 31.2

1

40
Global Time

10 20 30

Figure 3. Predicate Value Timeline Example

conditions are satisfied or not. Apredicateis a function that
queries the different attributes of the state machines (i.e.,
states, events, and times), and is either true or false as a
function of time. Each predicate is thus a query expression
defined by tuples that are combined using AND, OR, and
NOT operators. Each tuple queries a particular state ma-
chine for the occurrence of a state and/or event at specific
times. The outcome of a predicate at a particular time is
called apredicate value. The predicate applied to the global
timeline generated in the analysis phase is called apredicate
value timeline. As explained in [7], each event has two time
bounds on the global timeline. To compute the predicate
value timeline, the predicate is evaluated at each of these
time bounds. The predicate value timeline thus obtained
contains a combination of impulses and steps.

An example of a predicate is((StateMachine1,

State1, 10, 20)|(StateMachine2, State2,

Event2, 10, 30)|(StateMachine3, State3,

Event3)) . This predicate is true during any time between
10 and 20 ms when StateMachine1 is in State1, at any time
between 10 and 30 ms when StateMachine2 is in State2 and
Event2 occurs, and whenever StateMachine3 is in State3
and Event3 occurs.

Figure 3 gives an example of a global timeline and shows
the predicate value timeline obtained on applying the above
predicate to the global timeline. (The time bounds for each
event in the above global timeline are very close to each
other. Therefore, in the above figure, we show only the
mean of the two time bounds.)

4.1.2. Observation Function. For each defined predi-
cate, the user must specify anobservation function. The
input of an observation function is the predicate value time-
line of its predicate: the output is called anobservation
function value. The observation function value extracts the
required information from the predicate value timeline as a
single value. There are two types of observation functions:



predefined functions and user-defined functions. The pre-
defined observation functions arecount (which counts the
number of times a transition occurs by counting impulses
and/or steps),outcome (which gives the outcome of the
predicate value at a particular instant),duration (which
measures the length of time the predicate is true or false af-
ter a given number of transitions),instant (which gives
the instant corresponding to a particular transition: the tran-
sitions that are considered may be impulses and/or steps),
andtotal duration (which measures the total length of
time during which the predicate value is true or false). Note
that except for the functionoutcome , the observation func-
tions need to be defined on a specific interval. An exam-
ple of an observation function isduration(T,1,10,40) .
This returns the length of time during which the predicate
is true (“T”) after the first transition from false to true oc-
curred (“1”) during the interval [10 ms, 40 ms]. The result
on applying this observation function to the predicate value
timeline of Figure 3 is 6.5 ms.

If a user wants to specify a measure that cannot be spec-
ified using one of the predefined functions, he/she can de-
fine his/her own observation function. In our implementa-
tion, a user-defined observation function is any function that
can combine predefined observation functions with classi-
cal mathematical functions and can be compiled with a stan-
dard C compiler.

4.1.3. Subset Selection. As explained earlier, a predicate
and an observation function are defined for all experiments
in a study. After obtaining the predicate value timelines and
the associated observation function values, a user might be
interested in estimating a measure from a subset of experi-
ments of the study. Loki provides the user with the ability
to select a subset of experiments based on the observation
function values. The user can define a subset function that
returns true or false, using classical mathematical functions
and observation function values, and can be compiled with
a standard C compiler. Selecting all the experiments with a
positive observation function value is an example of subset
selection.

4.1.4. Combining Predicates, Observation Functions,
and Subset Selections. We now explain how to combine
predicates, observation functions, and subset selections to
obtain measures at the study level.

After defining a predicate and an observation function,
the user might want to focus on a subset of experiments in
the study based on the observation function values. For this
subset, a new predicate and a new observation function can
be defined. This process of selecting a subset and defining
a new predicate and new observation function can be re-
peated. A measure at the study level is thus defined by an
ordered sequence of (subset selection, predicate, observa-
tion function) triples, where the subset selection of the first

triple selects all the experiments in the study. The output
of the last observation function of the ordered sequence is
called thefinal observation value.

4.2. Measures Defined Across Studies

Final observation values are processed inside each study
and across studies to obtain the campaign measure estima-
tion. The campaign measure would be completely char-
acterized if its probability distribution could be obtained.
However, in practice, the distribution cannot be calculated.
Therefore, for all practical purposes, knowledge of the mo-
ments is equivalent to knowledge of the distribution func-
tion, in the sense that it shouldtheoreticallybe possible to
exhibit all the properties of the distribution in terms of the
moments [14] (pp., 108-109). In practice, the properties
obtained when calculating the first four moments are very
close to the properties of the real distribution.

The user can define campaign measures of three types:
simple sampling, stratified weighted, or stratified user. We
now focus on each measure type and on the statistical esti-
mations associated with it.

4.2.1. Simple Sampling Measures. Simple sampling
measures in Loki are used when the user does not want to
differentiate between the final observation values of differ-
ent studies. These measures are obtained by considering
all the selected studies to be similar such that the final ob-
servation values (associated with all experiments of all the
selected studies) are contained in a single sample, i.e., they
are all instances of the same random variable. In the fol-
lowing discussion, letM be the number of studies,ni be
the number of experiments in studyi, N =

∑M
i=1 ni be the

total number of experiments in all the studies, andxj,i be
the final observation value of thejth experiment of studyi.

The first four non-central moments are then defined by
the following expressions:

µ′
k =

1
N

M∑
i=1

ni∑
j=1

xk
j,i wherek = 1, 2, 3, 4

The three central moments of order 2, 3, and 4 can be
obtained from the first four non-central moments by the ex-
pressions in [11] p. 18, Eqn. (100):

µ2 = µ′
2 − (µ′

1)
2 (1)

µ3 = µ′
3 − 3µ′

2µ
′
1 + 2 (µ′

1)
3 (2)

µ4 = µ′
4 − 4µ′

3µ
′
1 + 6µ′

2 (µ′
1)

2 − 3 (µ′
1)

4 (3)

Once the first four non-central moments are obtained, the
skewnessandkurtosiscoefficients are calculated using the
following expressions:

β1 =
(µ3)

2

(µ2)
3 β2 =

µ4

(µ2)
2 (4)



Finally, percentiles for variousα-levels are obtained by
using the Bowman and Shenton approximation [4, 5]. Bow-
man and Shenton introduced a rational fraction approxi-
mation for any percentileyγ of a standardized distribution
(µ1 = 0, µ2 = 1) of the Pearson system. This approxima-
tion uses a 19-point formula:

yγ =
πγ,1

(√
β1, β2

)

πγ,2

(√
β1, β2

) where, (5)

πγ,i

(√
β1, β2

)
=

∑ ∑
0≤r+s≤3

a(i)
γ,r,s

(√
β1

)r

βs
2 for i = 1, 2

(6)

The values ofa(i)
γ,r,s are given in [4, 5]. Whenµ3 ≥ 0, the

γ-percentile of the non-standardized distribution is given by
zγ = µ1 +

√
µ2 yγ . Whenµ3 < 0, zγ = µ1 −√

µ2 y(1−γ).

4.2.2. Stratified Weighted Measures. Stratified
weighted campaign measures are estimated by building
samples containing the final observation values for each
selected study, computing the moments, and then using a
weighted function to combine the estimations of moments
obtained for each study. There are several practical and
statistical reasons for focusing on stratified weighted mea-
sures when evaluating fault tolerance mechanisms. For ex-
ample, one very important parameter is the coverage of a
fault tolerance mechanism [3]. When considering several
independent studies, the overall coverage of the fault toler-
ance mechanism is defined by a weighted function across
studies [12]. From a statistical viewpoint, the functions
for calculating the moments are linear for linearly weighted
combinations of the random variables representing the fi-
nal observation values. Here we assume that the powers of
random variables representing the final observation values
are independent across studies. Also, another statistical rea-
son for considering stratified weighted measures is that the
mean, a fundamental statistical estimator, is a special case
of them.

In addition to the notations introduced in Section 4.2.1,
we definepi as the normalized weight associated with the
studyi. Adapting the previous expressions to focus now on
each study, we define the first four non-central moments for
studyi by:

µ′
k,i =

1
ni

ni∑
j=1

xk
j,i for k = 1, 2, 3, 4

The central moments of order 2, 3, and 4 for studyi can
be obtained as in Eqns. (1), (2), and (3), withµj andµ′

j re-
placed byµj,i andµ′

j,i respectively, forj = 1, 2, 3, 4. The

meanµ′
1 =

∑M
i=1 piµ

′
1,i. Moreover, the central moments

of orders 2, 3, and 4 are then given by the following expres-

sion:

µk =
M∑
i=1

pk
i µk,i for k = 2, 3, 4

Finally, the skewness and kurtosis coefficients and the
percentile points are calculated as explained for the simple
sampling measures in Eqns. (4) and (6).

4.2.3. Stratified User Measures. A stratified user mea-
sure is a measure in which the final observation values of
different studies are combined using a user-defined func-
tion other than a linearly weighted function. In case the
user would like to define a combined campaign measure
other than a linearly weighted function, the statistical fea-
tures presented above can no longer be used. Indeed, the
calculation of the first four moments associated with the
campaign measure is not a trivial task for any arbitrary func-
tion for combining final observation values of the various
studies. The only result Loki gives in this case is a cam-
paign measure in which each final observation value in the
user-defined function is replaced by the mean of the final
observation values for that study. However, sometimes the
obtained campaign measure value might have no statistical
meaning.

5. Leader Election Example

This section focuses on a simple leader election applica-
tion. We first describe the election protocol and then show
how this protocol can be implemented using the new Loki
runtime architecture presented in this paper. Finally, we
present several measure examples for this leader election
protocol.

5.1. Protocol Description

The test application implements a simple leader election
protocol (which is an expanded version of that introduced
in [7]). The application consists ofn processes, each of
which runs on a different host. In the protocol, then pro-
cesses elect a leader from amongst themselves. To do this,
each process chooses a random number and sends it to the
remainingn−1 processes. The process that chose the high-
est number is elected as the leader. In case of ties, this arbi-
tration is repeated until it is resolved. When the leader fails
by crashing, a new leader is elected through the repetition
of this election protocol.

For the test application, all the state machines are iden-
tical. This common state machine specification is shown
in Figure 4. The nodes in the graph are labeled with state
names corresponding to phases of the election application,
and the arcs are labeled with local event notifications. At
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Figure 4. Election Protocol

the start of the application, each state machine is in the BE-
GIN state. If the state machine is a new one (as indicated
by the NEW event), it transitions to the INIT state. If it
is a restarted one (as indicated by the RESTART event), it
transitions to the FOLLOW state, since a restarted process
will always be a follower. The INIT state represents the ini-
tialization of the processes, which involves the setting up of
communication between the processes. After the initializa-
tion, the probe notifies the state machine of an INITDONE,
and the state machine transitions to an ELECT state. The
ELECT state signifies that the processes are performing the
leader election. At the end of the election, the state ma-
chine associated with the leader receives a LEADER notifi-
cation and moves to the LEAD state, while all the other state
machines receive a FOLLOWER notification and move to
the FOLLOW state. If an error occurs in any of the states
other than the BEGIN and CRASH states, the probe sends
an ERROR notification to the state machine, which then
transitions to the EXIT state. When the leader crashes, a
LEADER CRASH notification is generated by the probes
of all state machines. The state machine of the leader tran-
sitions to the CRASH state and all the other state machines
transition to the INIT state, signifying the start of a new
leader election.

5.2. Implementation and Instrumentation

Since the test application involves crash of the leader,
the previous Loki runtime cannot be used to evaluate this
application. The new runtime has to be used for this evalua-
tion. However, the process of instrumenting the application
and the process of campaign execution and analysis are the
same as given in [6]. The application is instrumented as fol-

lows. Since the source code for the application is available,
the probe is made a part of the application code. Thein-

jectFault() method of the probe implements the faults to
be injected in the application. Using thenotifyEvent()

method of the state machine, the probe’s local event notifi-
cations are placed within the application code where the ap-
plication transitions from one state to another. Themain()

function of the application is renamedappMain() . Af-
ter being instrumented as described above, the application
is compiled with the Loki library. The Loki library con-
tains the code for the state machine, state machine transport,
fault parser, and recorder. Then, using the Loki interface as
in [6], the campaigns are specified and executed, and the
post-runtime analysis is performed.

5.3. Measure Definitions

The goal of the measures presented in this section is to
characterize the election process of the leader election pro-
tocol. We show that classical fault tolerance measures like
coverage (i.e., a measure of whether the leader has been suc-
cessfully elected in the presence of an injected fault without
an error occurring) can be easily defined using the frame-
work presented in this paper. Moreover, we present two
performance measures: the number of times a leader is suc-
cessfully elected within a specified time interval, and the
average time taken for a leader election.

The following predicate is used for all the above
measures. The predicate is true during the times when any
one of the state machines transitions from the ELECT state
to the LEAD state (i.e., a successful leader election), or
when any one of the state machines is in the BEGIN, INIT,
or ELECT states (i.e., an election is in progress). This
predicate is applied to the global timeline of each of the
experiments to obtain the corresponding predicate value
timeline. The obtained predicate value timelines consist
of both impulses and steps. Each impulse corresponds to
the occurrence of a transition from the ELECT state to the
LEAD state in a state machine, i.e., the state machine was
successfully elected as a leader. Each step corresponds
to any state machine being in either the BEGIN, INIT, or
ELECT states, i.e., an election is in progress.

((StateMachine1, ELECT, LEADER) | . . . |

(StateMachine n, ELECT, LEADER) | (StateMa-

chine1, BEGIN) | . . . | (StateMachine n,

BEGIN) | (StateMachine1, INIT) | . . . |

(StateMachine n, INIT) | (StateMachine1,
ELECT) | . . . | (StateMachine n, ELECT))

To estimate the coverage of the election process, we
remove the LEADERCRASH event from the election
protocol so that each experiment consists of only one
election. The coverage can then be estimated by run-



ning the modified election protocol several times by cre-
ating multiple experiments. The observation function for
this case iscount(U, I, START EXP, END EXP), where
STARTEXPandENDEXPare Loki keywords that represent
the start and end times of an experiment, respectively. The
above observation function returns the number of impulses
in the predicate value timeline of an experiment. This obser-
vation function value is thus 1 if a leader has been success-
fully elected; otherwise it is 0. Through use of the obser-
vation function values of several experiments, the coverage
can be statistically estimated.

We now consider the performance measures for
whose estimation the election protocol is not modified,
i.e., the LEADERCRASH event is present. Since the
LEADER CRASH event is present, multiple elections
might have occurred during each experiment. The ob-
servation function for counting the number of times a
successful election has taken place in the time interval
[0,100] is count(U, I, 0, 100) . Also, the obser-
vation function for estimating the average time spent
electing a leader istotal duration(T, START EXP,

ENDEXP)/count(U, I, START EXP, END EXP),
whereSTARTEXPandENDEXPhave the same meaning as
given earlier.

Note that both of the above observation functions, when
applied to the predicate value timeline of an experiment,
return the observation function value for that experiment.
The measures for a campaign are obtained as described in
Section 4.

6. Conclusions

This paper presents two new features in Loki that signif-
icantly enhance its capabilities. These features are a new
runtime and measure estimation. The former version of
the Loki runtime did not support dynamic entry and exit of
nodes in the system. Therefore, when a node crashed, it was
not possible to restart it. This paper presents and compares
some design choices for a runtime supporting dynamic en-
try and exit of nodes, explains why one of them was se-
lected, and describes it in detail. This paper also details a
flexible method for estimating a wide range of dependabil-
ity and performance measures in Loki. The implementation
of the new features and the related graphical user interfaces
is almost complete. In the future, we will focus on design-
ing several probes that the user of Loki could customize and
use in his or her fault injection experiments.
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